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Label-consistent sim-to real image-transformation using
neural networks

Solt Skribanek,1 Márton Szemenyei1 and Róbert Moni2

1 Department of Control Engineering and Information Technology, Budapest University of Technology and Economics, Budapest, Hungary
2 Department Of Telecommunications and Media Informatics, Budapest University of Technology and Economics, Budapest, Hungary

Abstract
Texture-swapping of images has also industrial benefits besides artistic stylization and photo editing, e.g. simulated
images could be modified to look like real ones to train image-processing algorithms. Autonomous driving research
could largely benefit from this as its neural network based perception systems need a large amount of labeled
training data. However, the sim-to-real texture swapping is a big challenge because of the large gap between
the two domains. Another requirement is that the semantic meaning of the photo should not change during the
translation. We found that SOTA algorightms struggle with these expectations, so in this work, we improve a
former method by taking advantage of the semantic labeling of the training datasets. We show that with our two
improvements, we are able to better conserve the scene of the image during the sim-to-real translation while the
photorealism of the output image does not significantly change.

Categories and Subject Descriptors (according to ACM CCS): I.5.4 [Pattern Recognition]: Computer Vision

1. Introduction

Autonomous driving research requires a big amount of la-
beled training data for the neural network based image-
processing methods. While these labeled datasets come with
large expenses,software-simulators can reduce the costs as
training data with the corresponding labels are directly ac-
cessible in them. Using such simulators comes with further
advantages: one can prepare the car for dangerous or ex-
tremely rare traffic situations at no additional cost.

Despite having such benefits, one can also face difficul-
ties when trying to use a software-simulator like this. The
data gained from the program is not realistic enough, which
means an agent performing well in a simulated environment
won’t necessarily be suitable for driving on the street. Re-
garding images, simulated ones usually have very homoge-
neous and primitive textures, and thus they are not able to
represent reality.

The solution to this problem could be an image-to-image
transformation that is able to convert the textures to be more
realistic, while preserving the positions of the portrayed ob-
jects.

In this work, we added two new features for a state-of-

the-art architecture called Swapping Autoencoder [1] that
we found very promising for the texture-swapping task. Our
new loss functions are based on the fact that we possess the
semantic labels of both the synthetized and the real datasets.
We can utilize these new information in a novel way to force
the translation network to keep the semantic meaning of the
picture during the transformation.

The Inner Semantic Loss’ responsibility is to constrain the
autoencoder’s latent representation to resemble the original
semantic meaning of the picture, while our Outer Semantic
Loss examines the final translated image and penalizes the
generator for the semantic deviation from the original syn-
thetic image. We show that it can outperform the baseline
Swapping Autoencoder using a semantic segmentation net-
work pretrained on the target dataset.

Our contributions are summarized as follows:

• We proposed a novel architecture called Label-Consistent
Swapping Autoencoder by introducing two new objec-
tives.

• We evaluated our method by a SOTA metric and a seman-
tic segmentation network and found that our innovations
reached their goal.

1



Skribanek et al / Label-consistent Swapping Autoencoder

• We created an own dataset from a widely used simulator-
software.

2. Related Work

2.1. Semantic segmentation using neural networks

In semantic segmentation the goal is to classify each pixel
of an image to a class, resulting in Nclasses binary masks.
In order to get the feature maps in the original resolution,
segmentation networks include upscaling layers after the
downscaling part of a typical CNN, resulting in an encoder-
decoder structure [2], [3]. Another assumption is to make
skip-connections between the shallow layers and the up-
scaled feature maps. This way, the fusion of high-level low-
detail information and low-level high-detail features allows
the network to produce the expected outcome [2], [4].

The DeepLab [3], [5], [6] networks also use a special
block named ASPP [6], which has a large field of view
with little increase in the number of parameters, and con-
ditional random fields [5] on the final output predictions.
In this work, we utilize the newest member of the family,
DeepLabV3+ [3] with ResNet [7] and MobileNet [8] back-
bones.

2.2. Autoencoder

The classical autoencoder is an encoder-decoder structure
that is able to produce a compact representation of the in-
put in a latent space. It is important that the dimensionality
of the latent space must be less than the input’s, so the en-
coder is forced to find the best representation in the narrower
space with the least information loss possible. The decoder’s
task is to reproduce the input from this compact latent repre-
sentation as accurately as possible.

Noably, there is a more modern architecture called Vari-
ational Autoencoder (VAE) that can be better utilized in
image-generation tasks. VAE does not map its inputs into
latent codes directly, rather it learns the distributions of the
latent codes of the encoded training images. This way, the
encoder provides information about the expected values and
the covariance matrix of the latent parameters, so that the de-
coder can randomly sample from it, creating an image that
differs from the training set.

2.3. GAN

Deep Generative Adversarial Networks [9] are the basis of
the SOTA image-generation methods. In the basic GAN ar-
chitecture there are two networks competing with each other:
a generator that aims to synthesize realistic images from
noise samples, and a discriminator that distinguishes be-
tween real and generated pictures. The generator does not
see training images directly, it can only draw conclusions
from the discriminator’s behavior, meaning that the train-
ing of the generator is done by backpropagating through the

whole discriminator network. Novel GANs use special acti-
vation functions such as Leaky ReLU [10] in the discrimina-
tor to aid the gradients’ flow towards the generator [11]. We
train both parts simultaneously. A special difficulty with the
training process is the so-called collapsing, where the dis-
criminator defats the generator, so that it cannot learn any-
more. R1 regularization [12] is an effective approach to min-
imize this effect.

2.4. Style transfer

Neural style transfer is a widely researched area, as gen-
erating photorealistic images based on existing ones is ad-
vantageous in many situations, such as image augmentation
to increase the performance of CNNs used in computer vi-
sion [13], artistic stylization [14] or editing [1] of pictures or
sim-to-real image-translation.

One group of these networks use semantic segmenta-
tion maps directly for the image generation. Image-to-
image translation network [15] (referred to as pix2pix) and
pix2pixHD [16] use them as condition terms for the Condi-
tional GAN architecture, where both the generator and the
discriminator have access to the labels. SPADE [17] does
not feed the semantic maps directly into the net, rather in-
jects the semantic information to the generator at every scale
using special normalization layers. These networks require
the semantic labels at inference time as well.

CycleGAN [14] does only need domain-supervision rather
than a paired dataset. Its assumption that an image translated
to the other domain should be translated back, thus intro-
duces the so-called cycle-consistency loss.

UNIT [18] again needs only domain-supervision and
translates images from both domains into a common latent
space to solve the translation task. It uses a VAE-GAN com-
bination in order to do that, and it also implies the cycle-
consistency.

MUNIT [19] decomposes the images into domain-
invariant content codes and domain-specific style-codes, and
during the translation process it combines the content code
with a randomly sampled style code from the target domain
to recombine this mixed code. Using this technique, MU-
NIT [19] can produce more translated images from a single
input.

Sem-GAN [20] and CyCADA [21] utilize segmentation la-
bels to compute loss-terms, meaning that they do not need
the labels during inference time. They also implement the
cycle-consistency loss, meaning that they both have genera-
tors in both directions. Sem-GAN [20] is a symmetric archi-
tecture aiming to learn a semantically consistent translation,
while CyCADA [21] is asymmetric and wants to learn seg-
mentation during a sim-to-real training.

Swapping Autoencoder [1] is a fully unsupervised archi-
tecture made for texture swapping and photo editing. The

2
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main idea is related to the latent space once again: the core
of the model is a special autoencoder that encodes the im-
ages into two latent components. The structure code zs is a
3D tensor with spatial dimensions, while texture code zt is a
1D vector. If the decomposition of the latent components and
the reconstruction is correct, the reconstruction of swapped
components result in a photorealistic image that represents
the structure of the first input with the texture of the second
input. The reconstruction of the images must be accurate and
realistic. A classical L1 loss is responsible for the former,
a GAN-discriminator ensures the latter demand. Another
GAN-loss enforces the photorealistic generation from mixed
latent components. There is also a patch-discriminator which
discriminates small patches from original and mixed images.
The idea is that crops of the texture-swapped image should
be indistinguishable from ones that come from the source
image of zt . Dpatch further constraints that zs and zt actually
represent structure and texture.

3. Methodology

We picked the Swapping Autoencoder as our starting point.
We also considered CycleGAN [14] and UNIT [18], but for-
mer experiments showed that the gap between our synthetic
dataset and real images is too large for them, resulting only
in color transformation. Swapping Autoencoder does a real
style-conversion, but semantic consistency is weak. There-
fore, we aimed on improving this architecture by adding
more constraints, utilizing the semantic labels that are avail-
able for both synthetic and real datasets.

We first modified the original architecture so it could only
create sim-to-real hybrids, i.e. it could only mix structure
codes extracted from synthetic images with texture codes ex-
tracted from real ones. Therefore, we had to vary the swap-
ping GAN-loss and the co-occurrence patch-discriminator’s
loss. The reconstruction GAN-loss and the L1 loss are com-
puted for both datasets equally. We refer to this model as our
baseline.

As mentioned above, we want to utilize the semantic la-
bels to further constrain the style-transfer. We introduce two
novel objectives to the network: the Inner Semantic Loss and
the Outer Semantic Loss.

3.1. Inner semantic loss

Swapping Autoencoder encodes the input images into struc-
ture and texture codes, where structure code is a 3D tensor
with spatial dimensions. It should represent the semantic in-
formation of the image, as it should not carry any informa-
tion about the texture (assuming disentanglement of struc-
ture and texture). However, only two facts guarantee that
structure code actually represents the semantic meaning of
the image: the 3D shape of the code and the Dpatch discrim-
inator.

We help the encoder learn a more appropriate disentan-
glement by training the structure code using the semantic la-
bels. We assume that if the structure code truly represents the
structure, then the ground-truth semantic label maps could
be computed from the structure code (or the structure path
of the encoder) with a function called I : Zs → Y/4 where Zs

is the space of the structure codes, Y/4 is the space of the
labels, downsampled twice. Our inner semantic loss can be
termed as:

Lsem,in (E) = Ex∼Xsim∪Xreal,y/4∼Y/4

[
NLL

(
I (zs) ,y/4

)]
,

where x and y/4 are corresponding image-label pairs and
NLL stands for the negative log-likelohood function that
penalizes the deviation of the prediction from the ground-
truth label.

With all these, the combination of E and I can be con-
sidered as an universal semantic segmentation network that
can predict the semantic labels at a lower resolution for both
Xsim and Xreal datasets. We used a smaller resolution at this
inner segmentation network, because even with learned up-
scaling, the network can not predict higher resolution seg-
mentation maps without skip-connections from earlier layers
with larger scales. Smaller resolution also increases compu-
tational efficiency.

To implement our Inner Semantic Loss, we completed the
encoder with a side-branch (named inner semantic branch)
that branches off from the last convolutional layer just be-
fore the structure code. Because the spatial dimensions at
this point are 1/16 of the original image size, the inner se-
mantic branch is an upsampling network to reduce the gap
in the scales between its output and the ground-truth seman-
tic maps. Thus, it performs 2 learned upscalings, as it is a
composition of transposed convolutional layer and classical
convolutional layer from StyleGAN2 [11], repeated twice.
The channel-size is halved at every upscaling. At the end,
there is another convolutional layer with a kernel size of 1 to
make the final pixel-level predictions.

This way, the side-branch can be considered as the de-
coder part of a small-scale semantic segmentation network.
We did not use skip-connections from shallower layers, be-
cause that part of the main branch contains informations
about the texrue as well. The ouptuts of this part are then
compared with the ground-truth label masks using the neg-
ative log-likelihood loss that penalizes if the network does
not predict the correct class, for each pixel. Figure 1 shows
this part of the architecture.
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Figure 1: Completion of the encoder part of the Swapping
Autoencoder with the inner semantic branch.

3.2. Outer semantic loss

We also constrainted our translation network from its out-
side: as we had access to the segmentation labels of the
source dataset, we knew what the translated image should
look like. We therefore prescribed that the result of the trans-
lation should have semantic content that corresponds to the
original semgentation map. To be able to do this, we needed
a function O that segments the translated images. If the style-
transfer is performed correctly, then the textures of the trans-
lated image correspond to the target dataset, meaning that a
segmentation network pretrained on the target dataset with
frozen weights is well-suited for the task.

We note that other works as Sem-GAN [20] also used a
segmentation network similarly, but they trained their seg-
mentation network simultaneously with the translation net-
work. Also, at the beginning of the training, it could help the
generator-network create objects that are similar to the real
ones. The outer semantic loss can be formulated as:

Lsem,out (E,G) =

Ex1∼Xsim,x2∼Xreal,y∼Ysim

[
NLL

(
O
(

G
(

z1
s ,z

2
t

))
,y
)]

,

where y is the label for x1 and z1
s ,z2

t are the structure code
of image x1 and the texture code of image x2, respectively.

In the implementation, we used a DeepLabV3+ [3] model
with a MobileNet [8] backbone as the segmentation net-
work O on the target dataset. We chose Mobilenet because of
its small size: during training, we needed to backpropagate
through the full network at each iteration, so we wanted to
use as small network as possible to reduce the effect of van-
ishing gradients, and also increase computational efficiency.

3.3. Final objective

We combined our two new objectives with the former Swap-
ping Autoencoder [1] objectives, so our final objective is:

Ltotal = Lrec +0.5LGAN,rec +0.5LGAN,swap +

+LCooccurGAN +λinLsem,in +λoutLsem,out.

We kept the original weights of the SAE objectives, while
λin and λout are hyperparameters.

In summary, we added two novel objectives to the Swap-
ping Autoencoder [1] architecture. Both penalize deviation
from semantic label maps: the inner semantic loss compares
the structure codes with the downscaled labels, while outer
semantic loss investigates a semantic segmentation of the
translated image. The full architecture can be examined on
Figure 2.
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Figure 2: Full architecture of the Label-Consistent Swapping
Autoencoder with its objectives. Sem. seg refers to the outer
semantic segmentation network.

4. Experiments

4.1. Datasets, data preparation

First, we needed a synthetic and a real dataset, both la-
beled. As real dataset we picked the widely-used CityScapes
Dataset [22]. It contains 3475 finely labeled pictures at
2048×1024 resolution.

To create our own synthetic set, we used the popular
CARLA Simulator [23]. CARLA is an open-source and of-
ten updated software, specifically created to aid autonomous
driving research. Although its visualization is very far from
photorealism, it has numerous advantages compared to sim-
ilar frameworks (i.e. computer games or expensive simula-
tors) as it is completely free and provides a wide range of
options for developing autonomous agents.

We utilized CARLA’s RGB and semantic camera sensors
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— the latter directly provides the semantic maps — and col-
lected 20,000 images with their corresponding labels. Dur-
ing data collection, we tried to create a set as similar as pos-
sible to CityScapes [22], so we varied the maps and weather
accordingly, meaning that we collected more images from
big cities and fewer from small towns, and allowed only dry
weather without fog in daylight.

After the image generation, we performed automated and
manual filtering and picked 5000 images (from which 2500
comes from Town10HD, the city with the most realistic tex-
tures) for training and another 100 for test.

Regarding to the labels, we had to merge some categories
in both datasets in order to make sure the same label has
the same meaning both in the CityScapes Dataset [22] and
our CARLA Dataset. At the end, there remained 16 classes.
After that, we downsampled the images and their labels to
512 × 256 resolution using Lanczos and nearest neighbor
methods respectively in order to speed up the training.

4.2. Setup

Due to the relatively small size of our training dataset, We
used random 256 × 256 sized crops during training, since
working on images of street scenes allows us this type of
augmentation. Fortunately, the fully convolutional architec-
ture allows us to train on crops and test on the full images.

At each training iteration, we sampled N images from
Xsim and N images from Xreal. We reconstructed N/2 real
and N/2 synthetic images (chosen randomly from the in-
puts), and computed the reconstruction loss using these. We
created N hybrid images, using all of the available structure
and texture codes. The image discriminator’s loss is com-
puted on the 2N real, the N reconstructed and the N hy-
brid images, where both reconstructed and hybrid images are
considered as fake. As for the patch-discriminator, we used
its basic settings (8 crops for each image, averaged features
for the reference image). Note that Dpatch in our case works
only on the target domain as it discriminates between sim-
to-real hybrids and their textures that come entirely from the
target domain.

For the other details, we also followed the basic setting of
the Swapping Autoencoder [1], including the lazy R1 regu-
larization with a weight of 10.0 for the image discriminator
and 1.0 for the patch-discriminator, and the non-saturating
GAN-loss. We used the basic optimizer ADAM with the de-
fault learning rate 0.002, β1 = 0.0 and β2 = 0.99.

We used an out-of-the-box DeepLabV3+ [3] model
with Mobilenet [8] backbone as our outer segmen-
tation network (https://github.com/VainF/
DeepLabV3Plus-Pytorch), pretrained it on the re-
sized and relabeled CityScapes [22] dataset with the original
train-val split. The network reached 55% on the validation
set, which is smaller than expected from DeepLabV3+

(claimed 72%). The significantly inferior performance
is likely attributable to the heavy reduction in the input
resolution. Table 1 shows the hyperparameters used for the
training of this network. We used the maximum batch size
that fitted into into the memory of a single 32GB Titan
V100 GPU.

train 256×256 crops

validation whole image: 512×256

output stride 16

batch size 128

iterations 30k

learning rate 0.1

lr policy polynomial

weight decay 0.0001

Table 1: Hyperparameters used to train our segmentation
networks.

For the training of our Label-Consistent Swapping Au-
toencoder, we also used the maximum batch size that fitted
into our memory: that is 8 when training with 256 × 256
crops, meaning that the network works with 16 images at
the same time on our hardware. We set the maximum run-
time to 5M iterations for all our experiments. Table 2 shows
the important hyperparameters for our experiments.

batch size 8

crop size 256×256

texture code dimension 2048

structure code’s shape 16×16×8

learning rate 0.002

λGAN 1.0

λpatch−GAN 1.0

patch scale for Dpatch 1/4−1/8

λL1 1.0

total number of images 5M

Table 2: The most important hyperparameters used in the
training of the Label-Consistent Swapping Autoencoder

5
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5. Results

We first trained our baseline model (i.e. λin = λout = 0), then
trained another 5 models with different combinations of λin
and λout . For evaluation, we used the 100 test images from
our CARLA Dataset as structure images with 4 images from
the CityScapes’ [22] test set. With all the possible sim-to-
real hybridizations, we get 400 result images.

As we wanted to increase semantic consistency,
we used another segmentation network to evaluate it
quantitatively. We picked a DeepLabV3+ [3] again,
but with a more robust backbone ResNet50 [7] from
the same repository (https://github.com/VainF/
DeepLabV3Plus-Pytorch). This network has circa ten
times as many parameters as the MobileNet [8] version. We
pretrained it on our modified CityScapes Dataset [22]. For
this training, we used the exact same hyperparameters as we
used for the outer segmentation network. These can be seen
on Table 1. We segmented all the 400 translated images, and
compared it with the original CARLA images’ ground-truth
segmentation maps.

We used classical semantic segmentation metrics for
quantitative investigation. The overall pixel accuracy met-
ric is a ratio of the correctly predicted pixels. Mean pixel
accuracy is computed by taking the mean of the pixel accu-
racies for each class. mIoU stands for mean intersection over
union, it computes the intersection and the union of the cor-
rect and the predicted locations of a given class, then divides
them, and takes the mean across the classes. The results can
be seen on the Table 3.

We also employed the Fréchet inception distance
(FID) [24] to measure the similarity of two image-datasets,
as this metric is widely used to evaluate GAN-based image-
generator networks. We computed the FID [24] metric be-
tween the 400 result images and the 5000 images of the
CityScapes Dataset [22].

λout λin
Overall

Acc
Mean
Acc

mIoU FID [24]

0.0 0.0 0.530 0.167 0.112 65.26

0.0 1.0 0.500 0.170 0.109 60.13

1.0 0.0 0.672 0.326 0.215 61.95

1.0 1.0 0.665 0.332 0.227 68.59

1.0 5.0 0.632 0.329 0.216 64.78

2.0 2.0 0.675 0.351 0.237 66.26

3.0 0.0 0.692 0.382 0.254 76.08

Table 3: Validation results using semantic segmentation met-
rics and FID [24] score. We bold the best results per column.

The table shows us that the use of outer segmentation
loss highly increased the semantic consistency (doubled
the mean pixel accuracy and the mIoU metrics) while the
FID [24] metric did not change substantially (λout < 3
cases). It seems that the inner segmentation loss did not help
the effectiveness of the network, as using only this loss low-
ered both pixel accuracy and mIoU compared to the base-
line model. This likely means that the base encoder by it-
self could find a better representation (regarding the genera-
tion) than the strict semantic label maps. Notbaly, using the
inner loss resulted in a somewhat sizeable reduction in the
FID metric. The best performing model based on the seman-
tic metrics is the one with λout = 3 and λin = 0, however,
its Fréchet distance is significantly higher. The model with
λout = λin = 2 can be considered as a best of both, because
its semantic scores almost reach the best in this category, but
there was no significant change in the FID score compared
to the baseline model.

Figure 3 shows us the strength of our improvement: it pre-
vents the translation from "hallucinating" cars next to the
roads. CityScapes’ [22] main advantage is that it is manu-
ally filtered and thus contains a large amount of traffic ac-
tors: cars and pedestrians. However, in our case, this appears
as a weakness: there are too many cars in the CityScapes
set, and therefore our GAN-based model collapses slightly:
it can hardly imagine a road in the target domain without
many cars parking aside. Our outer segmentation loss re-
duces this effect as it does not allow the translation network
to park cars where there should not be any.

The project’s GitHub Page https:
//github.com/skribaneksolt/
Label-Consistent-Swapping-Autoencoder
contains more images and they show another cases where
our constraints resulted in more accurate translations as our
model preserved the layout of the scene more accurately.
There are cases that demonstrate the weakness of the
CityScapes Dataset [22]: our real dataset contains only
images captured in big cities, and there are very few images
that portray the open sky, therefore our model places
buildings or vegetation in place of the sky.

It is worth emphasizing, however, that our model is not
perfect, as errors in the generated images sometimes still per-
sist. For instance, our model ereases byciclists and smaller
objects on the road, but still prevents adding unnecessary
cars into the scene. There are also failure cases where our
constraints ruin the translation: an example can be examined
on the GitHub page where the baseline places the car onto
the right place while our model misses the object.

It can be said, however, that overall our model improves
upon the baseline in far more cases than it fails, a claim ev-
idenced by the significant improvement in the quantitative
segmentation metrics. It is also worth emphasizing that we
used a different segmentation architecture for training and
evaluation to minimize the possibility that the generator sim-
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Figure 3: Visual results. First row: original picture from the CARLA set and its ground-truth labeling, second row: transformed
image with the baseline model and its segmentation result, third row: translation result with our λout = 3 model and its segmen-
tation result.

ply learns to hide the semantic labels in the generated im-
ages.

6. Conclusion

We found that our inner semantic loss function had a neg-
ative effect on the consistency: this likely means that the
Swapping Autoencoder with its original limitations is able
to learn a more meaningful representation as structure code
than the semantic label maps for the image-generation.

Our outer semantic loss highly increased the semantic
consistency of the images as it doubled the mean pixel ac-
curacy and the mIoU metric compared to the baseline. It is a
notable outcome, but we believe it can be improved even
further by additional considerations. With the unweighted
crossentropy-loss, this objective forced the translation net-
work to better preserve the layout of the scene, however, it
attached greater importance to bigger objects like the road,
trees and the sky, at vehicles’ and pedestrians’ expense.

In our experience, the real dataset we used was not suit-
able for this task as it was small and too homogeneous
as well. Our GAN learned the idiosyncracies of the target
dataset — such as parking cars next to the roads, rich veg-
etation and big buildings that cover the sky etc. — along
with the real-world textures, and this caused problems in the
translation.
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Abstract
Automatic processing of endoscopic images can save medical doctors’ time and makes diagnosis more reliable.
The goal is to segment the input image into medically relevant regions, such as normal tissues, benign or malig-
nant tumors, artifacts, etc., and to augment the image with this classification. Segmentation should preferably be
performed in real time, since in case of endoscopic procedures, the intervention is typically not separated from the
examination. In this work, we aimed to construct a deep learning-based system capable of segmenting endoscopic
images and outlining all occurrences of medically relevant regions. This system consists of a guided filter-based
pre-processing phase, a convolutional neural network as the backbone, and a post-processing phase presenting the
results of the segmentation to the doctors. Several network architectures were investigated, of which the classical
U-Net proved to be the best.

1. Introduction

Bladder cancer is one of the ten most common types of
cancer illnesses today, diagnosed in half a million patients
each year [3]. The standard diagnosis and treatment of blad-
der cancer relies on endoscopic procedures, most commonly
white light cystoscopy because of to its relatively low ex-
pense. However, it is estimated that up to 20% of tumors are
overlooked using this technique [14]. Bladder cancer can ap-
pear in various shapes and sizes, thus the observing doctor
has to be highly experienced to distinguish it from healthy
tissue in a real-time endoscopic video stream. The goal of
this project is to create a deep learning-based system that
finds and draws the outline of cancerous lesions on still im-
ages. In the future, we plan to extend our work to display
these outlines in real-time video streams, thereby helping
doctors during operation.

2. Previous work

The idea of supporting bladder cancer diagnosis and treat-
ment with artificial intelligence has only appeared in the last
few years. In 2019, Shkolyar et al. [14] developed CystoNet,
an image analysis platform based on convolutional neural
networks, which could detect bladder cancer on white light
cystoscopy video frames with a per-frame sensitivity and
specificity of 90.9%. Ikeda et al. [9] used the GoogLeNet
model [15] with transfer learning to classify bladder cancer
on cystoscopic images. They achieved a sensitivity of 89.7%

and a specificity of 94.0%. Then, in 2021, Ali et al. [2] de-
veloped a platform with four pre-trained convolutional neu-
ral networks that operates on more precise, blue light cys-
toscopy images, and achieved a sensitivity of 95.77% and a
specificity of 87.84%. Our solution works on standard white
light cystoscopy images and aims to achieve the highest
possible precision for segmenting (and not just classifying)
bladder cancer as well as other lesions and artifacts.

3. Proposed method

Developing a deep learning solution involves a number of
steps, such as selecting the network architecture and the hy-
perparameters, training with a huge set of input-output pairs,
and validating with additional pairs. In the end, the network
is expected to generalize well and predict an accurate and
robust segmentation map for inputs it has never seen before.

3.1. Training pipeline

We have almost a thousand annotated cystoscopy images
available for training, including normal cases, tumor cases,
and images with different artifacts. The annotation was done
by medical professionals who outlined the abnormal regions
in the images with polygon boundaries and assigned a class
to each polygon, which were stored in JSON files. However,
such a geometric polygon representation is not suitable for
the input of a convolutional neural network, since it requires
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pixels organized into a 2D grid, allowing convolutions to be
executed on them. Thus, the polygon representations with
textual augmentation needed to be converged to pixelized
images where colors encode the classes (Figure 1).

The input images were often blurred and low contrast,
which may impair the predictive abilities of the network.
To this end, we incorporated noise reduction and contrast
enhancement into the training pipeline. However, not only
the enhanced images were included in the dataset, but also
the original, low quality versions as well as the filtered-only
and the sharpened-only versions (Figure 1). This way, the
number of samples available for training and validation were
quadrupled. (We also took care to include an image and its
enhanced versions in the same set of data, e.g. either all were
in the train set, in the validation set, or in the test set.)

3.1.1. Image cropping and mask preparation

Endoscopic images often have diamond or circular shape,
in which case most of the image has no useful information.
Therefore, the first step is to crop the image to its relevant
part. To do that, the relative number of pixels above a lumi-
nance threshold is computed for every horizontal and verti-
cal scan line. The margins where none of the scan lines have
high enough ratio (i.e. all lines are “black”) are removed. Fi-
nally, the image and the mask are resized to match the input
shape of the neural network.

For the network training, a segmentation mask image is
required, in which each pixel value encodes the class the
given pixel belongs to. In order to get this image, polygons
and textual annotations are rasterized. Since the polygons
can be arbitrary, non-convex or even self-intersecting, ras-
terization is implemented by a software algorithm [18]. For
each scan line, its intersections with the polygon edges are
determined, then these intersections are sorted with increas-
ing x coordinates, and finally, the pixels between the sorted
intersection points of index (2i) and (2i+1) are filled.

3.1.2. Guided filtering

Guided filter [7, 19, 20] is an edge-preserving smoothing fil-
ter that produces an output image Q from input image P and
guide image G satisfying the following constraints:

• output image Q linearly depends on guide G, thus the
changes, i.e. edges of G show up in the result Q,

• output image Q is as close as to input image P as possible,
i.e. the output is similar to the input, but it also inherits the
local features from the guide image.

Formally, the guided filter is linear for G, i.e.

Qi = aiGi +bi (1)

where i is the pixel index encoding the x,y coordinates of
the pixel, and the linear coefficients ai and bi represent the
neighborhood of pixel i, thus they can be considered constant
from the point of view of local features. For color images,

Qi, Gi, and Pi are three-element (i.e. R,G,B) vectors, so is
bi, while ai is a 3×3 matrix. The column c (c = 0,1,2 or al-
ternatively, R,G,B) of matrix ai and the element c of vector
bi are denoted by ac

i and bc
i , respectively. In the following,

we use the dot symbol · to represents the normal matrix mul-
tiplication as well as the vector dot product, while the circle
symbol ◦ represent the elementwise multiplication.

Guided filtering has three main steps:

1. First, the 3× 3 covariance matrix C = ave(Gi ·GT
i ), and

3-element vector averages ave(Gi ◦Pi), ave(Gi), ave(Pi)
are computed by box filtering the neighborhood of pixel i.

2. Having the covariance values, linear parameters ai and bi
are obtained for every pixel. The neighborhood-dependent
linear coefficients ai and bi are determined from the re-
quirement that the output Q must be similar to the input
image P. Solving this optimization problem, we get the
following formula where column c of the 3× 3 matrix a
and the corresponding linear parameter bc of vector b are

ac
i = (C+ ε1)−1 · (ave(Gi ◦Pi)− ave(Gi)ave(Pc

i )),

bc
i = ave(Pc

i )−aT · ave(Gi),

where 1 is the 3×3 unit matrix and ε is the regularization
parameter. This formula should be evaluated three times,
once for each color channel.

3. Finally, the pixel values of the output image are calculated
by a 3×3 matrix-vector multiplication according to Eq. 1.

To use the guided filter for endoscopic image filtering, we
need to define the guide that represents the edges. In our
case, only the endoscopic image is available, therefore it is
used as both an input image and a guide. This simplifies fil-
tering in the following way:

1. The covariance matrix C = ave(Pi · PT
i ), and the vector

averages ave(Pi ◦Pi), ave(Pi) are computed by box filter-
ing the neighborhood of pixel i.

2. Linear parameters ai and bi are obtained as

ac
i = (C+ ε1)−1 · (ave(Pi ◦Pi)− ave(Pi)ave(Pc

i )),

bc
i = ave(Pc

i )−aT · ave(Pi)

for c = R,G,B.

3. Finally, the filtered image is obtained as

Qi = aiPi +bi. (2)

3.1.3. Unsharp masking of the luminance

Unsharp masking [11, 13] is an image sharpening technique
described by the equation

P′i = λ(Pi −Qi)+Pi, (3)

where P′i is the enhanced image, Pi is the input image, and
unsharp mask (Pi −Qi) is obtained as the difference of the
input image and its low-pass filtered version Qi. Parameter
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Input image Cropped Filtered Sharpened Enhanced Mask

Figure 1: Stages of the pre-processing.

λ controls the scale of enhancement. In our case, the low-
pass filtered version could be set to the output of the guided
filter. However, this approach would sharpen the color chan-
nels separately, which would modify the hues of the pixels,
causing an increase in color noise. To address this problem,
unsharp masking is applied only to the luminance channel
and the hues of the pixels are preserved.

Accordingly, our enhancement formula is

P′i = Pi

(
1+λ

(
1− lum(Qi)

lum(Qi)

))
, (4)

where lum(Qi) is the luminance of a spectral value Qi, e.g.
the average of the R,G,B channels.

3.1.4. Automatic image augmentation

Several hundred images are not enough to train a complex
network. Thus, the available images are augmented to many
modified versions together with the masks. These transfor-
mations are generated on-the-fly during network training, so
theoretically infinite variations can be utilized.

Affine and projective transformations can be represented
by a multiplication of pixel coordinates [x,y,1] with a 3× 3
transformation matrix T:

[X ′,Y ′,W ′] = [x,y,1]T, x′ = X ′/W ′, y′ = Y ′/W ′,

where the result is first obtained in homogeneous coordi-
nates [X ′,Y ′,W ′], which can be converted to Cartesian co-
ordinates [x′,y′] with homogeneous division. During image
transformation, care must be taken to ensure that each out-
put pixel receives a value, so instead of processing the input
image pixels one by one, the output image pixels should be
considered. For an output image pixel of coordinates [x′,y′],
the input pixel from which the color and the label are trans-
ferred can be obtained as

[X ,Y,W ] = [x′,y′,1]T−1, x = X/W, y = Y/W.

Specific examples of such affine and projective transforma-
tions include translation, mirroring, scaling, shearing, rota-
tion, perspective distortion, etc.

Non-linear geometric transformations, i.e. elastic defor-
mations apply a continuous, invertible mapping between the

input and the output pixel coordinates. To define such defor-
mations in a flexible way, we used Lagrange interpolation.
Let us assume that the images are in a unit square with co-
ordinates u = x/xmax and v = y/ymax. In this unit square, an
(n+1)× (n+1) grid of control points are defined as

~gi j = (i/n, j/n) i, j = 0,1, . . . ,n,

These grid points are perturbed with ~di j random vectors. We
set n to 3, which means that we first specify from where
the 16 grid points get their colors during the deformation.
The in-between points are moved to locations that satisfy
the continuous interpolation

(u,v) =
n

∑
i=0

n

∑
j=0

(~gi j + ~di j)Li(u)L j(v),

where Lk(x) are the Lagrangian basis functions

Lk(x) =
n

∏
l=0,l 6=k

x− l/n
k/n− l/n

.

Example outputs of our elastic deformation are shown by
Figure 2. We also note that the same geometric transforma-
tion must be performed for the input image and the mask to
maintain consistency between them.

In the future, we plan to apply non-Euclidean geometry
concepts, and the Beltrami-Klein and Beltrami-Poicaré discs
as well for controllable geometry deformations that fit well
to the circular shape of endoscopic images [16, 17].

It is possible to augment images not only in the geometric
but also in the color domain. In this case, the R,G,B val-
ues are slightly modified, but only to an extent that does not
change the classification. One such color domain transfor-
mations is the randomized gamma correction of the sepa-
rate R,G,B channels, setting a new channel value as c′ = cγ,
where γ is a random value around 1.

3.2. Network architecture

Four network architectures are examined: U-Net, U-Net
Mini, Segnet, and Resnet50-Segnet, summarized in Table 1.
The input of the models is a 256× 256 pixel pre-processed
cystoscopy image, and the output is a segmentation mask
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Figure 2: Enhanced image (left) and the corresponding mask
(right) for the original image (top row) and after overempha-
sized elastic deformations.

of the same size with a vector of class confidences for each
pixel. There are six classes that the network has to recognize:

1. normal tissue,

2. bladder cancer,

3. artifact (bubble, instrument, scope, overlay text, etc.),

4. ureteric orifice,

5. beign feature or TURBT scar,

6. pre-malignant lesion.

3.3. Postprocessing

The output of the network is a vector of confidence levels of
the different classes for each of the 256× 256 pixels. Pix-

Model name Base model Segmentation model

U-Net vanilla CNN U-Net [12]
U-Net Mini vanilla mini CNN U-Net [12]
Segnet vanilla CNN Segnet [4]
Resnet50-Segnet Resnet-50 [8] Segnet [4]

Table 1: Network architectures examined. Implementation
was based on the Image Segmentation Keras library [6].

els are classified in the category with the highest confidence
level. To reduce noise, it may be beneficial to use the con-
fidence levels of adjacent pixels as well. However, it would
practically mean low-pass filtering, which is known to de-
grate spatial resolution, thus we do not use this option.

The classification produced by the neural network is visu-
alized by drawing the polygon outlines. Therefore, first, the
boundaries of the homogeneous classification regions must
be determined. A pixel belongs to a boundary if one of its
neighbors has a different classification than itself. However,
simply collecting the boundary pixels may yield a very noisy
and complicated outline. To simplify the boundaries, pixels
where the outline would have high curvature are removed.
This can be achieved easily by counting the number of pix-
els with a different classification in the 8-neighborhood of
the given pixel and if it is above 4, the pixel is removed.
Note that this process reduces the area of the polygon, so the
number of iterations of its application should be limited.

The polygon outlines are formed by the following algo-
rithm, which takes into account a single class at a time. First,
an arbitrary boundary pixel belonging to the given class is
selected. In each subsequent step, a next boundary pixel is
found in place of the currently selected one, which takes the
role of the selected pixel in the following iteration. During
the search process, pixels of increasing digital distance from
the currently selected one are visited. The search distance is
limited to 5 pixels. To further improve the results, we store
the previous direction and test candidate pixels in the same
direction first. If the algorithm identifies a boundary pixel of
the same class, the pixel is added to the polygon as a vertex
and is also removed from the classification image so that it is
not re-selected later. Then the same iteration step is repeated.
The algorithm terminates when there are no more selectable
pixels in the 5-neighborhood of the last selected pixel. This
happens when the process returns to the starting point. The
polygon accumulated so far is output.

It can happen that there are multiple regions belonging to
the same class, in which case a single run of the algorithm
neither visits nor removes all pixels. Thus, the procedure
should be repeated until all boundary points are removed.

Prediction errors may result in unrealistically small poly-
gons that should be detected and suppressed. We calculate
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Figure 3: Training loss of the segmentation models (cate-
gorical crossentropy). Final values: 0.102598 for the U-Net,
0.498872 for the U-Net Mini, 0.50396 for the Segnet, and
0.510711 for the Resnet50-Segnet.

the area of the polygon of vertices~r1, . . . ,~rn as

A =
1
2

∣∣∣∣∣ n

∑
i=1

~ri ×~ri+1

∣∣∣∣∣ ,
where~rn+1 is assumed to be equal to~r1. If the resulting area
A is less than 200 pixels, the polygon is discarded.

4. Results

Our dataset consisted of 794 images, of which 675 were used
for training, 79 for validating, and the remaining 40 for test-
ing the models. However, each image was saved in four dif-
ferent versions (cropped, filtered, sharpened, enhanced, see
Figure 1), thus the total training set consisted of 2700 im-
ages, the validation set of 316 images, and the test set of
160 images. The training set was also augmented on-the-fly
using elastic deformation, flipping, rotating, intensity mul-
tiplication, and gamma contrast transformation. These aug-
mentations were different in every epoch, thus the network
never saw the exact same image twice.

The neural networks were implemented in Keras [5], us-
ing TensorFlow [1] backend. Training was performed for
100 epochs by the Adam optimizer [10] with a learning rate
of 10−3 and categorical crossentropy loss. The batch size
was 32. Figures 3 and 4 show the training and validation
losses, respectively. It can be observed that the U-Net model
resulted in the lowest training loss, but also in the highest
validation loss, which indicates overfitting. The other three
models (U-Net-Mini, Segnet, Resnet50-Segment) yielded
similar results to each other: relatively high and slowly de-
creasing training loss, but lower validation loss. This can be
a sign of a too low learning rate or a simple underfitting.

Figure 5 compares the outputs of the four models for an
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Figure 4: Validation loss of the segmentation models (cate-
gorical cross-entropy). Final values: 0.679738 for the U-Net,
0.431982 for the U-Net Mini, 0.435936 for the Segnet, and
0.455499 for the Resnet50-Segnet.

image of the test set. In terms of visual quality, the U-Net
may be considered the best.

5. Conclusions

In this paper, we proposed a working system for auto-
matic segmentation of white light cystoscopy images. Af-
ter a guided-filter-based pre-processing phase, images were
fed into a convolutional neural network that predicted a seg-
mentation mask. This output was post-processed to find the
region boundary polygons and augment the input image with
its outlines, thereby helping doctors in making a diagnosis or
performing operation. We examined four different kinds of
neural network architectures for the task at hand, and found
that the U-Net architecture achieves the best results. How-
ever, overfitting was observed during training, which could
be solved by acquiring a larger dataset.
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Abstract
Model compression plays an important role in deployment of neural networks (NN) in resource-constrained de-
vices. Rule-based conventional NN pruning is sub-optimal due to the huge design space that cannot be examined
completely by hand. To overcome this issue, automated NN pruning leverages a reinforcement learning agent to
automatically find the best combination of parameters to be removed from a given model. We propose a novel
RL-based automated pruning algorithm, that unlike existing RL-based methods, determines the environmental
variables using a State Predictor Network as a simulated environment, instead of validating the pruned model in
run time. Testing our method on YOLOv4 detector, a model with 49 % sparsity was produced with 7.2 % higher
mAP. This result outperforms our handcrafted pruning methods for YOLOv4 by 2.3 sparsity. In terms of full devel-
opment time, our method is 146.2× faster than the state-of-the-art PuRL method using NVIDIA Titan X GPU.

Categories and Subject Descriptors (according to ACM CCS): I.5.4 [Pattern Recognition]: Computer Vision

1. Introduction

Deep Neural Networks (DNN) achieved outstanding results
in the field of object detection in the past decade. Unfortu-
nately, their effectiveness is usually accompanied by billions
of parameters, thus huge computational capacity and mem-
ory are required to process them. This makes the deployment
of DNNs challenging, especially in resource-constrained de-
vices, like mobile phones or embedded systems.

One popular approach to overcome this issue is network
pruning which is accomplished by systematically removing
parameters from an existing, accurate network. By doing so,
a smaller network is produced while maintaining most of
the initial accuracy 1. Regarding the structure of pruning we
can distinguish unstructured and structured pruning meth-
ods. In the first scenario, individual parameters are set to
zero, which although produces a smaller network in terms
of active neurons, may not result notable speedup. During
structured pruning, parameters are grouped together and en-
tire filters or convolutional layers are removed. The speedup
is clear in this case as the amount of matrix calculations de-
creases by reducing model size 2 3. Choosing the parameters
to be pruned is quite demanding, since the different layers
in the DNN are not equally sensitive for removing parame-
ters from them. Moreover, the deterioration of the accuracy

is not only determined by the sensitivity of a current layer,
but also by the amount of removed parameters from all the
previous layers. The number of possible variations of these
dependencies are so large, they cannot be tried out manually.

This problem can be solved with reinforcement learning,
where the agent tries to find the optimal number of parame-
ters to be removed from each layer without human interac-
tion. This topic is currently an open issue in the literature,
however, the main disadvantage of the existing solutions is
that they determine the main environmental state variables –
the deterioration of the accuracy and the sparsity – by prun-
ing and testing the model on the validation dataset in run
time, which slows down the training procedure extremely.

In this paper, we propose a reinforcement learning-based
system which is able to prune the YOLOv4 object detector
optimally, in addition to decreasing the training time. Com-
pared to existing solutions, our system contains an additional
neural network (so-called State Predictor Network) which
predicts the deterioration of the accuracy and the sparsity
if the sparsification coefficient for the current layer and the
number of previously removed parameters are given. This
network replaces the role of long procedures that were per-
formed to determine environment state, making the training
time significantly faster.
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2. Previous Work

2.1. Conventional Pruning Methods

Various conventional pruning methods have been proposed
previously which rely on rule-based policies designed by hu-
mans. Aside from random and magnitude-based selection 4,
the rule for removing weights can be constructed by exam-
ining the relationships between specific weights and their
impact on the architecture’s overall structure and accuracy
5 6. For compressing YOLO-type detectors only traditional
pruning approaches exist at the moment, but they are so well-
designed that they have achieved outstanding results. For ex-
ample, YOLObile 7 prunes YOLOv4 with a block-punched
pruning scheme, whereas YOLO-Tight 8 leverages sparsity
training for pruning YOLOv3, and both techniques reach ca.
90 % sparsity with minor accuracy degradation.

In spite of the great results, we cannot forget that conven-
tional pruning methods require human intervention, making
model compression time-consuming and sub-optimal as the
enormous search space cannot be tried out completely man-
ually. As a solution to this problem recent researches have
leveraged reinforcement learning to automate the pruning
process. In the following subsections we introduce the two
state-of-the-art RL-based pruning approaches that primarily
inspired our work.

2.2. AMC

AMC 9 was the fist RL-based pruning method to be proposed
and it outperformed conventional rule-based compression
policies by achieving higher compression ratio while better
preserving the accuracy. It can preform both structured and
unstructured pruning on several classifier and detector neu-
ral networks. The amount of weights to be removed from a
current layer is expressed as a percentage (sparsity) and un-
wanted weights are selected using magnitude-based search.
For deploying reinforcement learning DDPG actor-critic al-
gorithm is used and its state space consist of the following
11 parameters:

(t,n,c,h,w,stride,k,FLOPs[t],reduced,rest,at−1) (1)

where t is the index of the layer being pruned, the size of
the filter is n× c× k× k, the size of the input is c× h×w.
FLOPs[t] is the FLOPs of layer t, reduced is the total num-
ber of reduced FLOPs in previous layers, rest is the number
of remaining FLOPs in the following layers, while at−1 de-
notes the chosen action in the previous step. AMC exploits
a continuous action space which denotes the sparsity of the
given layer (pruning ratio). The agent receives reward only
after pruning all the layers in the model (sparse rewards)
which is computed by using the following reward function:

RParam =−Error ∗ log(Param) (2)

where Error denotes the deterioration of the accuracy after
pruning and is calculated by evaluating the pruned model on
a validation dataset without fine-tuning.

AMC achieves great results - when pruning R-CNN de-
tector 50 % sparsity is achieved with 0.1 % higher mAP than
the initial. The algorithm, however, only converges after a
significant number of iterations due to the sparse rewards.

2.3. PuRL

The PuRL 10 automated pruning method addressed this issue
by applying a training procedure that rewards the agent after
pruning every layer in the neural network (dense rewards).
With this improvement PuRL uses 85 % less RL episodes
than AMC when pruning ResNet-50 trained on ImageNet.
In this method the main focus is on sample efficiency and
accuracy, thus PuRL performs only unstructured pruning. It
uses the Deep Q-Network LR-agent and its state space is
defined as follows:

s = (l,a, p) (3)

where l is the index of the layer to be pruned, a is the current
accuracy achieved on the test set (after retraining) and p cor-
responds to the proportion of weights pruned thus far. The
action space consists of α values which decide the amount
of pruning. The pruning criteria is a magnitude threshold
derived from the α value and the standard deviation of the
weights in a given layer. All the weights that have smaller
absolute magnitude than this threshold have to be removed:

PrunedWeightsi(α) = {w||w|< ασ(wi)} (4)

where σ(wi) is the standard deviation of weights in
layer i. PuRL uses a discrete action space i.e. α ∈
{0.0,0.1,0.2, ..,2.2}. At each step in the episode the reward
is calculated using Equation 5 which ensures that the agent
optimises for the desired accuracy (TA) and sparsity (TP).
A(s) and P(s) denote the test accuracy and sparsity at state s
and β corresponds to a fixed scaling factor of 5.

R(s) = −β(max(1− A(s)
TA

,0) +max(1− P(s)
TP

,0 )) (5)

Even though PuRL needs far less episodes than AMC
to obtain convergence, neither of them publish run times
in their papers. In both methods the deterioration of accu-
racy is determined by evaluating the pruned model on a test
dataset. In case of PuRL even a retraining epoch is under-
taken before validation. Furthermore, due to dense rewards,
these steps are carried out in each episode as many times as
the number of layers in the neural network. Therefore, the
proposed methods might converge after a few iterations, but
their training procedure is extremely time consuming.

3. Problem Statement

From Section 2 we can conclude that numerous effective
conventional pruning methods have been proposed for prun-
ing YOLO-type detectors and they currently achieve better
sparsity ratio than automated pruning methods. However, we
cannot forget the main advantage of RL-based automated
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Figure 1: Flowchart of our RL-based automated pruning system. The agent receives a pre-trained YOLOv4 model and traverses
through it layer by layer choosing an α action for each layer. After executing the action a new state and a reward are provided
by the simulated environment (SPN). At the end of each episode an n-length α-sequence is generated by the agent.

pruning: it eliminates the need for human labor. Currently
existing methods in this field demand huge amount of time
for training agents because of the validation and fine-tuning
during run time, in some cases even multiple times in each
episode. These steps are required to determine the two most
important environmental variables: the sparsity and the de-
terioration of accuracy (error). Therefore, we propose an
RL-based automated pruning system which addresses this
issue by simulating the environment with a so-called State
Predictor Network (SPN). After each pruning step the envi-
ronmental variables are determined using SPN which was
trained beforehand on automatically generated data using
self-supervised learning. With this novel approach similar
results can be achieved as with state-of-the-art automated
pruning methods, in significantly less amount of time.

The system’s goal (Fig. 1) is to take a pre-trained
YOLOv4 detector and determine an n-length α-sequence
without human interaction so that when we prune the detec-
tor with that sequence, we get a model with the highest pos-
sible sparsity while preserving the accuracy as much as pos-
sible. Here, n denotes the number of layers in the model that
can be pruned, α is a sparsification coefficient and in terms of
reinforcement learning, α-sequence denotes the policy being
learnt by the agent.

4. Proposed Method

4.1. Pruning YOLOv4 detector

The YOLOv4 detector model that is the input of the prun-
ing system were implemented using 11 and trained on KITTI
dataset12 for 260 epochs on NVIDIA Titan X GPU to
reach 68.5 % mAP with the following hyperparameters:
batch_size = 16, initial_lr = 1e− 3, weight_decay = 5e−
4, using Adam13 optimizer and LambdaLR14 learning rate
scheduler. The dataset were split to training and validation
datasets in 70%-30% ratio. For model compression we use

structured pruning removing filters from output and input
channels in each layer alternately. The YOLOv4 detector has
a very complex architecture, many layers depend on one an-
other, and we must keep these these in mind during pruning.
As a result, in some cases we cannot remove any filters from
a layer at all, or sometimes we cannot choose a new α sparsi-
fication coefficient for a layer, because the removable filters
are already determined by previous layers that are connected
with the current one. Therefore, we can remove filters from
only 88 layers in the total of 160 layers in the architecture,
which means that we can chose different α values for 44 lay-
ers. We call these layers prunable layers.

4.2. State Predictor Network

The State Predictor Network (SPN) fulfils the role of the ex-
ternal environment: given a model state and an α-sequence,
it predicts the error and the sparsity environmental variables
in a single step, rather than loading the entire model and per-
forming pruning, validation and fine-tuning on it. SPN con-
sists of 3 linear hidden layers of 256, 512 and 256 neurons
each, and has a ReLU activation function after every hidden
layer (Fig. 2). It was trained on automatically generated data
using self-supervised learning. During data generation (Al-
gorithm 1) 57k samples were generated which obviously do

Figure 2: Architecture of the State Predictor Network.

17



Bencsik et al / Efficient Neural Network Pruning Using Model-Based Reinforcement Learning

not cover all the possible variations (ca. 2344 ∼= 1059), hence
it is possible that SPN does not make an adequate predic-
tion in some cases. Here, we would like to emphasize that
the purpose of SPN is not to make perfect predictions in all
cases, but to learn to predict the most specific scenarios cor-
rectly and by doing so, guide the agent toward discovering
a satisfactory policy in a short amount of time. Due to this
fact, during the agent’s training, real pruning and validation
must be performed after every specified number of episodes
to verify the SNP’s proper behavior.

Algorithm 1 Automatic data generation for training State
Predictor Network

model← pre-trained YOLOv4 model
base_nParams← calculate the number of parameters in pre-trained YOLOv4 model
base_mAP = test(model)
for layer_i in model do

if layer_i can be pruned then
α = random(0.0, 2.2)
model, state_ f eatures = prune_network(model, layer_i, α)
mAP = test(model) ▷ On a dataset of 500 images
nParams← calculate number of parameters in pruned model
error = calc_error(base_mAP, mAP)
sparsity = calc_sparsity(base_nParams, nParams)
save(error, sparsity, state_ f eatures)

4.3. Automated Pruning With Reinforcement Learning

4.3.1. State Space

At each step in the episode the agent receives the model’s
state (Si) as an input which defines a feature vector (s) for
every prunable layer in the model.

s = (in_chs,out_chs,k,stride, pad,spars) (6)

In the feature vector (Equation 6) the first 5 features refer to
the convolutional layer: in_chs and out_chs denote the num-
ber of input and output channels, k is the filter size, stride
and pad denote the stride and padding, while spars corre-
sponds to the percent of weights pruned thus far. The size of
the state Si is always the same, regardless of the layer being
pruned (Equation 7). In case of those layers that have not
been pruned yet, the feature vector is filled with 0 values.
Here, n denotes the number of prunable layers in the model
and len(s) is the length of the feature vector.

size(Si) = n × len(s) (7)

4.3.2. Action Space

The action space consists of α actions that determine the
amount of pruning for each layer. As we perform only struc-
tured channel pruning, the filters that have to be removed
from layer i are selected with the use of α and the standard
deviation of the norms of filters in the given layer σ(chi) (Eq.
8).

RemovedFiltersi(α) = {ch||ch|< ασ(chi)} (8)

We have already seen this approach in Subsection 2.3 when
introducing the PuRL method10. Since they perform un-
structured pruning, thus examine the standard deviation of

weights in a layer, we modified Equation 4 to make it suit-
able for structured pruning problems. We utilize a discrete
action space, similar to PuRL, with step size of 0.1, there-
fore α ∈ {0.0,0.1,0.2, ..,2.2}.

4.3.3. Reward Function

Finding a proper reward function for giving dense rewards
is not trivial because of the fact taht the same action can be
both beneficial or harmful depending on the location of the
given layer in the architecture. We design our reward func-
tion using the idea demonstrated in PuRL10 (Eq. 5), but make
the importance of sparsity and error better scalable (Eq. 9).
Here, E(s) and P(s) are the error and sparsity in state s, ce
and cs are weighting factors for them, TE and TP denote the
desired final error and sparsity, while β corresponds to a
fixed scaling factor of 5.

Rs(s) =−β(ce ∗max(
E(s)−TE

1−T E
,0)+ cs ∗max(1−

P(s)
TP

,0)) (9)

With our pruning system we would like to produce a model
where lower error is prioritized above higher sparsity, hence
we set the parameters as follows: TE = 0.2, TP = 0.6, ce =
1.1 and cs = 1.0.

4.3.4. Agent

With the use of SPN only the model’s state is needed to be
passed to the agent instead of the entire model. This solution
requires significantly less amount of GPU memory, allow-
ing multiple agents to operate at the same time. We employ
the widely popular A2C algorithm15 for multi agent training
with a medium-sized architecture: 3 linear hidden layers in
actor with 512, 1024 and 256 neurons and 2 linear hidden
layers in critic with 256 and 512 neurons, with ReLU activa-
tions in both networks.

Our automated pruning algorithm (Alg. 2) loads the pre-
trained YOLOv4 model’s state and makes a copy for every
agent. Then it goes through the model layer by layer and
chooses an α action for each prunable layer based on the
probability distribution of the possible actions, predicted by
the actor. Receiving the chosen action and the model’s state,
the SPN predicts the error and sparsity environmental vari-
ables and determines the new state based on them. Mean-
while, the critic seeks to find the optimal value function. To
verify the proper behavior of the SPN, in every 50th episode
the algorithm randomly takes 10 agents and prunes the ini-
tial model using their policy. The pruned models are then
validated on a small dataset and if the obtained environmen-
tal variables are close enough to those predicted by SPN, the
agents are trained further.

At the end of the training the algorithm returns bS num-
ber of n-sized α-sequences, where bS is the batch size - or
the number of agents - and n denotes the number of prun-
able layers. The best policy among them has to be chosen by
pruning and validating the initial model using them.
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Algorithm 2 Advanced Actor-Critic algorithm for finding
the best α sequences

bS← batch_size as the number of agents
aS← size of the action space
nL← number of layers that can be pruned
α_sequence[bS,nL]← []
episode← 0

while episode≤ max_episodes do
model_arch← load model architecture
state← load initial model state
for each layer_i in model_arch do

if layer_i can be pruned then
distribution[bS, aS] = actorNet(state)
q_value[bS, 1] = criticNet(state)
action[bS] = sample from distribution

error[bS], sparsity[bS] = statePredNet(action, state)
state← environment(error, sparsity)

reward[bS] = reward_function(error, sparsity)
α_sequence.append(action)

▷ check if the predicted action and sparsity are close enough to real values
if validation episode then

model← load trained model
pruned_model← prune model by chosen α_sequence
real_error, real_sparsity← validate pruned_model on validartion
dataset
if real_error, real_sparsity are close enough to error, sparsity then

continue training

return best α_sequence[bS,nL]

4.3.5. Model-Based Learning

There are several theories regarding how to distinguish
model-based learning from model-free. One of them is de-
rived from the agent’s relationship with the environment: in
case of model-free learning the agent interacts with the en-
vironment directly, whereas in case of model-based learn-
ing their connection is indirect as the agent interacts with a
simulated environment. Another theory is based on the way
the agent selects actions16. Generally, the agent’s purpose is
to find actions that will result the highest possible reward.
In model-free learning, however, the agent is not directly
linked to the reward, it only attempts to enhance the prob-
ability of the chosen actions in a given step. After a consid-
erable amount of time this will lead to the improvement of
the reward as well, but solely because of the large number
of samples. Therefore, the reward is quite noise at the begin-
ning of the training and it converges only after a significant
amount of experience. In model-based learning, on the other
hand, the agent can plan directly based on the reward and
is able to chose an action that yields a high reward without
requiring extensive experience.

Figure 3: Computation graph between the State Predictor
Network and reward.

The use of SPN enables to implement a model-based ap-
proach in our algorithm. Firstly, its main purpose is the sim-
ulation of the environment which is one important feature of
model-based learning. Secondly, the SPN links the actor and
the reward’s computation graph (Fig. 3), therefore, by calcu-
lating the derivative of the reward, we directly get the gra-
dient which indicates how the weights in the actor network
have to change in order to make the actor choose actions
yielding higher reward. As a result, the gradient becomes
less noisy, which leads to a more stable and faster learning.

5. Metrics

During training we used error (Eq. 10) and sparsity (Eq. 11)
as our main metrics. The error corresponds to the deteriora-
tion of the initial model’s mAP value, thus we aim to achieve
as low error as possible. In contrast, we would like to pro-
duce a model with the fewest number of parameters possible,
hence we aim to achieve high sparsity during training.

error = 1 −
mAPa f ter

mAPbe f ore
(10)

sparsity = 1 −
paramsa f ter

paramsbe f ore
(11)

For evaluating and comparing our solution to other state-
of-the-art methods, we use the following officially used met-
rics in the literature: mAP, sparsity, number of parameters,
FLOPs and run time (FPS).

6. Results

6.1. Optimal State Space Size

The state of the model is represented by a 2D array with
the size of n × nFeatures, where n denotes the number
of prunable layers and nFeatures corresponds to the size of
the feature vector. This state is used in two parts of the sys-
tem: it serves as the input of the SPN and as the input of the
agent’s actor and critic networks. We have seen in Eq. 6 that
in case of the agent, the feature vector consists of 6 differ-
ent features which are mandatory for the agent to be able to
distinguish different layers. In Fig. 4 we can observe that if
we use a smaller feature vector, the agent is unable to make
any difference between the first and the last layers: the pre-
dicted probability distribution is independent of the layers’
features. However, when using a 6-element feature vector,
the predicted distributions differ more and more in case of
first and last layers as we move forward with the training.

In the SPN, the distribution of the labels of the data gen-
erated for it’s training (error, sparsity) are quite unbalanced
- 1.0 and -1.0 values are dominant -, making the SPN chal-
lenging to train. Using a large feature vector and filling the
state array with 0 values at layers that have not yet been
pruned just exacerbates the problem. Observing the valida-
tion results in different test scenarios during the training in
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Figure 4: Probabilities of choosing α = 0.0 and α = 2.2
actions for the first and the last layers, using a 1-element
(top) and a 6-element feature vector (bottom).

Figure 5: Validation error curves of ’error’ and ’sparsity’
during SPN’s training. In test_1 and 2 a 6-element while in
test_3 a 1-element feature vector is used. In test_2 the layer-
specific features are set to their real value instead of zeros in
the state array even in the initial state.

Fig. 5, we can deduce that a one-element feature vector is
the most beneficial for training the SPN. The only compo-
nent of the feature vector is spars, that denotes the percent
of weights pruned thus far. The trained SPN is able to predict
error and sparsity with less than 2 % error.

6.2. Overconfident Policy

When using the A2C algorithm we soon faced the overcon-
fident policy phenomenon. As we would expect, the agent
starts to learn that it is beneficial to chose α=0.0 actions
for the first few layers (leave them unmodified). However,
after a certain number of episodes, instead of discovering
better options, the probability of choosing α=0.0 action sud-
denly starts to increase for every layer and the policy be-
comes overconfident and is not able to recover (Fig. 6). The
state-of-the-art algorithm PPO17 attempts to avoid this issue
by utilizing a special actor loss function. By examining the
policy made in the previous step, it prevents the probabil-
ity of a given action to be significantly higher (or lower)
than it was in the previous step. Unfortunately, while this
approach in fact lowers the unwanted policy’s confidence, it
takes so small steps towards the optimum that even after a

Figure 6: Probabilities of choosing α = 0.0 and α = 2.2
actions for the first and the last layers using A2C and for
first layer using PPO algorithms.

huge number of episodes the agent does not even reach the
critical point (Fig. 6). Therefore, the PPO algorithm is not
advantageous in our case.

We achieved a proper functioning of A2C by carefully se-
lecting hyperparameters: we start the training with a higher
learning rate initial_lr = 1e− 3 and drop it to f inal_lr =
5e− 4 right before the policy would become overconfident
(Fig. 7). We also increase the amount of entropy to allow
the agent to thoroughly explore the environment. By doing
so, after 700 episodes of training the SPN predicts decent
results for the average for the batches: -0.8 % error and 30
% sparsity. Moreover, during the validation of SPN, the real
results turn out to be even better. The best reduced model has
49 % less parameters accompanied with -10.5 % error.

Figure 7: The received reward after pruning the last layer,
averaged for the whole batch. From the 250th episode, we
continue the training with a smaller learning rate.
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6.3. Performance Of The Pruned Model

We summarize the performance of the compressed YOLOv4
models pruned with our RL-based algorithm and with differ-
ent rule-based, handcrafted methods in Table 1. When de-
signing the handcrafted techniques, we followed a simple
rule: the chosen α values for each layer were proportional
to the layer’s size (Fig. 8). The results show that the model
pruned with our RL-based algorithm outperforms the best
handcrafted model with 2.3 % mAP and 17.1 % sparsity.
As far as pruning YOLOv4 detector is concerned, YOLO-

Table 1: Performance of compressed YOLOv4 models
pruned with different methods.

mAP
number of

params size FLOPs FPS

YOLOv4 68.5 63.9 250.5 60.54 53.76

Hadcrafted1 73.2 (+4.7%) 38.8 (-39.3%) 152.3 34.8 61.88

Handcrafted2 73.4 (+4.9%) 43.5 (-31.9%) 170.3 39.6 58.14

Proposed
method 75.7 (+7.2%) 32.7 (-49%) 127.9 27.6 58.82

bile is a state-of-the-art conventional method. From an ini-
tial model trained on MS COCO dateset with the use of
YOLObile, a model with 93 % less parameters was ob-
tained with only 8.3 % decrease in mAP. Another conven-
tional method achieving outstanding results when pruning
YOLOv3 is YOLO-Tight: it managed to prune 90 % of pa-
rameters with only 1 % mAP loss. Unfortunately, we cannot
compare our method to these properly, as they were either
tested on different architectures or the initial models were
trained on different datasets. Although, we must point out
that the main purpose of the aforementioned publications
was to create a rather sparse model with lower accuracy,
while our reward function was adjusted to promote modest
accuracy deterioration. With the proper parameter selection
for the reward function, our algorithm might be able to pro-
duce models with similarly high sparsity as well.

Figure 8: The chosen α actions for every prunable layer in
different pruning methods.

6.4. The Proposed Algorithm’s Speed

To evaluate the speed of the proposed solution, we compare
it to two state-of-the-art RL-based pruning methods, AMC9

and PuRL10 introduced in Section 2. The comparison is chal-
lenging, due to the fact that they do not publish run time and
also the three methods were evaluated on different neural
network models. Since the main difference in these methods
is the procedure used for determining environmental vari-
ables, we bring these methods to a comparable format by
applying our implementation on YOLOv4 in all three cases,
but in case of AMC and PuRL we replace the role of SPN
with the procedure they use to determine these variables.

Table 2: Speed of various RL-based automated pruning al-
gorithms.

Run time of
one episode

(t_e) [s]
Episodes

(ep)

Agent’s
learning time
(ep * t_e) [h]

Full
development
time [days]

AMC 21 40010 2.33 8.74

AMC with
dense reward

924 (= 21 * 44)
= 15,4 m 400 102.67 385

PuRL
4879,6 (=110,9*

44) = 1,35 h 5510 74.5 279.4

Proposed
method 6.32 700 1.22 23.023

Results are shown in Table 2. AMC uses the mAP value
of the reduced model determined by validation without fine-
tuning for calculating the reward. In the original paper, they
perform validation once per episode, however, in our case,
we have to do that after pruning every prunable layer (44
times) due to dense rewards. PuRL originally uses dense re-
wards, but in addition to validation, it retrains the reduced
model on a small dataset of 1000 images for one epoch. Us-
ing a Titan X GPU for training the agents the run time of a
single episode is significantly faster in case of our method,
even with multi-agent training with a batch size of 4096.

We calculated the full development time of our method as
follows: to reach convergence we had to train the agents for
700 episodes, for adjusting hyperparameters, reward func-
tion parameters and for finding the proper feature vector
90 test cases were performed in total. In each test case, the
agents were trained for 300 episodes to see if their policy is
improving. After every 50 episodes, we evaluated the SPN
by pruning and validating the initial model using 10 ran-
domly selected policies from the batch. Training the SPN
and generating the training dataset are also parts of the devel-
opment. To collect 57k samples 14 days were needed, train-
ing the SPN took 14 hours and 10 test cases were performed
for proper parameter selection. In case of AMC and PuR,L
we measured the run time of one episode and multiplied it
by the number of episodes needed for reaching convergence
stated in their paper. Finding the best model took 23.023
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days with our method, while in case of AMC - assuming that
90 test cases were needed for parameter adjusting - it would
have taken 385 days and 279.4 days for PuRL. This amount
of time is clearly unsuitable for efficient development.

7. Conclusion

The key advantage of our method can be recognized based
on the final results: the most time consuming part of the de-
velopment is the automated data generation for training the
SPN. However, we only have to do it once, at the begin-
ning of the development. After that, the agent’s training can
be performed rapidly and valuable time can be devoted to
hyperparamater-optimization, to reward function design and
to further important tasks. On the contrary, in case of other
state-of-the-art methods, the agent’s training time includes
the protracted validation times as well, limiting the number
of experiments extremely. Another advantage of our pruning
system is that none of its part requires high computation ca-
pacity and GPU memory - unlike for example the methods
where retraining is performed -, therefore the field of RL-
based automated pruning becomes accessible for researchers
who do not own expensive, high performance GPUs.

For further development we would like to test our algo-
rithm on a YOLOv4 model trained on MS COCO dataset, to
make it properly comparable to state-of-the-art conventional
pruning methods in terms of performance of the pruned
model. Also, by testing our method on classifier networks
it would become comparable to state-of-the-art RL-based
pruning methods in terms of algorithm speed. Finally, our
main goal is to extend the system to be able to prune any
neural network model automatically without preprocessing.
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Abstract
Tight Glycaemic Control (TGC), controlling the insulin and nutrition intake of the patients, plays an essential role
in intensive care treatment as it can significantly reduce the morbidity and mortality rate. Therefore, there is a
need for precise, effective, and most importantly, safe clinical TGC protocols in the ICU environment. The most
promising control protocol in this field is the so-called STAR (Stochastic TARgeted) protocol that uses the ICING
(Intensive Care Insulin Glucose) metabolic model and a stochastic prediction system to predict the patient’s state
and recommend treatment options.
In our previous research, we enhanced the performance of the prediction system by using artificial intelligence
based methods in the prediction. These neural network based methods produced at least as good results as the
currently used method. Lately, we have created dedicated models based on the patient’s sex. However, these
sex-specific models did not improve the prediction system significantly. In the current paper, we applied another
approach allowing us to use the entire data set in the network training. Instead of creating separate models, we
developed models that use the patient’s sex as an additional input parameter. For each method, we created sex-
specific and non-sex-specific models and compared them with each other. The models were trained on 62433 blood
glucose measurement data points. The clinical performance of the STAR protocol using the proposed prediction
methods is evaluated by in-silico validation using 122 patients different than the ones used in the training phase.
The modified models improved the prediction performance.

Categories and Subject Descriptors (according to ACM CCS): I.2.1 [Artificial Intelligence]: Generative models

1. Introduction

Stress-induced hyperglycaemia is a common complication
in the intensive care therapy that makes tight glycaemic con-
trol (TGC) an essential treatment in the ICU8. The goal of
the control is to keep the patient’s blood glucose level in the
so-called normoglycaemic range. The treatment consists of
tight insulin and nutrition dosage. In the past there were rule
of thumb-like solutions but recently model-based TGC pro-
tocols are used for the control. Applying TGC showed clear
benefits by reducing the mortality rate in the IC therapy3.

The STAR (Stochastic-TARgeted)6 protocol is a model-
based TGC protocol successfully implementing safe and ef-
ficient patient treatment in multiple ICU environment. It uses
the Intensive Control Insulin-Nutrition-Glucose
(ICING) model (see on Figure 1) to describe the metabolic
dynamics 7 of the patients and a prediction system to man-

age patient-specific metabolic variability. Most of the ICING
model parameters are fixed constants in the STAR protocol,
except the insulin sensitivity (SI) used as the patient’s state
descriptor4. Thus, SI affected by the deviances of the other
model parameters from their fixed values and so it cannot be
measured, only identified.

The safety and efficiency of the treatment greatly depends
on the accuracy of the prediction system11. This prediction
system is used to forecast the mentioned SI values which
will be used to forecast the patient’s blood glucose trajec-
tory and to determine the optimal treatment parameters by
simulation. The challenge of the prediction is that the proto-
col does not need an expected or mean value for the SI but a
90% confidence interval on it.

Our previous research successfully created novel neural
network-based methods to predict the 90% confidence inter-
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val of the future SI value by using different input parameter
construction9. Recently we created models that use the sex
of the patient10 to make the prediction more patient-specific.

2. Methods and Data

In our previous paper10, we trained separate networks on the
filtered dataset by the sex of the patients from who the data
points came. This also means that these models were trained
on a limited dataset which can reduce their performance. On
Figure 3 it can be seen that the gender information in the
dataset is unbalanced and in most of the cases it is even miss-
ing. Therefore more than half of the dataset was unusable to
train the separation based models.

With that in mind, in this paper we used the sex-based
information as an input parameter. For that the categori-
cal, sex-based information was encoded on a (-1, +1) range
where the +1 represents males, -1 the females and we used
0 in case of missing information. This way the models could
be trained on the whole SI dataset, consisting of 62433 data
points from 354 different patients from three different ICU
settings.

We created models with two different architectures, and
for each architecture, we analysed three different parame-
ter constructions. We refer to these models by a dimension
number representing how many parameters were used in the
prediction except the sex-specific one used by all the spe-
cific models. The base for the prediction was the current SI
because it shows high correlation with the future SI. This
linear relation can be seen on Figure 2, coloured by the sex-
based information. After that the SI(t-1) parameter showed
the greatest correlation so it was included in another param-
eter construction. Lastly the other current treatment param-
eters were added to the parameter list. Therefore we have
1D models that uses only SI(t) to predict SI(t+1). The 2D
models use the additional SI(t-1) parameter, and the 5D ones
even add the current BG, insulin intake, and nutrition intake.

For the confidence interval calculation we have a practical
assumption that the conditional distribution of SI(t+1) can be

Figure 1: Schematic figure of the ICING model.

approximated by a singe or mixture Gaussian distribution.
Based on this assumption we use the 5. and 95. percentile
value of the conditional distribution as the endpoints of the
interval. This interval is optimal in width and has the 90%
confidence. The interval calculation is implemented as a post
process stage in both architecture.

Figure 2: Scatter plot of the used dataset that shows how the
future SI value relates to the current SI value. The red dots
came from female patients and the blue dots from males.

Figure 3: Pie chart of the ratios of datapoints came from the
different sexes.
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2.1. CDN network

The Classification Deep Network method – suggested by us
in Benyó et al.1 – uses multi-class classification to predict
the confidence interval of SI(t+1). The SI(t+1) domain was
separated into disjunct intervals, and the data points were
labelled with the number of the subinterval containing the
SI(t+1) value of the data point. The number of subintervals
and equivalently the number of classes is a hyper parameter.
The values of the softmax output layer of the network as-
sign a probability for each subinterval that means the prob-
ability of containing the SI(t+1) value. This histogram (see
Figure 4) can be interpreted as a discrete distribution of the
SI(t+1) value. Thus, the confidence interval can be calcu-
lated by combining the probable subintervals. For this com-
bination a normal fitting can be used by calculating the mean
and standard deviation of the histogram. After that the 5. and
95. percentile values gives the endpoints of the interval.

Figure 4: Schematic architecture of the CDN network.

2.2. MDN network

The Mixture Density Network2 is a method to approximate a
conditional distribution. The network approximates the dis-
tribution with a Gaussian mixture distribution. Therefore, its
output consists of the parameters of each sub-distribution
such as means, deviation, and weights (see Figure 5). The
number of the distributions that build up the mixture can be
specified as the hyper parameter of the method. This method
also requires a post-processing step to calculate the confi-
dence interval. Endpoints of the interval are calculated by
numerical inversion on the cumulative density function of
the network output. More details of the applied MDN net-
work can be found by Benyó et al.1

2.3. In-silico validation

To evaluate the newly developed models by the clinical
aspects, we used the in-silico validation5. This validation

Figure 5: Schematic architecture of the MDN network.

method uses historical patient data to create virtual patients
(see Figure 6) to simulate the recommended treatments of
the protocol on them. The outputs of the validation are dif-
ferent statistics about the treatments for each model variant.

Figure 6: Schematic view of the in-silico validation.

3. Results

The in-silico validation provides a quantitative comparison
of the protocols from safety and performance aspects. The
differences from the aspect of safety were more significant in
our case; therefore here we present the safety related results.
Table 1 compares the protocols from the aspect of safety de-
scribed by the number of treatment episodes (NOE) inside
the hypoglycaemic regions and the relative time spent in the
hyperglycaemic region. Using Table 1, the safety of differ-
ent sex-specific and non-sex-specific model variants can be
analysed and compared. In the comparison the priority is the
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number of episodes below 2.2 mmol/L. These are the dan-
gerous hypoglycaemic events that can cause severe symp-
toms in a relative short period of time. Therefore the lower
number of episodes is better. After that comes the number
of episodes below 4.0 mmol/L. These hypoglycaemic events
come with a high risk of further decrement therefore they
are also a matter of avoidance. Lastly, the relative time spent
above 10 mmol/L is also a safety concern. Lower values are
preferred.

Model NOE < 2.2 NOE < 4.0 RT > 10.0

Star Old 9 105 3.75

CDN - 1D - all 4 83 3.89

CDN - 1D - spec 6 93 4.35

CDN - 2D - all 5 88 3.78

CDN - 2D - spec 5 99 4.09

CDN - 5D - all 4 101 3.86

CDN - 5D - spec 3 95 3.80

MDN - 1D - all 5 101 3.79

MDN - 1D - spec 8 111 3.66

MDN - 2D - all 8 116 3.71

MDN - 2D - spec 6 117 3.74

MDN - 5D - all 5 119 3.61

MDN - 5D - spec 9 140 3.60

Table 1: Number of episodes (NOE) inside the hypogly-
caemic regions and relative time (RT) spent in the hyper-
glycemic region (measured in mmol/L) by the different sex-
specific and non-sex-specific model variants

4. Discussion

By analysing the in silico validation results, we found most
of the newly developed models are at least as good as the
already used method of the STAR protocol. In Table 1, it
can be seen that the 1D non-sex-specific MDN model re-
duced the number of BG events below 2.2 mmol/L from 9
to 5, and the events below 4.0 from 105 to 101 with an in-
significant increase (from 3.75% to 3.79%) in the number of
events above 10 mmol/L. From this safety aspect, the 1D
non-sex-specific variant is the best performant among the
MDN models. In the CDN case, the 5D sex-specific variant
can even reduce these numbers to 3 and 95 with an insignifi-
cant increment in the number of hypoglycaemic events (from
3.75% to 3.80%). The better-performing models can also re-
duce insulin usage and increase nutrition intake, especially
the CDN models. The newly developed models make a sig-
nificant change in the BG distribution. The BG values from

Model NOE < 2.2 NOE < 4.0 RT > 10.0

Star Old 9 105 3.75

CDN - 1D - prev 8 92 3.82

CDN - 1D - spec 6 93 4.35

CDN - 2D - prev 4 105 3.97

CDN - 2D - spec 5 99 4.09

CDN - 5D - prev 4 99 4.06

CDN - 5D - spec 3 95 3.80

MDN - 1D - prev 7 106 3.79

MDN - 1D - spec 8 111 3.66

MDN - 2D - prev 7 125 3.66

MDN - 2D - spec 6 117 3.74

MDN - 5D - prev 5 110 3.55

MDN - 5D - spec 9 140 3.60

Table 2: Number of episodes (NOE) inside the hypoglycemic
regions and relative time (RT) spent in the hyperglycemic
region (measured in mmol/L) by our current and previously
defined sex-specific model variants

the 4.4-6.5 region increased into the 6.5-8.0 region. From
the clinical aspect, this change does not involve additional
risk in the usage of the protocol, but the decreased number
of hypoglycaemic events makes it safer and more preferred.

By comparing the sex-specific and non-sex-specific mod-
els with each other, we concluded that involving the sex-
based information in the prediction can improve the per-
formance. Still, it is unclear what conditions have to meet
for the improvement to occur. In the MDN case, the sex-
specific variant of the 1D model increased the number of
hypoglycaemic events from 5/101 to 8/111 and so reduced
its safety. This increment also holds for the 5D model vari-
ant that increased the numbers from 5/119 to 9/140. This
means that this model variant is less safe than the currently
used method. In the case of the 2D MDN model, the sex-
specific version was slightly enhanced by the sex-based in-
formation; the numbers decreased from 8/116 to 6/116. In
the CDN case, additional parameters decreased the perfor-
mance from the safety aspect of the 1D and 2D prediction. In
the 1D model, the numbers increased from 4/83 to 6/93 and
in the 2D model from 5/88 to 5/99. In the 5D case, the safety
improved, and the number of events decreased from 4/101
to 3/95, which makes this model the best performant from
this aspect among the nowel NN based models. Because of
this inconsistency, further analysis is required to determine
what architectural and training parameters lead to enhanced
performance by the sex-based parameter.
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And lastly, the newly developed sex-specific models were
compared with the ones that used the sex-specific informa-
tion as creating separate models (Table 2). In the MDN case,
the 1D and 5D were decreased in safety while the safety
of the 2D model increased by using the sex-based informa-
tion as an input parameter. One can also notice that these
cases are the same as when the models were compared to
the non-sex-specific variants. Thus, we can say that using
the information as a parameter enhances the effect of the sex-
specificity in the MDN case. In the CDN case, both the 1D
and 5D models have increased safety by the nowel approach.
Thus far, the newly developed 5D sex-specific CDN model
showed the best results from the clinical aspects. Therefore,
we think the involvement of sex-based information is a walk-
able path to improve the predictive performance, but further
analysis is required to determine which parameters result in
increased safety.

5. Conclusion

In this paper, we analysed the results of our newly developed
neural network based SI prediction methods. These networks
include the sex of the patient as an additional parameter
for the prediction. We compared the new models with each
other, with the non-sex-specific variants, with the currently
used method, and with the previously published sex-specific
models.

The results showed that most of the newly developed
models perform at least as well as the presently used method
in the matter of safety. We saw that the additional parame-
ter could enhance the safety of the protocol in several cases.
Also, using the information as a parameter instead of cre-
ating separate networks based on them can increase the ef-
fectiveness of the involvement by making use of the whole
available dataset.

In the future, it would be beneficial to test multiple net-
work architectures and training parameters to determine the
connection between them and the effect of sex-based param-
eter involvement.
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Abstract

Many image-based recognition tasks are highly susceptible to different types of natural phenomena like foggy
weather, snow, or rain. The participating media will likely obscure important details necessary for these algorithms
to work correctly. Still, these aspects could be recovered in certain situations with prior information about the
underlying light interactions. This could be done with certain heuristics or with a nowadays popular deep-learning
based method. In this paper, we review and compare the results of two approaches to remove or scale down the
effects of foggy weather.

1. Introduction

Fog removal or dehazing is a popular problem nowadays.
One example of usage is autonomous vehicles and the cor-
responding computer vision task as the artificial intelligence
must operate the vehicle with high safety even in the worst
visibility conditions. Instead of trusting the machine learn-
ing algorithms to solve these problems using diverse data
sets, we can help these algorithms by formulating a separate
problem. That is to produce a clear output image without
the visibility impairing effect from a single input image. It is
also important that we must do this with high performance
on multiple images as this is just basically a preprocessing
step.

In this paper, we are not introducing another novel algo-
rithm to solve this problem, as there are existing approaches
with multiple different ideas. Instead, we turn our attention
to the evaluation and analysis of a deep-learning based so-
lution, comparing it to a more traditional idea. We also de-
scribe the synthetic training data generation which is used to
train the neural network and how it affects the results.

2. Fog removal techniques

Now we shall discuss the previously mentioned approaches.
The first method is based on the work of He et al.4 and uses
a dark channel prior to estimate the contribution of haze that
is present on the image. The other technique uses a convolu-
tional neural network to compute an image without fog from

the original input picture. It was designed and proposed by
Li et al.5

2.1. Approach with dark channel prior

Haze (or fog) reduces the light radiance L reflected off sur-
faces according to the haze transparency (also called trans-
mission). It also adds its contribution to the image, called
airlight (denoted by A). The result of radiance reduction and
added color is that the original object’s radiance is faded,
and image value I is different from surface radiance L. De-
hazing aims to reconstruct the original surface color L from
I as if haze was not there. Dehazing is an ill posed prob-
lem, because there is no information in the image about the
haze and airlight and where they can be seen. Thus, certain
assumptions must be made in order to recover this missing
information from the image. In the implemented method,
the most fundamental assumption is the “dark channel ex-
istence”, which means that the neighborhood of every pixel
contains a pixel that should have zero radiance without haze
on the examined wavelength. This assumption is reasonable
because of the high frequency of highly saturated color ob-
jects, and also because of the existence of shadows.

The minimum of image intensity I in the neighborhood B
of a pixel is called the dark channel D:

D = minB(I)

Unlike in the original paper proposing the dark channel
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prior, we evaluate the dark channel and the airlight sepa-
rately on the red/green/blue wavelengths. This approach is
less robust than the original but allows to handle colored
haze, fog, and homogeneous smoke.

The dark channel, according to our assumption, should be
zero in haze-free, real-life images. In the case of haze, the
dark channel is modified by the airlight, which allows us to
estimate the airlight and the haze contributing to the image.
More formally, we assume that the minimum radiance must
be the haze contribution in any neighborhood.

Knowing the airlight, the transmission can be estimated,
which is further refined by the color variation of the origi-
nal image with the guided filter. Finally, we can subtract the
haze and amplify the remaining colors. In the following sub-
sections, these steps are analyzed in detail.

2.1.1. Dark channel computation

The minimum radiance in the neighborhood of each pixel is
called the dark channel. The neighborhood is defined by a
box filter. For efficiency reasons, we exploit the separability
of minimum and average filters, i.e., the 1D versions are ex-
ecuted two times, once for horizontal, and once for vertical
direction. This way, the complexity can be reduced from N2

to 2N, where N is the edge size of the box.

2.1.2. Airlight estimation

The second step is to find out the airlight, i.e., the atmo-
spheric illumination. If no object were visible in a given di-
rection, then we would see this airlight. So pixels are candi-
dates for showing the airlight if their dark channel value D is
high, i.e., the neighborhood is not dark, and its intensity I is
also high. Based on these two parameters, we obtain a single
comprehensive parameter that describes both components as

F =
2DI

D+ I

and select the average intensity I of pixels that have the
highest F parameter:

A = avgF in top 0.1%(I)

Our implementation builds up the histogram of the com-
prehensive parameter F on the GPU and selects the top el-
ements on the CPU. As histogram building requires atomic
additions, it is done in two steps. First, GPU multiprocessors
create partial histograms in their shared memories, and then
these partial histograms are merged into a global histogram
stored in the main memory. Having read the histogram back
to the CPU memory, we read its bins starting from the high-
est intensity until 0.1% of the number of pixels are included.
The airlight is the average of the intensities belonging to this
top 0.1% category.

2.1.3. Approximate transmission estimation

Having the airlight A, we can determine the transparency,
i.e., transmission t of the haze at each pixel. Note that, in the
dark channel, we only have the contribution of the airlight
and the own contribution of the surface is assumed to be
zero, i.e.,

D = (1− t)A.

From this, the transmission t associated with this pixel is

t = 1− D
A
.

Removing all haze typically results in unnatural images,
so we introduce a removed haze parameter ω in [0%, 100%]
set to default value as 95%. So the transmission is obtained
as

t = 1−ω
D
A
.

The transmission computed this way suffers from reso-
lution problems since the dark channel describes a neigh-
borhood, so does transmission t. However, at object bound-
aries the depth value and consequently the transmission can
change abruptly, so the edges of the transmission map must
be corrected. For this, a guided filter is implemented that
corrects the transmission map using the second derivative of
the original image. We use two different guided filter imple-
mentations here depending on the size of the filtering kernel
because of performance considerations. The first one uses
on-the-fly box filtering, the second uses integral images aka
Summed Area Tables or (SATs). The second derivatives are
computed by the following formula:

Igrad2[x,y] =|I[x+1,y]−2I[x,y]+ I[x−1,y]|+
|I[x,y+1]−2I[x,y]+ I[x,y−1]|

2.1.4. Recovering the original image

Having obtained the refined transmission with guided filter-
ing, the final image is recovered. If the original radiance is
L, then we would see I through haze of airlight A and trans-
mission t:

I = tL+(1− t)A.

From this, original intensity L is

L = A+
I −A

t
.
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This formula is numerically unstable for small transmis-
sion values t. Therefore, we limit it with a tmin minimum
value, which also limits the power of recoverability. Its re-
ciprocal is called amplification and is 20 for 16 bit images
and 10 for 8 bit images by default.

Additionally, only for the floating point implementation,
the limited transmission is exponentiated differently on the
three color channels to compensate the bluish scattering of
air. The exponents are 1+ 3r on red, 1+ 2r on green and
1+ r on blue where r is the blue removal parameter.

2.2. Deep learning based approach

With recent advancements and success of neural networks
and deep learning in multiple fields, it is reasonable to try to
use them for dehazing1 2. In our implementation, the main
idea is that instead of an end-to-end network we are using
a transformed atmospheric scattering equation and incorpo-
rate it directly into the model5. The network has a standard
convolutional structure, and it is relatively small (less than
2000 parameters). The training generally converges with at
most 10 epochs. Details of the network can be found in the
cited publication. The main problem is obtaining the training
data, which we will address in the following section.

3. Training data generation

To adequately train the neural network, we need a large
amount of training data. The data set should contain image
pairs in the form of pictures with and without fog. Collect-
ing a large enough real-life data set is clearly an unrealistic
goal. It would be inevitable that the image pairs would have
differences, that are unrelated to the fog, like disappearing
objects. It is a much more plausible idea to synthetically gen-
erate the images. If we consider that the network’s goal is to
remove the effect of the fog and we can properly model it’s
behaviour in our simulation, then it is reasonable to expect
the trained network to also work on real life images as well.

We used the Sponza scene with an artificially added inho-
mogeneous fog to generate 10.000 images (with 800× 600
resolution). The images were stored in a 16 bit format mo-
tivated by the discussion in section 2.1. Now let us examine
the algorithm behind the fog simulation and visualization.

3.1. Fog generation

Our goal is to simulate and visualize fog in a physically cor-
rect way. The implemented algorithm is based on the works
of B. Wronski6. The process can be broken down into three
parts: fog simulation and storage, light propagation and pro-
cessing, and finally usage during object rendering.

The algorithm accounts for extinction, out-scattering, and
in-scattering of light with a single scattering model. It is a
volumetric approach thus it can work with inhomogeneous

fog. The basic idea is to use raymarching, where each view
ray is sampled throughout the volume. Extinction and out-
scattering are calculated by sampling and accumulating the
fog, while we can take into account the in-scattering by accu-
mulating the incoming light for each light source. The prob-
lem is that for general camera orientations and positions the
ray marching process can be too slow on the GPU.

To mitigate this issue, we are using voxels aligned with
the camera frustum. For the first part, we can use a com-
pute shader to write the density of the fog into each voxel.
The fog could be modeled by various methods (e.g., a par-
ticle system, grid based simulation, etc.), but in our case we
simply used an animated simplex noise. In the second part
ray marching must be done. However, because we are using
the previously described data structure we can do it with one
compute shader pass where each invocation works on blocks
of pixels instead of individual rays.

Incoming light is simulated by using shadow maps to ac-
cumulate light in the voxels (in the first part) and then it is
propagated in the second part (while properly accounting for
extinction). Multiple scattering could be handled by an iter-
ative algorithm that propagates light in all direction3 inside
the volume in a seperate pass, but we did not implement this.

In the end we have a data structure where every voxel
stores an approximation of accumulated fog density from the
direction of the camera and the in-scattered radiance from
nearby light sources (towards the camera). Using the data
structure now is simple, because we can use linear filtering to
sample it in the fragment shader during object rendering. Re-
flected radiance is decreased according to the accumulated
fog density while in-scattering is simply added to the final
radiance. The results are shown on Figure 1

Figure 1: Left: rasterized image without fog. Right: raster-
ized image with volumetric fog added.

An important observation is that during camera movement
temporal aliasing can occur as the frustum-aligned voxels
are moving. To mitigate this it is important to maximize the
utility of the allocated memory. By the nature of the phenom-
ena voxels that are close to the observer has larger effect on
the results than those that are further away. By using a more
dense resolution closer to the camera we can improve the
visuals of the fog. Thus we used an exponential depth distri-
bution instead of a linear one.

The algorithm does not account for blocking geometry so
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Figure 2: From left to right: hazy image, dark channel prior, neural network model, ground truth.

in certain scenarios fog and light bleeding can occur. This
could addressed by a kind of adaptive voxelization but it is
unclear how it would work together with the camera frustum
alignment.

4. Results

Our results for synthetic images are shown on Figure 2. Here
we are showing the trained model beside the dark channel
prior approach. On Figure 2 we can see that this model can
successfully decrease the foggy effect. Colors are recovered
and the bluish tint now appears in the correct place. Com-
pared to this model the dark channel prior technique removes
more haze from the image but some artifacts are left behind.
In the second row, an incorrect lightening occurs on the left
part of the image. The borders has some artifacts too and
they also appear in the corners of the geometry. In the be-
ginning we used three channel training data, but our this re-
sulted in the image shown on Figure 3. We are still investi-
gating this kind of false coloring artifact. We believe that this
was caused by our unbalanced training data. To prevent this
we used only the intensity of the ground truth images during
the training. This way the network wouldn’t prefer one color
over the other.

Figure 3: Results with one channel (left), and with three
channels (right) training data.

We also tested these methods on some real life images.
Results are shown on Figure 4. The dark channel prior again
has some serious artifacts, generally around edges and on the
sky, but it also successfully recovers details that are unseen
in the original image. Similarly to the previous comparison
the neural network model decreases the effects of the fog, but
now more problems appear. Closer objects where the fog has
no effect has some serious artifacts like whitening or unnat-
ural tint.

5. Conclusion

We have discussed two models for fog removal and a tech-
nique for artificial fog rendering. Based on our results the
neural network approach has potential to be used as a de-
hazing tool, but the variety and balance of the training data
is paramount therefore we will enhance these aspects for fu-
ture research. The combination of neural networks and the
dark channel prior based method could be also viable but
the performance will likely suffer.
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Abstract
Differential computing is a new paradigm in computer science, which means that whenever a result is generated
by the program, the derivatives with respect to the given parameters are also automatically determined. These
derivatives describe the sensitivity of the result with respect to the parameters, and show also how the parameters
should be modified in order to increase or decrease the result. Thus, differential rendering can be part of a learning
system that finds the optimum by maximizing or minimizing the output result. As Neural Networks determine
the weights with forward propagation of the input and back propagation of the fitting error weighted with the
derivatives, differential computing can be integrated into Neural Networks as well. In this paper we examine
the application of differential computing in rendering, and in particular, in the determination of optimal transfer
functions for the image synthesis of volumetric data.

1. Introduction

Recently, deep neural networks have been applied to a wide
variety of problems. As they are general, their architecture
can only moderately reflect the insights of the problem to be
solved, and they try to address every scenario with the same
algorithm that controls the network weights and biases. Al-
though in theory, deep neural networks have the power of
universal approximation of continuous functions, setting the
network weights from scratch and without domain knowl-
edge requires a lengthy learning process utilizing a huge
number of input-output pair samples. The training process
minimizes the error between the supplied output and the out-
put computed from the supplied input, thus the determina-
tion of the optimal weights is a minimization for which typ-
ically a version of gradient search is used. The gradient, i.e.
the vector of the partial derivatives of the fitting error with
respect to the free parameters, is used to update the param-
eters. If the network comprises multiple layers, then accord-
ing to the chain rule, the derivatives of the previous layer
can be obtained as products of the derivatives in the current
layer and the next layer, which is generally called as back-
propagation. This means that it is possible to replace one
or more layers of a neural network with a different system
incorporating domain knowledge if the included system is
not only able to calculate the output from the input, but is
also able to determine the derivatives, i.e. sensitivities, for
back propagation. Such software components are called dif-

ferential programs. If the program is responsible for image
generation, we talk about differential rendering 6, 9, 5, 7, 10, 4 or
neural rendering 15.

In this paper we examine the application of the differen-
tial computing paradigm in volumetric visualization, and in
particular, in the determination of optimal transfer functions
for the image synthesis of volumetric data. First, the theory
of volumetric rendering is summarized and the relevant con-
siderations of computational aesthetics are reviewed, then
we present of our differential rendering algorithm that de-
termines the optimal transfer function that improves the vi-
sualization quality of the volumetric dataset.

It must be emphasized that when the derivatives are
computed in a differentiable program, numerical derivation
should be avoided because of its instability 3. In this work,
we implement the analytic derivation manually, but consider
automatic 8, 1 or symbolic differentiation 2 as a future work.
The extension to automatic derivation would be easy in a
C++ program with the help of operator overloading 14, but
the chosen GLSL implementation platform does not support
operator overloading.

2. Volumetric rendering and participating media model

Volumetric rendering visualizes abstract scalar fields sam-
pled regularly in three dimensions on a uniform grid, and
sampled scalar values are stored in a 3D voxel array. The
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represented scalar field δ(~p) is equal to the stored values
in grid points and tri-linear or higher order interpolation is
applied between them. Such volumetric data typically show
up as a result in medical imaging since CT, MR, and PET
scanners provide the density of electrons, Hydrogen atoms,
and radiotracers, respectively, in this form 12. Voxel arrays
are also the typical output of Eulerian numerical simulations
(e.g. fluid simulation), where spatial differentials are approx-
imated by finite differences based on the regular grid 13.

In order to visualize abstract scalar fields, an optical anal-
ogy should be established, which can produce the image.
Such an optical analogy is the participating media that ab-
sorb some of the photons 11 depending on the medium den-
sity reducing the transported radiance, but also emit photons
increasing the radiance.The probability of photon collision
at a unit distance path is the cross section σt . The probability
of collision in a differential path ds is σtds. Let us consider
how the radiance L(~r,~ω) of point~r and direction ~ω changes
on ray~r(s) =~e+~ωs when distance s is modified advancing
by ds along the ray. The radiance is decreased proportionally
to the probability of collisions and the number of photons
determined by the radiance, and is simultaneously increased
by the own emission of the medium Le(~p(s))ds:

L(~r(s+ds),~ω) = L(~r(s),~ω)(1−σt(~r(s))ds)+Le(~r(s))ds.

Rearranging the terms, we can establish a linear, inhomoge-
neous, separable differential equation for the radiance

dL(~r(s),~ω)
ds

=−L(~r(s),~ω)σt(~r(s))+Le(~r(s))

which has the following solution in the eye, i.e. when s = 0
and~r(0) =~e:

L(~e,~ω) =
Smax∫
0

Le(~r(S),~ω)e−
∫ S

0 σt (~r(s))dsdS. (1)

This integral is approximated by taking uniform samples of
distance ∆s along the ray, which is called ray marcing:

L(~e,~ω)≈
M

∑
m=0

Le(~r(m∆s))e−∑
m
j=0 σt (~r( j∆s))∆s

∆s.

The ray marching algorithm visits the sample points start-
ing at the eye and updates three variables, sample point ~r,
accumulating radiance L, and optical depth τ (Algorithm 1).

Algorithm 1 Radiance computing with ray marching.
1: procedure TRACE(~e,~ω)
2: ~r =~e . Sample point on ray
3: L = 0 . Radiance
4: τ = 0 . Optical depth
5: for m = 1 TO M do
6: ~p += ~ω∆s
7: τ += σt(~r)∆s
8: L += Le(~r)exp(−τ)∆s

return L

Figure 1: Same dataset with different transfer functions.

In order to connect the participating media model to the
scalar field of the volumetric representation, optical param-
eters, including the extinction coefficents and own emission
should be obtained from the scalar value δ of the field at the
respective location. This correspondence is established by
transfer functions T σ describing the extinction and T e the
own emission:

σt(~r) = T σ(δ(~r)), Le(~r) = T e(δ(~r)).

Obviously, the particular selection of the transfer functions
affects the image (Figure 1). We want to find these functions
automatically with the objective of aesthetic rendering. To
represent the transfer functions with finite number of param-
eters, we first decide on their algebraic forms. Thus, instead
of finding a function that maximizes the information content
of the image, we are facing the simpler problem of finding
these free parameters.

Polynomials would be a straightforward choice for the
algebraic form of the unknown function, but polynomial
forms do not guarantee that the function value is always
non-negative, while the extinction coefficient and the own
emission cannot be negative in physically plausible systems.
Therefore, we rather use the sigmoid function for transfer
function representation:

T (δ) = p0 +
p1

1+ e−p2(δ−p3)

where p0, p1, p2, p3 are the free parameters of the model.
The values produced by the sigmoid function are between
p0 and p0 + p1, its inflection point is at δ = p3 when T (δ) =
(p0 + p1)/2 and p2 determines the slope at the inflection
point (Figure 2).

When color images are rendered, the light transport prob-
lem is solved on different wavelengths independently. The
possibility of independent computation comes from the fact
that the photons of the visible light have relatively low
frequency, i.e. low energy, momentum and thus relativistic
mass compared to the mass of the electrons they are col-
liding with. Thus, the photon bounces off from the electron
in elastic collision preserving its original kinetic energy, i.e.
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Figure 2: The sigmoid function with different parameters.

frequency. For color images, we need at least 3 representa-
tive wavelengths, thus the radiance computation should be
evaluated three times (or exploiting the vector arithmetics of
GPU ALUs, once with processing vec3 variables instead of
scalars). Transfer functions of the extinction coefficient and
the own emission also depend on the wavelengths, therefore
we have 12 free parameters pσ

k,c, k = 0,1,2,3 and c = r,g,b
for the extinction, and 12 free parameters pe

k,c, k = 0,1,2,3
and c = r,g,b for the own emission.

3. Image quality measures

The free parameters of the transfer functions are to be deter-
mined to maximize the beauty of the generated image. Ac-
cording to the theory of computational aesthetics, beauty is
associated with information content, thus the generated in-
formation must be maximized. Information content can be
measured with the entropy. To compute the entropy of an
image, the histogram of the resulting values needs to be de-
termined. The binning for the histogram generation is de-
fined by e.g. the finite number of quantization levels of the
display. Let us denote the relative frequency of values in bin
b by Pb, which approximates the probability of this bin. The
entropy is then

E = ∑
b

Pb log2(Pb).

Entropy is the function of the image, or, in turn, the function
of free parameters of the transfer functions. Thus, in theory,
the transfer function parameters could be found by maxi-
mizing the entropy, for example, with simulated annealing.
However, simulated annealing is a slow process, and there
are much faster optimization algorithms available that ex-
ploit not only the target value but also the derivatives. The
first derivatives determine the direction of the change where
the target can be improved, while the second derivatives de-
scribe the curvature, which can be used to find out how large
step can be made into the selected direction. Unfortunately,
the process of the entropy computation involves histogram
generation, which cannot be differentiated. Therefore, we

use a different image quality measure, the RMS Contrast ra-
tio. By definition, the RMS Contrast ratio expresses the total
difference from the average in the image:

C =
1

3N ∑
i

∑
c
(Li,c− L̄)2

where N is the number of pixels in the image, Li,c is the
radiance of pixel i on the wavelength c of red, green and
blue, respectively, and L̄ is the average radiance considering
all pixels and all wavelengths:

L̄ =
1

3N ∑
i

∑
z

Li,z.

The RMS contrast ratio behaves similarly to the entropy.
The entropy is minimal (zero) if all samples are identical
thus a single bin is occupied and maximal if the probabil-
ity density of the samples are uniform, thus all bins are
exploited and samples are as different from each other as
possible. The Contrast Ratio also increases if two samples
are made different. To prove this, let us consider that two
samples L1 and L2 are different versus when they are the
same L12 while preserving the average, which happens when
L12 = (L1 + L2)/2. As other samples are not affected, the
difference of the contrast ratios is

C(L1,L2)−C(L12) = (L1− L̄)2 +(L2− L̄)2−2(L12− L̄)2

=
(L1−L2)

2

2
≥ 0. (2)

4. Optimization

Our objective is to maximize image quality function C by ap-
propriately selecting the vector of parameters p. The target
function has an extremum at point p if its gradient is zero.
The extremum is a minimum if the Hessian is positive defi-
nite and a maximum if it is negative definite. If the Hessian
is neither positive definite nor negative definite at a zero gra-
dient point, then it is a saddle point. In high dimensions, the
probability that all eigenvalues are positive or all are nega-
tive is small, thus non-global local minima and maxima are
less likely than saddle points, so getting stuck in a local min-
imum is not so series issue as in one dimension.

Let us consider the second order approximation Ĉ of C
around current estimate p(n)

C(p)≈ Ĉ(p) =C(p(n))+dT ·g+ 1
2

dT ·H ·d,

where d = p− p(n) is the increment, vector g = ∇C is the
gradient, and matrix H is the Hessian at p(n):

gk =
∂C
∂pk

(p(n)), Hkl =
∂

2C
∂pk∂pl

(p(n)).

In the extremum of approximation Ĉ, its gradient is zero:

∇Ĉ(p) = g+H ·d = 0.
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Thus, to obtain increment d, the following system of linear
equations must be solved:

H ·d =−g.

The number of free parameters is 24 thus the size of the Hes-
sian is 24×24, from which 25×24/2 are different because
of the symmetry. This still seems to be to high to determine
for every pixel, therefore, we use the simpler gradient search
that replaces the Hessian by a negative scalar −λ when the
maximum is searched. Its proposed step is

d = λg.

As the Hessian is not computed, we do not have informa-
tion how the optimal λ should be determined. The typical
solution is an adaptive strategy. First a default λ parameter is
used, and we check whether the target function C(p(n)+λg)
has really increased with respect to C(p(n)). If it has not, we
conclude that the step has been too big, therefore parameter
λ is halved, and the same computation is repeated iteratively.

5. Derivative computation

The optimization process requires the derivatives of the
RMS Contrast ratio with respect to each of the free parame-
ters pk,c. Using the formula of the contrast ratio, we get

∂C
∂pk,c

=
∂

∂pk,c

1
3N ∑

i
∑
z
(Li,z− L̄)2

=
2

3N ∑
i

∑
z

(
(Li,z− L̄) ·

(
∂Li,z

∂pk,c
− ∂L̄

∂pk,c

))
. (3)

As different wavelengths are independent, ∂Li,z/∂pk,c can be
non-zero only if z = c, i.e. the wavelength z of L is the same
as the wavelength of the transfer function parameter c.

This recognition simplifies Eq. 3:

∂C
∂pk,c

=
2

3N ∑
i

∂Li,c

∂pk,c
(Li,c− L̄)− 2

3N
∂L̄

∂pk,c
∑

i
∑
z
(Li,z− L̄)

=
2

3N ∑
i

∂Li,c

∂pk,c
(Li,c− L̄)

since ∑i ∑z(Li,z− L̄) = 0 because L̄ is just the average of Li,z
values for all pixels i and wavelengths z.

The evaluation of the gradient requires the derivatives of
the pixel radiance Li,c with parameters pe

k,c and pσ
k,c corre-

sponding to the same wavelength c. The pixel radiance is
expressed by Eq. 1, where the own emission and the extinc-
tion coefficient are replaced by the transfer functions (spec-
tral index c is omitted since all parameters must share the
same wavelength). If we replace scalar variables with dual
numbers in Algorithm 1 and operator overloading is used to
define the arithmetic operations on dual numbers, then the
derivatives with all parameters are automatically computed
together with the radiance. Unfortunately, there is no oper-
ator overloading in GLSL, thus the derivative computation
must be manually implemented.

Let us first consider the derivative with the parameter of
the own emission (note that the own emission and the ex-
tinction coefficient have independent parameters):

∂L(~e,~ω)
∂pe

k
=

∂

∂pe
k

Smax∫
0

T e(δ(S))e−
∫ S

0 T σ(δ(s))dsdS

=

Smax∫
0

∂T e(δ(S))
∂pe

k
e−

∫ S
0 T σ(δ(s))dsdS. (4)

Similarly, the derivatives with the parameters of the ex-
tinction coefficient are

∂L(~e,~ω)
∂pσ

k
=

Smax∫
0

T e(δ(S))e−
∫ S

0 T σ(δ(s))ds
(
−

∫ S

0

∂T σ(δ(s))
∂pσ

k
ds
)

dS.

Eventually, everything is traced back to the derivatives of
the sigmoid transfer functions:

∂T
∂p0

= 1,
∂T
∂p1

=
1

1+ e−p2(δ−p3)
,

∂T
∂p2

=
p1(δ− p3)e

−p2(δ−p3)

(1+ e−p2(δ−p3))2
,

∂T
∂p3

= − p1 p2e−p2(δ−p3)

(1+ e−p2(δ−p3))2
. (5)

6. Implementation and results

The ray marching algorithm has been executed in the frag-
ment shader. The CPU passes a full viewport quad, the ver-
tex shader associates the vertices of the quad with the corners
of the 3D camera window, and the fragment shader gets the
interpolated camera window point, through which the ray
passes. The starting point of the rays, the eye position, is
transferred as a uniform variable. The fragment shader de-
termines the intersection points of the ray and the bounding
box of the 3D volume, and makes small steps between them
according to the pseudo-code of Algorithm 1. To compute
not only the radiance but also the derivatives, this algorithm
is executed on vectors, organised into vec4 or vec3 data ele-
ments. Originally we need 24 derivatives, but the implemen-
tation takes several simplifications: the slopes of the sigmoid
functions are considered as global constants, and the extinc-
tion coefficients are assumed to be wavelength independent,
which reduced the number of derivatives to 12.

As the results are needed with floating point precision, and
for a single pixel more than 4 floats are generated, we should
use the render-to-texture and multiple-render-target options
of modern GPUs. The generated textures are fetched back
by the CPU. The summation of pixels and the determination
of the next approximation of the optimal transfer function
parameters happen on the CPU. The user interface of the
program together with the results are shown by Figure 3.
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Figure 3: The user interface and the results before (upper
image) and after (lower image) the transfer function opti-
mization.

7. Conclusions and future work

In this paper, we discussed the optimal transfer function de-
termination for rendering scalar fields. The solution uses the
OpenGL API and is implemented in GLSL, which has sev-
eral limitations. There is no operator overloading, thus auto-
matic differentiation is not an easy option. The calculation
of the derivatives well fits into the GPU pipeline thanks to
multiple-render-target and render-to-texture features, but the
summation of the values of different pixels and the optimiza-
tion of the transfer functions are harder to do on the GPU.
Therefore, in the future we plan to implement the system in
CUDA, where automatic differentiation with operator over-
loading and dual numbers is available, and summation can
also be executed in parallel in hierarchical manner. The solu-
tion of the optimization problem is still not a good candidate
for parallel processing, so it can be done on the CPU.
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Abstract
Object occlusions are an integral part of the research of visual object detection because the performance of deep
learning-based solutions is heavily affected by this phenomenon. Visibility of occluded objects may be achieved
as a result of a perception-action loop by a reinforcement learning-trained agent. In this paper, an OpenAI Gym-
compatible virtual environment is presented that enables the creation of realistic occlusion datasets via differen-
tiable rendering. An optimization method is also presented that calculates a differentiable loss function minimizing
the occlusion of the rendered objects and determines the optimal movement of the camera to progress toward a
state where both objects are fully visible. Our experiments presented in this paper demonstrate the feasibility of
our concept, as well as the correct functioning of the environment.

Categories and Subject Descriptors (according to ACM CCS): I.5.4 [Pattern Recognition]: Computer Vision

1. Introduction

Visual object detection is one of the most essential sub-
domains of computer vision, as it is useful in a vast variety
of applications, ranging from industrial production, through
security and surveillance, all the way to autonomous robots
and vehicles. The scientific advances of the last decade have
brought an unprecedented increase in the performance of
deep learning-based object detection methods, yet the relia-
bility, generalization capabilities and robustness of these so-
lutions is still a major topic of research.

There are various factors that can influence the perfor-
mance of deep learning-based object detectors, and many
of these have been explored in great depth, such as archi-
tectural choices, training procedures and data augmentation.
However, one of the most critical factors that can adversely
affect the performance of even a well-performing system is
the presence of disturbances in the input.

While simple input disturbances (such as noise) are well-
known phenomena, in the field of computer vision there
are various naturally-occurring disturbances which are much
more difficult to handle. The presence of environmental fac-
tors such as fog or rain can mask object entirely, while

more generally partial occlusion can cause even a well-
generalizing detector to miss relevant objects.

What makes this problem even more challenging is that
these disturbances are rather rare, meaning that creating a
labelled dataset containing such disturbances would be ex-
tremely difficult and costly. Still, to create robust deep learn-
ing models that can be used in real life a large, high-quality
dataset is highly recommended.

Moreover, modern object detectors have an additional
limitation: Most systems are passive, brain-in-the-jar sys-
tems with no ability to exert control over their environ-
ment. Human perception, on the other hand, is an active
perception-action loop that can combine multiple observa-
tions, and even take actions to acquire observations with
novel information to improve their understanding of the en-
vironment.

In this paper, we aim to offer a solution to allow the cre-
ation of active object detection systems that can detect and
avoid the aforementioned input disturbances. To do this, we
develop a simple simulated object detection environment us-
ing differentiable rendering that models partial occlusion.
We then show that by using backpropagation, it is possible
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to optimize the camera position in this environment to avoid
partial occlusion between the objects.

Our contributions are as follows:

1. We created a reinforcement learning-compatible environ-
ment using PyTorch3D that can produce a differentiable
reward measuring the amount of partial occlusion be-
tween objects.

2. We demonstrate the correct functioning of this environ-
ment by performing direct camera position optimization
to find a camera pose that avoids occlusion.

2. Previous Work

In this section, we explore previous work related to our re-
search. In the first half, we present object detection methods
that concern themselves with partial occlusion, while in the
second half we briefly discuss an array of works that imple-
ment parts of a perception-prediction-action loop.

2.1. Object detection under occlusion

Object detection methods that can perform well under par-
tial occlusion have been thoroughly researched in the last
few years. Nevertheless, there are very few datasets where
occlusion is labelled, therefore most methods employ some
form of self-supervised learning [1]. These methods usually
employ synthetic occlusion and train methods to overcome
these disturbances. Notable instances are Follmann, König,
Härtinger, et al. [2], who trained a semantic segmentation
network to correctly predict the complete object mask de-
spite partial occlusion, and Zhan, Pan, Dai, et al. [3], who
employed a GAN architecture to fill in occluded parts of the
image, thus gaining a better understanding of the complete
scene.

Despite the excellent performance of these methods, they
share a critical shortcoming; By using synthetic occlusion
they make the problem significantly easier, as the distribu-
tion of the synthetic occlusion is significantly different from
the distribution of the rest of the natural image, making the
detection of occlusion relatively simple. Another method,
called Compositional Neural Network (CompNet)s [4], [5]
avoids this problem by using unsupervised learning. They
use natural images with natural occlusion to train a neural
network to automatically learn the distributions of relevant
objects and the background, thus being able to recognize oc-
cluded regions.

Still, the availability of annotated data would arguably
make the learning of occlusion much more robust. In our
previous work [6], we created a simulated environment,
where we could generate realistic images with natural oc-
clusion. In this environment we simply used the intersection
of the bounding box labels as occlusion masks to train a seg-
mentation network to predict occluded areas. Interestingly,
we found that despite the weak labelling, the network pre-
dicted the actual occlusion areas quite accurately.

2.2. Active object detection

Currently the vast majority of state-of-the-art object de-
tection methods relies on passive, "brain-in-a-jar" systems.
While more sophisticated detection systems may use multi-
ple frames or videos to infer the desired outputs, even these
are collected via some unrelated automated agent. Yet, in
the nature most agents (e.g. people and animals) are active
observers capable of changing the parameters of the scene
to acquire better observations resulting in more robust per-
ception. This mode of behaviour is often referred to as the
Perception-Action Cycle (PAC).

While deep learning has made great strides in the field of
perception in the last decade, recently, the areas necessary
to implement a PAC have also seen significant advances. To
fully implement an active observer, the agent needs to be
able to predict the consequences of the possible actions. To
do this, some form of self-supervised learning in necessary,
which has already been used widely to predict possible fu-
tures [7]. The agent also needs to then select the correct ac-
tion to perform, which falls into the domain of Reinforce-
ment Learning (RL) [8], [9].

Notably, there are numerous works that combine these
fields in different ways. Nair, Pong, Dalal, et al. [10] com-
bine self-supervised and reinforcement learning to allow an
agent to discover and learn its environment by trying to
achieve imagined goals. A class of reinforcement learning
algorithms, called curiosity-based methods [11]–[13] also
encourage prediction-based learning and exploration in a
simulated environment. There are also numerous works that
combine reinforcement learning with perception methods,
such as World Models [14], which comes the closest to im-
plement a true PAC.

Finally, it is worth mentioning multi-view object detec-
tion methods [15], as combining information from multi-
ple observations is a critical element of active perception.
In our previous work [16], [17], we have created a multi-
agent reinforcement learning environment, where the agents
were encouraged to take actions that improved the accuracy
of their perception, while it also presents the opportunity for
the agents to communicate and construct a full scene from
their individual, noisy, partial observations.

3. The environment

In this section, we introduce our first contribution, an Ope-
nAI Gym-compatible [18] virtual environment that enables
the calculation of occlusion-based reward of a differentiably
rendered scene containing two objects. The scenes and the
renders were created using PyTorch3D [19], which provides
efficient reusable components for 3D Computer Vision re-
search with PyTorch [20]. These components include a data
structure for storing and manipulating triangle meshes, as
well as built-in functions for these meshes. Most impor-
tantly, PyTorch3D also contains a differentiable mesh ren-
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Figure 1: The initial state of the environment. The two object
categories in the image are headphone and dishwasher. The
blue, green and red arrows denote the directions of the x, y
and z axes, respectively

derer that facilitates the calculation of occlusion-based re-
wards.

Our base environment consists of two random objects se-
lected from the ShapeNetCore [21] database, offset from
each other on the negative z axis. The first object is placed
in the origin, while the second object is instantiated at a con-
figurabl distance from it on the negative z axis (default is 2).
A camera is also initialized on the z = -4 plane (Figure 1).

3.1. Action space

If the agent - i.e. the camera - observes occlusion, then some
action is taken. The action space therefore is connected to
the movement of the camera - i.e. the action taken by the
agent to overcome the occlusion of the farther object by the
closer object. PyTorch3D’s implementation of differentiable
rendering requires the camera position to be defined in x, y,
z coordinates. Because we fixed our agent - i.e. the camera -
to move on a spherical surface during optimization (see sec-
tion 4), we defined its location in the environment in terms
of spherical coordinates: azimuth angle (ϕ), elevation angle
(θ) and radius (ρ).

In the initial state, the values of the spherical coordinates
are as follows:

• ρ = 4,
• θ = 0◦,
• ϕ is chosen randomly from the [−π/32; π/32] uniform

distribution.

3.2. Observation space

The result of an action is the movement of the camera to the
new position. The camera position can be converted from

spherical coordinates to the Cartesian (x, y, z) coordinates
via the following equations:

x = ρsin(ϕ)cos(θ) (1)

y = ρsin(ϕ)sin(θ) (2)

z = ρcos(ϕ) (3)

To ensure that the camera is always observing the part of
the rendered scene that is of interest to us, it must be rotated
towards the origin, that is the centerpoint of the first object.
Using the look-at transformation, the rotation of the camera
can also be calculated given its spherical coordinates.

After each action taken, the new camera position (T) and
rotation (R) are calculated. Using the differentiable renderer
of PyTorch3D the scene is rendered once again, resulting in
a new observed environment. The reward is then calculated
based on this observation - i.e. whether the farther object is
fully, partially or not occluded by the closer object.

4. Optimization

Our ultimate objective is to train an agent that is able to op-
timize its own position to avoid partial occlusion, and thus
successfully recognize all objects in the scene. However, this
is presumably rather difficult to achieve via pure reinforce-
ment learning alone, therefore we intend to develop a model-
based learning method that can predict the change in the
occlusion map given a particular camera movement. Such
a model would allow the agent to plan ahead and achieve
much faster convergence.

However, an even better solution is possible; By exploit-
ing differential rendering we can create an environment
where the occlusion map is differentiable w.r.t the camera
parameters, allowing us to create a model that can learn to
predict the optimal camera movement from the RGB-D im-
ages directly. Still, first we needed a proof-of-concept show-
ing that the differentiable loss/reward function described
above is feasible.

To show this, we implemented a method for optimizing
the camera parameters directly using the Gradient Descent
(GD) method to achieve a camera pose where the amount
of occluded pixels is zero. To avoid the method to arrive at
degenerate solutions, we restricted the camera to a spherical
surface with a predetermined radius, optimizing the eleva-
tion (θ) and azimuth (ϕ) angles only.

To create a loss function, we performed the following
steps: First, using the differential rendering engine of Py-
Torch3D, we created a silhouette render for both objects in
the scene individually. Then, the resulting silhouette images
were multiplied element-wise to create the occlusion map.
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Finally, by computing the sum of all pixels in the occlusion
map we arrive at a fully differentiable loss function.

It is worth noting, that if the occluding object is fully con-
tained within the occluded object, then the derivative of this
loss function will be zero. To avoid this issue, several large-
kernel smoothing operations can be performed on both sil-
houette images to transform them to a distance map-like im-
age, ensuring smooth gradients. Notably, this step was not
needed in PyTorch3D as the silhouette renders were already
non-binary.

Finally, this occlusion-magnitude function was used for
optimizing the two parameters of the camera position us-
ing a learning rate of 1e− 6. One notable failure case arose
when the render engine randomly produced NaN gradients
in certain situations. Upon investigating deeper we recog-
nized no obvious pattern as to why and when these gradients
occurred, as the issue seemed to stem from the render engine
itself. However, we were able to circumvent the problem by
detecting NaN gradients and redoing the optimization step
after adding a small perturbation to the camera position.

5. Experimental results

Using the environment described in section 3, we carried out
a number of experiments. For the comparability of the exper-
iments, we have turned off randomization of the object cat-
egories, and used the same type of model for both objects.
We have tested two setups: two chairs and two tables. The
environments can be seen in Figure 2.

Figure 3 shows the initial states and the final states of the
runs for two chairs and two tables as well as the reward given
to the agent at each step through the optimization. It can be
well observed in the image for the two tables example that
after approximately 100 steps, when the agent is able to see
the occluded object, the loss decreases and thus the reward
is increased. Once the previously occluded object becomes
fully visible to the camera (the agent), the reward becomes
maximal.

Based on the initial ϕ (azimuth) value, the number of steps
taken by the model varied to a great extent (Figure 4). Gen-
erally, if we chose a small value (between -2◦ and 2◦), the
optimization took considerably more steps then if the az-
imuth angle was larger. In case of two chairs, the structure
of the object caused more significant occlusion at initializa-
tion. Hence, for this object, from the initial condition of ϕ

= 0 the agent took 2377 steps to reach the unoccluded state,
whereas in the case of two tables, 163 steps were enough to
accomplish it.

The results were mostly symmetrical for negative and pos-
itive ϕ values, which can be explained by the general sym-
metrical nature of both the table and chair objects. However,
a slight difference between the number of steps taken for
positive and negative ϕ values for the same setup can be ob-
served. This asymmetry is caused by the imperfections of

Figure 2: Two objects initialized from the same object cate-
gory. Above: two chairs, below: two tables.

the simulated objects that can also be expected from real-
life objects and obstacles. Another possible reason for the
agent not reacting the same way to initialization with nega-
tive and positive ϕ of the same magnitude is the unexpected
emergence of NaN gradients as introduced in section 4. This
phenomenon has unforeseen effects on the outcome of our
optimization loop and therefore it is something that we will
further analyse.The symmetric behaviour of our system can
be observed in Figure 4: the results of running the optimiza-
tion for the two chairs and the two tables setups for ϕ values
over the interval [−π/32; π/32) with step size dϕ = π/208.

To understand the characteristics of our solution, we com-
pared the iterations from the two starting setups with a
smaller step size (dϕ = π/2016). Because the two chairs and
two tables setups are mostly symmetric with respect to the
x = 0 plane, we only carried out the optimization runs for the
positive side of the previously used interval: ϕ ∈ [0,π/32).
The results of this comparison can be seen in Figure 5.
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Figure 3: Environment with two chairs (left) and two tables (right). The top images show the initial, occluded state with ϕ=0,
whereas the images in the second row show the result of the last steps - i.e. the unoccluded state. The losses for the optimizations
- which took 2377 and 163 steps for two chairs (left) and two tables, respectively - can be seen in the bottom row.
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Figure 4: Number of steps taken by the agent to reach the
unoccluded state for two chairs and two tables environment
as a function of the azimuth (ϕ) value.

From the results, it can be observed that even though the
two chairs setup was an easier task for the agent, it often lead
to some outlier optimization runs - i.e. when the goal was
only reached in a surprisingly excessive number of steps.
This phenomenon might occur due to the structure of the
objects initialized or the untrained agent used. In both cases,
this issue requires further investigation.

6. Conclusion

In this paper, we have shown that using PyTorch3D’s differ-
entiable renderer a virtual environment can be created that
enables training of a reinforcement learning algorithm to
solve the task of active occlusion avoidance via a perception-
action loop. To this end, we have defined an environment
with two random objects initialized from the ShapeNetCore
dataset and a camera that corresponds with the actor viewing
the environment. Using the Gradient Descent method we im-
plemented an optimization that takes advantage of the differ-
entiable rendering engine to calculate a loss function. With
this technique, the actor is able to arrive at a state where the
rendered objects do not occlude each other. We have tested
our solution with a number of different setups and starting
conditions and found several points of possible development.
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Abstract
We introduce simple methods to generate random points uniformly distributed on the unit sphere or following a 3D
Gaussian distribution. We use a small Coupled Map Lattice, which is similar to a cellular automaton, but with cells
containing arbitrary variables in place of states from a finite set. Our lattice variables are 3D unit vectors. The
resulting discrete dynamical systems are shown to exhibit chaotic behavior, producing samples random enough
for certain applications like Monte Carlo rendering. We use this setup to solve the otherwise challenging tasks of
generating, without resorting to rejection sampling, uniformly distributed direction vectors on the unit sphere and
samples of a 3D Gaussian distribution.

1. Introduction

Pseudo-Random Number Generators or PRNGs are ubiq-
uitously used in science and engineering, with different
fields posing varied requirements on the randomness quali-
ties of the generated number sequences. These requirements
include2 that the numbers

• have uniform distribution,
• are uncorrelated,
• have a long period before repeating,
• satisfy statistical tests of randomness,
• can be changed by choosing and initial seed value,
• can be generated rapidly
• using limited computer memory.

In the context of Monte Carlo methods, in particular, uni-
form distribution is crucial to avoid bias. Low correlation,
i.e. the independence of consecutive random numbers from
each other is especially important when dealing with higher
dimensional integrals, as in Monte Carlo rendering meth-
ods using random walks. Using correlated values for differ-
ent sample dimensions results in a non-uniform sampling of
the multi-dimensional integration domain, introducing bias
again. Rapid generation is often the least concern, as the
evaluation of light path contributions via ray casting is al-
ways more expensive. However, the memory footprint of the

method can be a serious bottleneck when using GPU hard-
ware, as processor-local memory is a very limited resource.
If GPU threads use more local memory, less of them can be
executed on a multiprocessor concurrently, reducing occu-
pancy and thus, performance. Also, a long period may not
be important when a PRNG is executed on a GPU thread,
build a random walk from only a handful of randoms gener-
ated from an externally randomized seed. Meeting other ran-
domness statistics is, in some cases, even considered detri-
mental. Deterministic sequences with low discrepancy (e.g.
the Halton or Hammersly sequences) are used in what are
called Quasi-Monte Carlo methods, obtaining better strati-
fication and thus, less variance in the estimates. These se-
quences are certainly not random in a statistical sense. We
should note that their consecutive samples are also highly
correlated, so multiple sequences with different prime bases
must be used to provide sample coordinates in different di-
mensions, which may become cumbersome when the dimen-
sion count gets high.

PRNGs are most often constructed to produce a uniform
distribution. Other desired distributions may be obtained us-
ing transformations. However, this is not always a trivial
task, as exemplified by the plethora of methods devised to
produce Gaussian random numbers12. In this paper we are
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looking for methods that directly produce random samples
of desired distributions.

Altogether, we can summarize our goals as finding an al-
gorithm that produces

• independent samples,
• matching a desired distribution,
• starting from an externally randomized initial state,
• in deterministic constant time (without rejections),
• with a low memory footprint, and that is
• simple and efficient to implement on any GPU.

2. Previous work

2.1. Gaussian random number generation

The generation of random numbers with a one-dimensional
Gaussian distribution is already a challenging task addressed
by numerous solutions, categorized by Thomas et al.12 as

• CDF inversion techniques,
• transformation methods,
• rejection methods,
• sum-of-uniforms methods, and
• the recursive method.

CDF inversion and transformation methods are mostly over-
lapping. In both cases, uniformly distributed samples need
to be transformed into a normal distribution. As the CDF of
the Gaussian cannot be written in terms of elementary func-
tions, it is not straightforward to evaluate within the con-
straints PRNGs operate under, and certainly unfeasible in
GPU shaders. The Box-Muller transform, however, exploits
the fact that the radial CDF of a two-dimensional normal dis-
tribution can indeed be written in a closed form, providing a
way to transform two uniformly distributed random numbers
ξ0 and ξ1 into a 2D Gaussian. In polar coordinates

r =
√
−2lnξ0,φ = 2πξ1.

As the Gaussian is separable, this provides two independent
random variables with normal distribution:

γ0 = r cosφ,γ1 = r sinφ.

This method is exact and simple, and objections against it
can only be raised when the tail of the Gaussian beyond
five standard deviation must be accurately sampled and num-
ber representation issues become relevant. However, it still
needs good quality uniform randoms, that may themselves
be challenging or costly to obtain, e.g. in a GPU thread.

Rejection methods are a poor fit for parallel single-
instruction-multiple-threads architectures, where threads
that have finished iteration must wait for those still working
to find an acceptable sample. Most widespread and powerful
algorithms investigated by Thomas et al.12 rely on dynamic
flow control of this kind.

The sum-of-uniforms methods are also known as the Cen-
tral Limit Theorem (CLT) approach, as the theorem implies

that the distribution of the sum of multiple random vari-
ables converges to the Gaussian as the number to variables
increases. Convergence is especially fast for uniformly dis-
tributed variables (the Irwin-Hall distribution), at least ini-
tially. However, even with thousands of variables summed,
error does not completely vanish, and CLT methods are dis-
carded as only approximate while also expensive. Notably,
the generated numbers always fall in a finite range, between
the sum of the minima and maxima of the uniform distri-
bution ranges, and thus sampling of the tails of the normal
distribution is always lacking. Still, the CLT method works
where accuracy requirements are not especially strict. The
presence of low precision floating point arithmetic can be
such a qualifying factor. There are some ancient tricks11 to
further reduce the error by transforming the generated sam-
ples.

The Wallace15 method is referred to as recursive, as it re-
lies on a large set of already normally distributed samples,
and combines them in random permutations to obtain new
ones. The quality of samples is not comparable to more
refined methods, but it is extremely fast, and well suited
to parallel architectures. The method does not scale down,
however, to working with a small memory footprint, which
would be used when generating samples in thread-local or
group-local memory in GPUs. Indeed, the Wallace method
relies on perturbations over the entire pool of samples, ac-
cessing random locations in global memory.

2.2. Cellular Automata as PRNGs

Cellular automata were shown to be useful as PRNGs, pro-
ducing results with good randomness qualities13. When us-
ing non-commutative algebra in PRNGs, cellular automata
over quaternions were identified as the most promising can-
didates for application in cryptography6.

The PRNG concept proposed in this paper is inspired by
Quaternionic Cellular Automata (QCA) 4. QCA generators
load m cells with initial values (the seed) x0

1, . . . ,x
0
m ∈HZm \

0, meaning that the quaternion coefficients are integers. This
represents stage zero. To compute stage n+ 1 from stage n,
one can use the rule

xn+1
s = xn

s−1 · x
n
s+1,

where s ∈ [0,z−1] is the cell index out of z cells. The arith-
metic on the subscripts takes place in Zm. The output at each
stage is the element of a fixed, but arbitrary, cell. The cell
count m can be as low as 5 and a PRNG with good quality
metrics can be obtained 6, when the quaternions are in HZm ,
where all coefficients are modulo m integers.

2.3. Coupled Map Lattice

A Coupled Map Lattice (CML) is different from a Cellular
Automaton in that its cells (or rather sites) may contain ar-
bitrary variables in place of states from a finite set. CMLs
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can be used to model non-linear systems, and often exhibit
chaotic dynamics1.

3. The Unit-Quaternionic Coupled Map Lattice

We tested the idea that the scheme of the Quaternionic
Cellular Automaton could work with unit quaternions with
real coefficients, a setup we refer to here as the Unit-
Quaternionic Coupled Map Lattice, or UQCML. In order to
avoid the eventual degradation due to numerical errors in the
realization, we formulate the rule as

xn+1
s =

xn
s−1 · x

n
s+1∣∣∣xn

s−1 · x
n
s+1

∣∣∣ ,
where superscripts denote iteration indices, and we added a
theoretically superfluous normalization to maintain the unit
norm of the quaternion in every cell.

The straightforward alternative to UQCML would be to
use Shoemake’s formula on uniform pseudo-random num-
bers provided by a standard high-quality PRNG. In gen-
eral, the Mersenne Twister5 is the de facto standard solution.
However, when memory usage is at a premium, but PRNG
cycle length is a secondary concern, as in GPU kernels or
shaders, its variant TinyMT can be used7.

In order to evaluate the resulting pseudo-random sequence
of rotations, we computed the rotation axes as unit vectors. If
these are evenly distributed on the unit sphere, all their com-
ponents need to be uniformly distributed, as evident from the
hat-box theorem3. We quantized them to 8 bits, and bench-
marked the resulting byte stream using the ENT PRNG test
suite14. We compared the results against the standard Python
random generator, against the uniform random numbers pro-
duced by the TinyMT PRNG, and directions we got by map-
ping randoms produced by TinyMT to the unit quaternions
by Shoemake’s formula 10. Results in Table 1 show that, al-
though TinyMT’s raw output exhibited the lowest serial cor-
relation, the quaternion axis components derived from them
were around the same quality, or even poorer, as with rota-
tions generated by UQCML, if using more than three cells.
Very similar results were obtained for the polar distribution
of the quaternion axes (Table 2), showing that the distrubu-
tion is indeed uniform on the sphere. Interestingly, increas-
ing the UQCML site count z did not improve randomness.
Overall, the statistics are excellent, and we find it remark-
able that this extremely simple setup compares equally to the
quite refined Mersenne Twister solution. TinyMT uses 127
bits for internal storage, while UQCML-5 stores five quater-
nions using single precision floats in 640 bits. This is redun-
dant, as all quaternions are unit length. Later solutions in this
paper improve this figure.

It may be noted that there are obviously flawed starting
states, e.g. if all cells hold an identity quaternion, when the
output will not be random. When we set the starting states

using uniform random rotations generated by Shoemake’s
formula10, we never encountered any flawed configurations.

4. The Reflection Lattice

While UQCML can be used to generate uniform rotations, a
more ubiquitous problem is the generation of random direc-
tions, e.g. in the context of random walks in Monte Carlo im-
age synthesis algorithms. Our idea was to construct a CML
with 3D vectors instead of quaternions, but still using non-
commutative operations. Obvious candidates are the cross
product and the reflection of a vector onto another vector.
These operations are implemented in shader languages as the
cross and reflect intrinsics, respectively. The stage transition
rule is

v̂n+1
s = v̂n

s−1× v̂n
s−1,

or

v̂n+1
s = v̂n

s−1−2
(
v̂n

s−1 · v̂
n
s+1
)

v̂n
s+1.

As before, the results can be normalized to avoid number
representation inaccuracies.

The alternatives would be using uniform randoms mapped
to spherical coordinates, using the Box-Muller transform to
obtain three Gaussians, then normalize, or to use rejection
sampling on uniforms in 3D. Rejection sampling is not done
in constant time, and is thus poorly suited to GPU contexts.
We compare the Reflection Lattice to using random spherical
coordinates and the Box-Muller transform (Tables 3 and 4).
Both reference methods need uniform randoms which we
supplied with the TinyMT PRNG.

Results were similar or better than those of the UQCML,
with both uniform distribution on the sphere, and low serial
correlation. Visually, the results of UCQML, RL, and the
reference methods are similar (Figure 1). Again, using more
than five sites did not improve statistics. The five-site Reflec-
tion Lattice stores its state on 480 bits, which can be reduced
to 320 bits exploiting the fact that all vectors are unit length.
This is still more than the 127 bits of TinyMT, but the im-
plementation is simpler and the results are somewhat better.
Also, the Reflection Lattice can work on hardware where
integer operations are not available, or in OpenGL ES 2.0
contexts.

5. The Summed Reflection Lattice

Generating samples from a three-dimensional normal distri-
bution is possible, if we sum the vectors from all sites, fol-
lowing the sum-of-uniforms (or CLT) scheme of generating
Gaussian samples. Although the values at the sites cannot be
regarded as independent, the Shapiro-Wilk8 test shows that
the samples can be accepted as that of a normal distribu-
tion with high confidence, especially at higher site counts.
Note that the reference value in the table does not actually
depend on z, its variation is only random, highlighting how
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Entropy Chi square dist. Mean Monte Carlo Pi Pi error (%) Serial correlation coeff.
Python Randint 7.981961 251.72 127.1038 3.092436975 1.56 0.003446
TinyMT 7.980422 268.01 128.0041 3.099639856 1.34 0.000323
TinyMT X 7.983038 234.68 128.354 3.06362545 2.48 -0.010143
TinyMT Y 7.980363 275.99 127.0823 3.152460984 0.35 -0.014793
TinyMT Z 7.979435 285.67 127.0905 3.114045618 0.88 -0.012342

Cells = 29, X 7.979845 279.32 127.952 3.116446579 0.8 -0.015339
Cells = 29, Y 7.981167 254.64 127.0826 3.202881152 1.95 -0.003139
Cells = 29, Z 7.981431 255.31 128.5426 3.18607443 1.42 -0.005814
Cells = 13, X 7.98235 239.03 126.2553 3.193277311 1.65 0.013293
Cells = 13, Y 7.978987 291.51 127.265 3.085234094 1.79 -0.011576
Cells = 13, Z 7.981274 259.56 126.8212 3.147659064 0.19 -0.017896
Cells = 7, X 7.981017 261.09 126.3613 3.183673469 1.34 -0.018189
Cells = 7, Y 7.983609 225.2 128.8961 3.130852341 0.34 0.004611
Cells = 7, Z 7.983258 232.01 127.3707 3.128451381 0.42 0.008358
Cells = 5, X 7.978398 297.09 127.2989 3.270108043 4.09 -0.003244
Cells = 5, Y 7.982509 241.13 126.6379 3.18847539 1.49 -0.006841
Cells = 5, Z 7.983417 227 127.8442 3.193277311 1.65 0.003628
Cells = 3, X 5.251171 179326.03 125.9714 3.032412965 3.48 0.322905
Cells = 3, Y 5.510772 141647.8 128.0589 3.505402161 11.58 0.315531
Cells = 3, Z 5.332475 174487.07 127.3928 3.779111645 20.29 0.269255

Table 1: ENT randomness and uniformity test results for the UQCML axis components.

Entropy Chi square dist. Mean Monte Carlo Pi Pi error (%) Serial correlation coeff.
Python Randint 7.981961 251.72 127.1038 3.092436975 1.56 0.003446
TinyMT atan(x,y) 7.978641 295.09 128.1421 3.145258103 0.12 -0.02351
TinyMT atan(x,z) 7.984027 220.19 127.4991 3.140456182 0.04 -0.02605
TinyMT atan(y,z) 7.979034 288.64 127.4476 3.145258103 0.12 -0.01136

Cells = 29, atan(x,y) 7.983624 227.92 128.0673 3.111644658 0.95 0.015706
Cells = 29, atan(x,z) 7.980614 269.54 128.8976 3.054021609 2.79 0.005197
Cells = 29, atan(y,z) 7.981845 252.34 127.315 3.097238896 1.41 0.014303
Cells = 13, atan(x,y) 7.982324 241.59 128.6666 3.073229292 2.18 -0.006758
Cells = 13, atan(x,z) 7.980276 272.61 127.997 3.082833133 1.87 0.007292
Cells = 13, atan(y,z) 7.982592 241.48 127.005 3.135654262 0.19 -0.000045
Cells = 7, atan(x,y) 7.982846 234.68 126.9541 3.162064826 0.65 0.000065
Cells = 7, atan(x,z) 7.979317 286.54 126.7957 3.171668667 0.96 -0.003507
Cells = 7, atan(y,z) 7.983632 229.2 127.6641 3.166866747 0.8 -0.011402
Cells = 5, atan(x,y) 7.985469 201.04 127.3621 3.159663866 0.58 -0.01422
Cells = 5, atan(x,z) 7.981223 261.5 127.4315 3.109243697 1.03 0.000686
Cells = 5, atan(y,z) 7.983509 229.56 127.2097 3.118847539 0.72 0.005276
Cells = 3, atan(x,y) 4.888636 197347.87 149.2524 2.780312125 11.5 0.388077
Cells = 3, atan(x,z) 4.76217 204854.3 98.5015 3.75030012 19.38 0.422238
Cells = 3, atan(y,z) 4.788624 208265.7 160.5023 1.817527011 42.15 0.418458

Table 2: ENT randomness and uniformity tests for the floating-point UQCML polar distribution.
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Entropy Chi square dist. Mean Monte Carlo Pi Pi error (%) Serial correlation coeff.
Python Randint 7.981961 251.72 127.1038 3.092436975 1.56 0.003446
TinyMT 7.980422 268.01 128.0041 3.099639856 1.34 0.000323
TinyMT X 7.983038 234.68 128.354 3.06362545 2.48 -0.010143
TinyMT Y 7.980363 275.99 127.0823 3.152460984 0.35 -0.014793
TinyMT Z 7.979435 285.67 127.0905 3.114045618 0.88 -0.012342

Cells = 29, X 7.982369 245.07 128.1261 3.104441777 1.18 -0.0005
Cells = 29, Y 7.978073 304.31 127.9 3.162064826 0.65 -0.010509
Cells = 29, Z 7.985275 204.72 127.8132 3.190876351 1.57 -0.009603
Cells = 13, X 7.984583 212.92 127.5388 3.078031212 2.02 0.002712
Cells = 13, Y 7.979723 281.37 128.3684 3.070828331 2.25 0.000028
Cells = 13, Z 7.98355 225.46 128.4585 3.118847539 0.72 -0.00424
Cells = 7, X 7.985613 198.17 127.6257 3.152460984 0.35 0.007406
Cells = 7, Y 7.977718 301.75 127.812 3.121248499 0.65 -0.003742
Cells = 7, Z 7.982287 240.2 127.8087 3.121248499 0.65 0.009674
Cells = 5, X 7.983959 221.82 125.8417 3.229291717 2.79 -0.00516
Cells = 5, Y 7.981927 246.04 128.0232 3.128451381 0.42 0.01928
Cells = 5, Z 7.981565 252.54 127.6702 3.133253301 0.27 0.000724
Cells = 3, X 2.135901 673073.69 100.8133 0 100 -0.498658
Cells = 3, Y 2.142996 672484.48 123.6546 4 27.32 -0.498729
Cells = 3, Z 2.118357 673877.38 58.8785 4 27.32 -0.47888

Table 3: ENT randomness and uniformity test results for the Reflection Lattice components.

Entropy Chi square dist. Mean Monte Carlo Pi Pi error (%) Serial correlation coeff.
Python Randint 7.981961 251.72 127.1038 3.092436975 1.56 0.003446
TinyMT atan(x,y) 7.978641 295.09 128.1421 3.145258103 0.12 -0.02351
TinyMT atan(x,z) 7.984027 220.19 127.4991 3.140456182 0.04 -0.02605
TinyMT atan(y,z) 7.979034 288.64 127.4476 3.145258103 0.12 -0.01136

Cells = 29, atan(x,y) 7.984012 219.93 127.1698 3.145258103 0.12 0.007172
Cells = 29, atan(x,z) 7.979641 282.24 126.1375 3.171668667 0.96 0.014084
Cells = 29, atan(y,z) 7.982232 242.71 128.4816 3.140456182 0.04 -0.005538
Cells = 13, atan(x,y) 7.982919 237.13 127.102 3.166866747 0.8 0.001331
Cells = 13, atan(x,z) 7.981499 255.05 128.2694 3.114045618 0.88 0.007444
Cells = 13, atan(y,z) 7.981149 257.46 127.4752 3.130852341 0.34 -0.002463
Cells = 7, atan(x,y) 7.980065 271.39 127.8409 3.130852341 0.34 0.018752
Cells = 7, atan(x,z) 7.979699 277.38 127.9711 3.164465786 0.73 0.011781
Cells = 7, atan(y,z) 7.981344 256.03 127.4924 3.111644658 0.95 -0.006565
Cells = 5, atan(x,y) 7.980302 270.31 126.1172 3.212484994 2.26 -0.000432
Cells = 5, atan(x,z) 7.981377 255.05 125.7126 3.18847539 1.49 -0.003581
Cells = 5, atan(y,z) 7.980858 264.88 128.0228 3.140456182 0.04 0.010412
Cells = 3, atan(x,y) 2.083607 679421.67 120.1024 0 100 -0.499495
Cells = 3, atan(x,z) 2.070842 681662.69 101.9039 0 100 -0.499024
Cells = 3, atan(y,z) 2.073437 681300.97 91.2348 4 27.32 -0.499518

Table 4: ENT randomness and uniformity test results for the Reflection Lattice polar distribution.
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Figure 1: Scatterplots of 500 samples generated by (a) UQCML-5, (b) UQCML-31, (c) TinyMT + Shoemake, (d) RL-5, and (e)
RL-31.

the test values should not given more significance beyond
passing or failing the test. In fact, we generate samples of
the Irwin-Hall distribution, which can be used as an approx-
imation of the Gaussian. As the variance of the Irwin-Hall
is z/12, with z being the number of uniform distributions
added, the summed and normalized distribution is limited to
[−
√

12z,+
√

12z], where z is the size of the lattice. Even for
a lattice size of 5, these are beyond 7 standard deviations.
Even so, compared to more refined normal distribution gen-
eration methods, tails are sampled relatively poorly, which
shows up in the Shapiro test at higher sample counts. In prac-
tice, if samples are generated for the purpose of Monte-Carlo
rendering in a per-thread or per-thread-block fashion, the re-
quired sample counts can be expected to remain under 100.

Using Sherman’s upper bound9 for the approximation of
the normal CDF using the Irwin-Hall distribution, we can
say that for a lattice size of 5, we get a worst-case integration
error less than 2.5%. The same value for z = 31 is 0.0024%.
We can conclude that for the purposes of Monte-Carlo ren-
dering, our SRL-5 provides an approximate distribution that
leads to slightly biased estimates, but SRL-31 can be consid-
ered error-free. On GPU hardware with 32 or 64-lane archi-
tecture, it would be ideal to implement a per-block PRNG
with parallel execution.

In an attempt to enhance the sampling of the distribution
tail, we added directional samples generates by the Summed
Reflection Lattice over several iterations. This should extend
the range of generated samples to by

√
10. As shown in Ta-

ble 5, we found that statistics degraded instead of improving.
This is easily explained if we consider that even though both
separate sites in the same step and separate steps in the same
site proved to have considerably low correlation, this cannot
be expected to be true for values one of which was directly
computed from the other two. As it is evident from Figure 2,
not even the variance remains correct, which indeed hints
that the added variables are correlated.

6. Conclusions

All our proposed methods can be implemented in a few lines
of code. In case of the Reflection Lattice and the Summed
Reflection Lattice, only shader-built-in types and operations

are used. Parallelization is straightforward. The statistics are
at least comparable to PRNGs like the built-in random gen-
erator of Python, or TinyMT, that use a similar amount of
memory. While our proposed method for sampling a nor-
mal distribution is only an approximation based on CLT, and
does not stand comparison with more exact Gaussian tail
sampling methods. As future work, we would like to test if
the Teichroew correction11 can be used to further reduce the
maximum integral error of SRL-5.
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Table 5: Results of the Shapiro-Wilk8 test for samples generated by the Summed Reflection Lattice. Each rows shows results for
a given lattice size, each column gives the value for a given sample count. A value below 0.05 means that the hypothesis that
the samples were taken from a normal distribution is rejected.

z Reference 500 1000 1500 2000 2500 3000 3500 4000 4500 5000
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Table 6: Results of the Shapiro-Wilk8 test for samples generated by the Summed Reflection Lattice, adding ten consecutive
samples. Each rows shows results for a given lattice size, each column gives the value for a given sample count. A value below
0.05 means that the hypothesis that the samples were taken from a normal distribution is rejected.
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Figure 2: Scatterplots of 500 samples generated by (a) the reference 3D normal distribution, (b) SLR-5, (c) SLR-31, and adding
10 consecutive SLR-5 values.
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Abstract
We examine variants of BRDF models based on the form factor analogy of Tobler, Neumann, Sbert, and Pur-
gathofer. We generalize the sampling process by replacing surface samples with volume ones, and identify the 3D
primary sample distributions for which the evaluation of the probability density function can be evaluated in a
closed form.

1. Introduction

In formulating Monte Carlo random walk image synthesis
methods, the rendering equation can be written, separating
indirect and direct illumination, as

L(x,ωv̂) =
∫

Ω

L(x,ωl̂)cosθl̂ fr(ωl̂ ,x,ωv̂)dωl̂

+
∫

A
Lemitted(ωy→x) fr(ωy→x,x,ωv̂)Γx↔ydy,

where

• L(r,ω is the radiance function at position x and direction
ω, excluding emission,
• x is the shaded surface point,
• ωv̂ is the outgoing direction for the computed outgoing

radiance,
• the first integral (indirect lighting) is over the directions Ω

on the hemisphere above the shaded surface,
• ωl̂ is the integration variable, i.e. the incoming light direc-

tion,
• θl̂ is the angle between the incoming light direction and

the surface normal,
• fr is the Bidirectional Reflection Distribution Function,

or BRDF the describes the reflection properties of the sur-
face, giving the outgoing radiance in response to unit irra-
diance,
• the second integral (direct lighting) is over points y on

emissive surfaces A (i.e. light sources),
• Lemitted is the emitted radiance,

• ωy→x is the direction pointing from light source sample
point y to the shaded surface point x, and

• Γx↔y is the geometric and visibility factor between the
two points.

Both integrals should be evaluated using the Monte Carlo
technique, that is, generating random samples according to a
probability density p, and averaging sampled integrand val-
ues divided by the corresponding value of p. The estimator
is going to have low variance if p is proportional to the in-
tegrand, which is the principle of importance sampling. In
case of direct lighting, the sampling can be performed most
straightforwardly according to the emitted radiances, mean-
ing that the BRDF has to be evaluated for a pair of incoming
and outgoing directions. For indirect lighting, however, im-
portance sampling can generally only be performed accord-
ing to the BRDF. Therefore, BRDFs are required for which
the samples can be generated perfectly or almost perfectly
following its distribution. Meeting these two requirements
at the same time (the BRDF can be efficiently evaluated and
also sampled with perfect importance sampling) poses strin-
gent criteria on possible BRDF models.

Physically based rendering requires BRDFs that obey
physical laws. These are positivity, energy conservation, and
reciprocity. Out of these, reciprocity, formally the require-
ment that

fr(ωl̂ ,ωv̂) = fr(ωv̂,ωl̂),

is the most challenging to meet. This is because reciprocity
implies that the directional sampling process must rely on
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a random variable that is independent of the outgoing di-
rection. Often not all values of the random variable can be
mapped to an incoming direction, as area-preserving map-
pings between spherical regions can be costly to compute3,
especially so when BRDF anisotropy requires scaling spher-
ical circles into spherical ellipses. Therefore, some samples
must be rejected. This has to be accounted for in the estima-
tor’s generation probability factor. However, the evaluation
of the rejection probability can lead to another costly elliptic
integral.

In this paper, we examine BRDFs constructions and even-
tually propose a BRDF model striving to achieve the follow-
ing properties:

• cheap to evaluate,
• perfect importance sampling,
• no rejected samples,
• physically correct,
• has only a few, intuitive parameters,
• supports anisotropy.

We also give an interpretation for our model rooted in quan-
tum mechanics, arguing that even though we are not using
microfacets, our model is not any less physically based.

2. Previous work

Over decades of computer graphics research, numerous
BRDF models and representations have been proposed for
designing and capturing material surface reflectance proper-
ties, and rendering scenes by evaluating the resulting func-
tions. The most basic out of those, the diffuse Lambertian
is not only very simple and efficient to evaluate, but also
lends itself to simple and efficient importance sampling. As
the BRDF itself is constant, only the cosine term needs to
be considered. This can be done by transforming a pair of
uniformly distributed random numbers onto the directional
hemisphere.

For our work, the sampling scheme proposed by Tobler,
Neumann, Sbert, and Purgathofer5 is more relevant. Instead
of generating cosine-distributed points on the directional
hemisphere, samples are taken with a uniform distribution
on a unit radius sphere sharing a tangent plane with the sur-
face at the shaded point (Figure 1). We will continue to refer
to this sphere as the tangent sphere S. When these points
are centrally projected through the surface point to a double-
radius hemisphere, we obtain cosine-distributed directional
samples. This allows for extremely elegant implementation
if samples ûS, uniformly distributed on the unit sphere, are
readily available. The sampled direction l̂ is

l̂ = (n̂+ ûS)
∧,

where n̂ is the surface normal, and the center of the tangent
sphere, and the ∧ superscript denotes normalization.

BRDFs that go beyond the Lambertian need to capture de-

S

Figure 1: Cosine sampling using the tangent sphere.

pendence on directions v̂ and l̂, using the unit vectors to rep-
resent directions. In order to ensure reciprocity, the BRDF is
most often written as a function of the halfway vector

ĥ = (v̂+ l̂)∧,

which is what the normal vector should be to produce ideal
reflection from v̂ to l̂ or vice versa. Physically based BRDFs,
which have enjoyed increased popularity in recent years, are
based on the microfacet model, assuming a distribution of
small ideal reflectors along material interfaces. The BRDF
is determined by the probability density of hitting a small
surface element with normal ĥ, so a random distribution of
normals must be prescribed. The challenge is that not all
microfacet orientations produce valid reflections, as occlu-
sion and multiple reflections can and do happen in reality.
The domain of valid microfacet normals is a cone, in which
the integral of the scattering density is typically an elliptic
integral, which cannot be evaluated analytically. Therefore,
if physically-based means that a microfacet distribution is
sampled, and invalid samples are rejected, then the rejection
probability can only be approximated through expensive nu-
merical methods, like the one presented by Guillén et al.3.

To exemplify the above concerns, and provide a baseline,
we consider two well-known models. Among the countless
existing BRDFs, here we would concentrate on the Ward7, 6

and Schlick4 models in particular. These are used in Monte-
Carlo image synthesis extensively, and are momentous mile-
stones in BRDF theory and practice. The Ward BRDF is an
empirical anisotropic BRDF that employs a elliptic Gaussian
distribution on the directional hemisphere for the distribu-
tion of normals. The method proposed for importance sam-
pling does not achieve perfect cancellation of factors, and
thus weighting (or renormalization) of the random samples
is required. The renormalization factor is not simple or trans-
parent, underscored by the fact that several corrections to the
original formula were published more than a decade later 6, 1.
Schlick’s BRDF is considered a physically-based model, and
it incorporates occlusion and self-shading terms to comple-
ment the microfacet model, while maintaining relatively few,
reasonably intuitive parameters. Schlick’s BRDF can be im-
portance sampled perfectly, with one caveat. Both the Ward
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and Schlick BRDFs sample the microfacet normal distribu-
tion, and, especially for grazing angles, are prone to gener-
ating invalid reflection directions. These are considered to
be self-obstructed by the surface. The photons are assumed
to undergo multiple scattering, and they are re-emitted in a
diffuse way. This requires additional random sampling that
happens only on a condition, which is not ideal on paral-
lel GPU hardware. On a more theoretical note, the probabil-
ity of self-obstruction happening cannot be written exactly
in terms of elementary functions, but a rational fraction ap-
proximation is given by Schlick.

It can be said that the Ward BRDF is a great practical
choice for most rendering tasks, while the widespread use
of the Schlick formulas is high fidelity renderers is justified
by its qualities. Indeed, the only requirement we posited in
the introduction of this paper that the Schlick BRDF does
not meet is that is should not reject samples, which may be
a minor or even irrelevant issue, depending on the hardware
architecture. Still, both BRDFs use relatively complicated
formulas that are empirical or approximate, removing the
implementation from physical intuition.

BRDFs that are physically plausible (i.e. reciprocal), but
not strictly microfacet-based, also exist. The previously cited
work of Tobler, Neumann, Sbert, and Purgathofer5 does not
only address sampling the diffuse BRDF in a new and sim-
ple way, but also handles specular reflections. The BRDF is
defined in terms of bidirectional distributions over the tan-
gent sphere S. The benefit is that when this distribution is
sampled, the cosine term does not need to be considered, as
it is covered by the projection from the tangent sphere to
the directional hemisphere. Also, all directions on the tan-
gent sphere correspond to valid directions on the directional
hemisphere, avoiding the rejection of obstructed samples.
Instead of uniformly distributed samples on S, the samples
need to be concentrated around the ideal reflection direction.
For this, the authors propose using the analogy of the hat-box
theorem, orienting a cylinder around the tangent sphere so
that its axis coincides with the ideal reflected direction. Sam-
ples on the cylinder are generated from two uniformly dis-
tributed random variables, sampling the azimuth angle uni-
formly, and the axial position according to an arbitrary pdf
with an analytically invertible cdf. This construction again
satisfies all of our stated requirements, including perfect im-
portance sampling and no sample rejections, except for the
inclusion of anisotropy. As the BRDF is written in terms of
the reflected direction, and not microfacet normals, relation
to tangential directions is not straightforward to incorporate.

Our work, inspired by the above results, explores further
options for reciprocal sampling using the tangent sphere,
eventually solving the anisotropy problem.

S

Figure 2: Cosine sampling using the tangent sphere.

3. Sampling on the tangent sphere using uniform
directional samples

The hat-box mapping for generating samples on the tan-
gent sphere S is a convenient method when uniformly dis-
tributed random numbers are available. However, as random
number generation is challenging on some hardware, it is
possible that pre-generated randoms are used, possibly the
same or correlated ones in all pixels. In such a setup, pre-
generating random numbers already uniformly distributed
on the sphere means no overhead. Alternatively, methods
that generate random directions directly may be developed.
Therefore, it is of interest how these uniformly distributed
directions can be transformed into non-uniform sampling on
the tangent sphere.

The hat-box analogy can still be used, but there is no need
to transform uniform variables onto the cylinder. Let r̂S ∈ S
be the fixed point (or pivot) of the transformation. Pivot r̂S
can certainly be the normal itself e.g. to produce a distribu-
tion of halfway vectors around the normal, or it could be an
ideal reflection direction to produce samples of a specular
lobe, as chosen by Tobler et al.

The axis coordinate on the hat-box cylinder would be

z = q̂S · r̂S.

Transformed by an arbitrary pdf we can obtain z′. Then the
transformed sample is

q̂′S = r̂S · z′+(q̂S− r̂S · z) ·

√
1− z2

1− z′2
.

4. Halfway-on-tangent-sphere BRDF

The shortcoming of the tangent-sphere sampling method is
that it does not work with a microfacet normal distribution,
and therefore cannot incorporate the anisotropy of these mi-
crofacets. We can define

ĥS = (v̂S + l̂S)
∧,

where v̂S and l̂S are related to v̂ and l̂ as given by Tobler at
al. and shown in Figure 2:

v̂S = 2(n̂ · v̂)v̂− n̂,
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l̂S = 2(n̂ · l̂)l̂− n̂.

Then, it is a logical variant to formulate the BRDF in terms
of ĥS · n̂. Samples of ĥS can be generated using the method
in section 3, or on an elliptic cylinder that has the normal as
its axis, and projected onto S. Then, a random sample for v̂
can be generated by projecting it onto the tangent sphere to
get

v̂S = 2(n̂ · v̂)v̂− n̂.

Reflecting this on ĥS gives

l̂S =−v̂S +2n̂(ĥS · v̂S).

Finally, l̂S is projected back to the directional hemisphere as

l̂ = (n̂+ l̂S)
∧.

The problem with this idea, and the likely reason the original
authors did not consider this, is that isotropic lobes on the
tangent sphere are not isotropic on the direction sphere. As
circles are mapped to ellipses, blurring along the plane span
by vectors v̂ and n̂ appears. Note that this is not the regular
anisotropy induced by the scratches on the surface of the
material, but a viewport-dependent blur. See Figure 3.

5. Volumetric sampling

As the halfway-on-tangent-sphere BRDF does not provide
the required behavior, it is logical to look for another way to
relate v̂S and l̂S in a symmetric manner. If distribution on the
surface of the tangent sphere does not work, a distribution
over the volume of the tangent sphere could. Follow the pro-
cess in Figure 4 If we select a point ξ in the tangent sphere,
then drawing the line E through v̂S and ξ intersects S at an-
other point l̂SR. This direction is not near the ideal reflection
direction, but if it is reflected onto the normal to get l̂S, that
one is. The process is entirely symmetric only if we restrict
the sampled distribution to be symmetric along the normal.
Then, the integrals along lines E and ER are equivalent. The
sampled light path can be seen to go from v̂S to l̂S while be-
ing reflected from the equatorial plane of S (highlighted in
red in Figure 4).

This way, if the distribution is concentrated around the
center of S, the sampled directions will be close to the ideal
reflected direction. On the other hand, a uniform distribution
on S gives the diffuse BRDF. The distribution has to be so
that it can be both efficiently sampled, and the probability
of generating a sample can be determined. All points along
line E map to the same sample, so we have to integrate the
volume pdf along E. This needs to be the same path if v̂S
and l̂S are switched, which is true if the volume distribution
is symmetric on the equatorial plane of S. This integral can
be very challenging to evaluate, with a closed form solution
not existing for most distributions.

If the pdf is constant or piecewise constant, then the length
of the path intersecting a domain of constant value could

Figure 3: Renderings with the halfway-on-tangent-sphere
BRDF, with varying shininess, exhibiting a view-dependent
anisotropic artifact.

S

Figure 4: Volumetric sampling of directions using the tan-
gent sphere.
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be found. However, we cannot expect that to lead to natural
BRDF models. If the distribution is a 3D normal distribution
(possibly under any affine transformation, as long as vertical
symmetry is upheld), the integral is again easy to evaluate. In
this case we do not limit samples to the inside of S, and the
line E along which the same directional sample is obtained
is an infinite line, not a line segment. A 2D projection of a
3D normal distribution is a 2D normal distribution, so we
only have to find the distance between E and the center of
S, and obtain the value of the cross-sectional χ

2
2 distribution

there.

We first project v̂ and l̂ to v̂S and l̂S, respectively, using the
same formulas as before. Then the distance is

t =

√
1+ v̂S · l̂S−2(v̂S · n̂)(l̂S · n̂)

2
,

which is notably symmetric in v̂S and l̂S.

To get the pdf, we evaluate the χ
2
2 distribution, which is

the radial cross-section of the 2D Gaussian:

χ
2
2(t) =

1
2

e−
t
2 .

This is already the BRDF value. The cosθl term comes from
the projection from the tangent sphere to the direction hemi-
sphere.

It is possible to apply any affine transformation on the
Gaussian distribution, maintaining the ability to evaluate the
pdf (as lines are transformed to lines). The transformation
cannot depend on v̂, as that breaks reciprocity, but it can
depend on model tangents and binormals, as in Wards and
Schlick’s models, introducing material anisotropy.

6. A quantum-mechanical interpretation

As described by Feynman2, when light is reflected from a
surface, it is actually reflected from all surface atoms, in all
directions, in the quantum-mechanical sense (see Figure 6
borrowed from Feynman’s original work). The reason that
only one direction is apparent on the macroscopic level is
that the different reflection paths have different length, caus-
ing light arriving at the observer to have different phase.
Atoms further away from the shortest reflection path have
reflection paths whose lengths change quickly with the po-
sition of the atom, making sure that their contributions have
different phases, and thus cancel out. Atoms near the short-
est path, however, all have a similar phase, making sure
that the ideal reflection direction is the only one in which
light propagates in the macroscopic sense. This, however, as-
sumes that all surface atoms are present, making a perfectly
smooth surface. If the surface is not ideally smooth, some
atoms are randomly missing, and their contribution cannot
appear in the sum. If a lot of randomly phase-shifted field
vectors are missing, that means that a sum-of-uniforms-on-
sphere type of random variable is added to the eventual sum.
Applying the central limit theorem, we can find that this is

Figure 5: Renderings with the BRDF using volumteric sam-
pling, with varying shininess.

a three-dimensional normal distribution, as, along any axis,
uniformly distributed variables are added (it is easy to see
why if we consider the hat-box theorem), and the distribu-
tion also inherits perfect rotational symmetry.

We can observe how the length of the light path depends
on the cosines of the angles between both the incoming and
outgoing directions and the surface normal. Thus, projecting
the directions onto the tangent sphere S can be interpreted
as converting the optics problem into a quantum-mechanical
one akin to the one depicted in Figure 6. We can separate
the distribution of atoms into two parts. One is the ideally
smooth surface, and the second is the deviation from it,
modeled as atoms randomly missing from below the sur-
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Figure 6: The quantum-mechanical depiction of reflection
from an ideally smooth surface2.

face plane, or atoms randomly existing above the surface
plane. The summed effect of the deviation component is go-
ing to be a perturbed apparent scattering point, following
the three-dimensional normal distribution. The point v̂S can
be connected to this scattering point to determine the appar-
ent light path. The position of the corresponding point l̂SR
can then be found on the tangent sphere. The effect of the
ideally smooth surface is reflecting the scattered position on
the normal, producing l̂S.

It is not necessary that all atoms have independent and
similar probabilities to appear (or disappear), deviating from
the ideally smooth case. If the material is not merely isotrop-
ically uneven, but the presence of atoms is correlated, the
variance of the normal distribution is decreased. Indeed, in
anisotropic materials, the correlation along different tangen-
tial directions is not the same, which can be modelled by
scaling samples of the normal distribution along the tangent
or the bitangent. Correlation between atoms added further
above or missing further below the surface decrease the vari-
ance along the normal, resulting in behavior that may be
used to model small-scale sub-surface scattering. This is re-
alized by scaling the samples of the normal distribution ver-
tically.

7. Conclusions

Our BRDF model improves on the model of Tolber et al. by
allowing for more anisotropy, and it is better suited to GPU

kernels than the Ward of Schlick BRDFs, because it does not
reject samples. As results in Figure 5 shows, a smooth tran-
sition from the ideal mirror to a completely diffuse appear-
ance is supported. Both the sampling process and the BRDF
evaluation are relatively simple, and no renormalization is
needed. The BRDF model is especially practical if random
vectors following a 3D normal distribution can readily be
generated. Whether the quantum-mechanical analogy stands
up to further scrutiny, or exporing it leads to a modified so-
lution, future research will reveal.
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Abstract
We explore an alternative paradigm for geometric design based on integrating a controlled dynamical system. We
give a survey of the relevant literature and outline some potential directions for future work. We aim to stimulate
dialogue between the currently separate research communities of geometric design and control theory.

Categories and Subject Descriptors (according to ACM CCS): I.3.3 [Computer Graphics]: Line and Curve Genera-
tion

1. Introduction

The definition of geometric shapes (e.g. curves or sur-
faces) is an important problem in computer-aided geo-
metric design (CAGD) and computer graphics. Free-form
shapes are typically represented using linear combinations
of basis functions. For parametric shapes, such as industry-
standard Bézier or B-spline (NURBS) curves and surfaces,
the points of the shape are given by multiplying (piecewise-
)polynomial basis functions by vector-valued coefficients
called control points. Similarly, implicit equations are typ-
ically defined by adding up (piecewise-)polynomial or ra-
dial basis functions. In the standard method for 3D charac-
ter animation, called linear blend skinning (LBS),32 affine
transformations applied to control handles (such as bones of
an embedded skeleton) are combined with weight functions
painted over the model surface.

In geometric modeling our goal is not simply specifying
a fixed geometrical object, but also allowing the designer to
influence the shape in some interactive manner.62 For free-
form shapes, this is done by positioning their control points.
it is natural to ask then: what is the shape space defined by a
particular representation? For methods based on linear com-
binations, the answer is simply a linear subspace. In partic-
ular, any affine combination of two shapes is valid. How-
ever, in many cases the result of linearly blending the coordi-
nates of two given shapes might not conform to our expecta-
tions.52 An alternative would be defining the shape indirectly
in terms of invariant properties such as curvature, but the re-
lation between these and the coordinates is typically highly

non-linear, and no simple control handles are available for
manipulation.51 The limitations of LBS (e.g. the infamous
"candy-wrapper" artifact) are also well-known.31, 32

Thus, while linear modeling methods are computationally
efficient and easy to use, they also have serious shortcom-
ings. In short, while a fixed linear basis can often be a rea-
sonable choice for defining small perturbations of a given
shape, the shape space of larger-scale deformations tends to
be highly nonlinear – especially in the presence of geomet-
ric constraints,36, 55 and optimization criteria14, 43 – and can
hardly be represented with a linear function space.

In this paper, we initiate an investigation into an alterna-
tive paradigm for geometric design, called differential-based
modeling. The basic idea is to modify shapes continuously,
using infinitesimal displacements (or vector fields), thus re-
ducing the problem to the time-integration of a dynamical
system. In this paradigm, arbitrary non-linear constraints and
optimization criteria can be taken into account easily, using
the standard tools of numerical linear algebra and automatic
differentiation.53 While the basic idea is not entirely new
(we give a literature survey in Section 5), we believe that
with the emergence of differentiable programming9 it de-
serves a fresh look and could be "an idea whose time has
come". We describe the general paradigm in Section 2, and
a proof-of-concept implementation in Section 3. The con-
trol of dynamical systems is a well-developed scientific field,
which could be beneficial for the CAGD community, thus in
Section 4 we also speculate on potential applications of var-
ious control-theoretic ideas to differential modeling.
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∆q
q0

q1

Linear shape space

c(q) = 0dq
dt

q(0)

q(1)

Nonlinear shape space

Figure 1: Illustration of linear and nonlinear geometric design methods.

2. Differential-based geometric modeling

Consider a geometric shape that is defined by a finite set of
shape parameters q = [q0,q1, . . . ,qN−1] ∈RN . For paramet-
ric curves, the qi are coefficients for some linear combination
of basis functions (e.g. control point coordinates). In the fol-
lowing, we will focus on parametric curves, and leave the
study of implicit and surface design for future work.

In traditional geometric design, a shape is modified by di-
rectly manipualting its parameters (e.g. control points) based
on user inputs or constraints:

q 7→ q′ = F(q). (1)

We propose an alternative approach, called differential-
based modeling, where the shape is modified continuously
in time, with a sequence of infinitesimal deformations. User
inputs then modify not the value of the shape parameters
directly, but instead determine their rate of change in time,
as defined by an ordinary differential equation (ODE):

dq
dt

= f(q,u). (2)

The current shape can be determined by solving (integrating)
this ODE. In geometric terms, the shape is deformed by the
(velocity) vector field f, which can be thought of as a tangent
vector to a nonlinear shape space defined by e.g. constraints,
as illustrated on Figure 1.

Differential-based modeling considers geometric design
as a continuous process and has several potential advantages
over traditional design methods:

• Mathematical shape representations and design inter-
faces can be decoupled. To modify a shape property that
is not part of the shape definition (e.g. moving a point,
or change a geometric quantity, e.g. curvature), one has
to find an expression of the modified quantity in terms of

design parameters p= P(q), and solve an inverse problem

q = P−1(p) (3)

that is potentially nonlinear, as well as over- or underde-
termined. In a differential setting, we always have a linear
relation, as a consequence of the chain rule of calculus and
the inverse function theorem, so we only have to solve a
simple linear inverse problem:

dq
dt

=

(
dP
dq

)−1 dp
dt

, (4)

where ∂P
∂q is the Jacobian matrix. Over or under-

determined cases can also be handled by computing the
pseudo-inverse of the Jacobian (see our discussion in Sec-
tion 3).

• Enforcement of design constraints becomes simpler.
Using the traditional approach we would have to solve
nonlinear systems of equation:

c(q) = 0, (5)

which is a challenging task. In the differential setting, the
situation is much simpler – we only have to ensure that the
constraints remain satisfied, i.e. that the velocity vector is
perpendicular to the constraint gradient:

dc
dt

=

(
∂c
∂q

)T dq
dt

= 0, (6)

which results in a linear constraint on the derivatives, even
when the original constraints were nonlinear.

• Shape optimization and physically-based simulation is
easily integrated. Energy minimization is typically im-
plemented using derivative-based methods, such as steep-
est descent. These can be interpreted in terms of numerical
integration of a gradient flow:

dq
dt

=−∂ f
∂q

. (7)
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(a) Original curve (b) Editing with arclength constraint (c) Curvature modification

Figure 2: Examples of differential-based Bézier curve modeling.

Thus, shape optimization can be thought of as adding an-
other "autonomous" term to the ODE. Adding physically-
based dynamics is also straightforward, using a 2nd-order
system.

3. A proof-of concept for differential-based design

We next present a concrete implementation of differen-
tial based design, that is still compatible with traditional
displacement-based free-form design.14 For simplicity, we
focus on the case of curves – surfaces could be treated anal-
ogously. Let us assume we have a parametric (e.g. B-spline)
curve or a surface, called the base, defined as a linear com-
bination of basis functions:

b(s) =
n−1

∑
i=0

PiBi(s), (8)

where Pi ∈ R3 are the control points, and Bn
i (s) are the B-

spline basis functions. The base can be modified by adding
details in the form of a displacement vector field d:

p(s) = b(s)+d(s) (9)

d(s) =
m−1

∑
i=0

DiB
′
i(s), (10)

where the control vectors Di ∈ R3 are blended by weight
functions B′

i(s). The latter could be chosen from a different
function space than those of the base, and they are not re-
quired to form a partition of unity.35 In this paper control
vectors simply correspond to control point displacements.

Our proposed differential-based modeling method applies
instead a differential displacement field by solving the ODE

∂p(s, t)
∂t

= d(s, t) =
m−1

∑
i=0

Di(t)B
′
i(s), (11)

with initial condition

p(s,0) = b(s). (12)

This ODE can be solved in various ways, for illustration,
we consider the simplest explicit Euler integrator:

p(s, t +∆t) = p(s, t)+∆t ·d(s, t), (13)

where ∆t is a time step parameter (assumed to be 1 for our
purposes). More accurate integration methods could also be
used (we used 4th-order Runge-Kutta in our examples).

3.1. Constrained differentials

The goal is to achieve some effect intended by the user,
which might be to modify certain attributes of the shape,
while also enforcing various constraints. As we saw in Sec-
tion 2, the differential paradigm translates these require-
ments into simple linear constraints on the differentials, and
thus the control vectors. The resulting system is typically un-
derdetermined (if not, the representation could be refined us-
ing the standard techniques of degree elevation or knot inser-
tion), so the differential displacement D is to be determined
by solving an optimization problem of the form:

minimize
D(t)

E(D(t))

subject to C(t)D(t) = f(t),
(14)

where E is typically some kind of vector norm, measuring
the magnitude or smoothness of the displacement field. The
most natural choice is to use a quadratic (weighted Sobolev)
norm of the following kind:

E(v) = vT Mv, (15)

with a symmetric, positive-definite matrix

M = W+∑
k

µkLk, (16)

where W is a diagonal weight matrix and L is (some approx-
imation of) the Laplace operator, that penalizes variations of
the k-th spatial derivative of the field. The choice of M = I,
and thus E(v) = ∥v∥2

2 implies finding a least-norm solution
to the linear system CD = f. For general M, the solution to
(14) is found via the following saddle-point system:[

M CT

C 0

][
D
λ

]
=

[
0
f

]
, (17)

with Lagrange multipliers λ. See Figure 3 for a geometrical
interpretation of the problem. In an interactive setting, the
matrix M might change much less frequently than the con-
straint matrix C, in which case its factorization can be reused
by a Schur complement method.
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C(D) = f

D

DT MD = m0

Figure 3: Illustration of constrained differentials.

By solving this optimization problem, we effectively inte-
grate the ODE using an implicit Euler method – see Section 5
for details. As a consequence, time-integration is expected to
be stable, even for larger time-steps.5

We mention another possibility, namely to minimize the
ℓ1-norm of the displacement field E(v) = ∥v∥1, which will
optimize for a sparse (i.e. localized) solution of the con-
straint system. Such basis pursuit problems can be solved
with roughly the same complexity as (17), using the Alter-
nating Direction Method of Multipliers (ADMM),16 a spe-
cial case of Bregman iterations.54

3.2. Examples of differential constraints

As we have seen in Section 2, the differential paradigm al-
lows for an almost arbitrary collection of constraints. Fig-
ure 2 shows some operations implemented in our C++
framework for Bézier and B-spline curves. Derivatives of
nonlinear functions were computed via reverse-mode auto-
matic differentiation, using the autodiff38 library.

3.2.1. Differential shape editing

Given any quantity expressed as a differentiable function
G(p) of the shape parameters, we can allow the user to
change its value in a differential manner:

∆G =
dG
dt

=

(
∂G
∂p

)T dp
dt

(18)

Some operations we have implemented include moving
arbitrary points on the shape (Figure 2, middle), changing
the normal vector direction, and changing the curvature at a
given point (Figure 2, right). We stress that even when the
relationship between the controlled quantity and the shape
parameters is a highly nonlinear one (as is the case for e.g.
curvature), the differential constraint remains a simple linear
relation of the form (18) and the optimization (14) ensures
that the modification is carried out in an optimal manner.

3.2.2. Constraint preservation and optimization

A constraint of the form C(q(t)) = 0 can be interpreted as
a special controlled quantity, for which prescribed change is
zero. Besides constraining points along the shape to remain

Figure 4: Plot of arclength during differential-based editing.

fixed, we can also preserve geometric functionals, such as
those shown in Table 1. We approximate the integrals using
Gauss-Legendre quadrature. Figure 4 shows the arclength of
a curve during the course of a differential-based modeling
session (similar to Figure 2, middle) with and without con-
straints.

Arlcength Curvature Curv. variation Torsion

∫ 1
0

∥∥∥ dp
dt

∥∥∥dt
∫ 1

0 κ
2(t)dt

∫ 1
0

(
dκ

dt

)2
dt

∫ 1
0 τ

2(t)dt

Table 1: Geometric functionals

It is possible to not simply preserve the aforementioned
energies, but also optimize them by moving in the direction
of their gradient. Optimization can then be combined with
constraint preservation, by simply projecting out the compo-
nents of the gradient vector lying in the subspace spanned
by the constraint differentials (projected gradient descent).
Figure 5 shows the values of both arclength and curvature,
during the minimization of the latter.

4. Connections with Control Theory

In general, differential-based modeling is based on an ODE
of the following form:

dq
dt

= f(q(t))+g(q(t),u(t)), (19)

A reader familiar with control theory might recognize this as
a controlled, continuous-time dynamical system. In control
theory, the parameter vector q is called the state of the sys-
tem, while u is called the input or control. The vector field f,
depending only on the system’s state is called the drift term,
while g is called the control term/field. For the framework of
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Figure 5: Plot of functionals during gradient descent.

Section 3, the control system (19) takes a special (driftless,
control-affine) form:

dq
dt

=
m

∑
i=1

gi(q)ui, (20)

where the vector fields gi span the solution space of the dif-
ferential constraints.

Control theory is concerned with dynamical systems
whose evolution in time can be influenced "at will" via a
controlled input. We conjecture that an advantage of formu-
lating geometric design as a continuously evolving dynam-
ical system is the possibility to employ the powerful tools
of control theory. We provide a (partial) dictionary between
concepts of CAGD and control theory in Table 2.

As a basic example, we consider the application of feed-
back to improve constraint satisfaction in the framework of
Section 3. Even high-order numerical integration methods
suffer from numerical drift, which means that the shape will
continually move away from the constraint surface c(q) =
C0. This might be counteracted by adding proportional feed-
back control4 to the system:

dq
dt

=
m

∑
i=1

gi(q)ui + k f
dc
dq

(c(q(t))−C0) , (21)

where k f is the feedback gain. This assures critically damped
(exponential) decay towards the constraint surface. We used
this technique for all of the examples in Section 3, and show
its minor, but measurable effect on Figure 4. We plan to in-
vestigate the use of proper PID control in the future.

The fundamental task of control is driving the state vec-
tor q(t), or some system output y = h(q(t)) towards some
desired value using the control function u(t). Optimal con-
trol aims to optimize some functional of the state evolution

in time. The optimization problem (14) for differential dis-
placements can be seen as a rudimentary version of Linear
Quadratic (LQ) control.10 The more general version of LQ
control that optimizes an integral of quadratic functions over
time would find an optimal path between two shapes, or in
other words a geodesic with respect to a Riemannian metric
over the constrained shape space (see Section 5). Applying
optimal control techniques to geometric design is another
promising research direction.

Until now, we have considered shape spaces that are de-
termined by constraints on the shape parameters c(q) = 0 –
in this case, the vector fields gi in (20) are tangent to the con-
straint level set and generate an integrable distribution in the
sense of Frobenius.30 Such holonomic constraints are not the
most general kind however – there might also be nonholo-
nomic constraints c(q, dq

dt ) = 0, which directly apply to the
velocities. A remarkable property of nonholonomic systems
is that the dimension of the set of states reachable from a
given initial condition can exceed the number of controls.37

As an illustrative example, consider the problem of parallel
parking a car – we can only control 2 degrees-of-freedom
out of 3: we can drive in the direction of the current orienta-
tion, or steer left or right, but cannot slide directly sideways,
yet parallel parking is not impossible, even into tight spaces.
In the CAGD context, a nonholonomic constraint might cor-
respond to a set of blending functions (controls) that dynam-
ically adapt to the current shape. Thus, it appears possible to
navigate a high-dimensional shape space via displacements
contained in a low-dimensional function space.

Finally, we briefly mention another potential application
of nonlinear control theory, that we plane to investigate
further. In Section 2 displacement vectors were expressed
with respect to a global coordinate frame, but in practice
it is customary to represent displacements with respect to a
geometry-adapted frame.14, 23 From the control theory per-
spective this means applying a (state-dependent) transforma-
tion to the control variables v = A(q)u, which is known as a
feedback transformation1 of the dynamical system (20).

CAGD Control Theory

control points state

control vectors control/input

blending function control field

iterative optimization drift field

constrained shape space reachable set

Table 2: CAGD-Control dictionary

5. Literature Survey and Outlook

An extensive study of differential-based geometric model-
ing was carried out in the early 90s by a group led by
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Welch and Witkin, as summarized in the dissertation of
Gleicher.25 Their work has mostly focused on constrained
modeling with simple geometric primitives – while applica-
tions to free-form curves and surfaces were proposed,26, 57

this direction was eventually abandoned due to technical
limitations considered insurmountable at the time (accord-
ing to Gleicher in Ch. 8.1.725). The differential approach
was later adapted to implicit modeling28, 58 and polygonal
meshes41, 56 as well (the latter works did not reference Gle-
icher). Some recent works have applied differential methods
to interactive CAD modeling.19, 42 Differential-based tech-
niques are also used in the solution of inverse kinematics
problems in graphics and robotics.3, 18

Physical forces and dynamics can easily be integrated into
a differential-based geometric modeling system using a 2nd-
order ODE.49 Certain physically-based simulation methods
such as position-based dynamics (PBD)11 solve a geometric
optimization problem at each time-step. PBD is now known
to be part of the rich family of optimization-based implicit
time-integration methods15, 24, 39, 40 closely related to proxi-
mal optimization.46 In a recent work22 geometric modeling
tasks were formulated as implicit time-integration of a gradi-
ent dynamical system, with a remarkable ability to robustly
prevent self-intersections.

Image and geometry processing produced a very rich lit-
erature on the differential geometry of shape spaces.29, 47, 59

A standard approach introduces some kind of metric struc-
ture on the space of diffeomorphisms (i.e. vector fields), and
then interpolates between different shapes along geodesic
paths.34 As the obvious L2 metric for vector fields degen-
erates in the continuous limit, Sobolev metrics or various
elastic energies are used.6, 29

Control theory is a well-established field of applied math-
ematics and engineering, originating in the study of feedback
mechanisms4 – we recommend the books2, 10 for accessible
introductions to the field. For geometric modeling the most
relevant areas are optimal control,50 and the differential-
geometric theory of nonlinear1, 30 and mechanical17, 37 con-
trol systems. Optimal control techniques and non-holonomic
constraints have been used for shape registration.7, 60 Con-
trol theory has found applications in numerical optimiza-
tion, by reformulating standard iterative methods as time-
integration of various ODEs.13, 44

Error feedback is a classical method for constraint
enforcement in simulation and differential-based model-
ing.8, 48, 58 A related method called fast projection is also
popular in graphics.20, 27 It might be interesting to ap-
ply more principled methods for constructing constraint-
preserving time-integrators33 in our setting.
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Appendix: Relation with implicit Euler integration

We describe how the differential-based modeling frame-
work of Section 3 relates to implicit/backwards Euler time-
integration. Consider a first-order dynamical system of the
form dq

dt = g(q(t)), where the driving force is assumed to
be the gradient of a potential energy: g = − ∂E

∂q . We rely on

the Rayleigh analogy for viscous damping,12, 29 i.e. the en-
ergy is defined by an elastic potential with velocities (strain
rates) substituted for coordinates (strains).

We discretize the ODE in time using an implicit Euler
scheme, i.e. we sample the forces at the end of the time-step:

q(t +1)−q(t) =−∂E
∂q

(q(t +1)−q(t)), (22)

(we assume a unit time-step for simplicity), which is in turn
equivalent to a solution of the optimization problem:24

minimize
q(t +1)

1
2
∥q(t +1)−q(t)∥2 +E(q(t +1)−q(t)).

(23)
We introduce the notation D = q(t + 1)− q(t), and follow
Newton’s method with a quadratic expansion of the elastic

energy E(D) ≈ 1
2 DT

(
∂

2E
∂x2

)
D +

(
∂E
∂x

)T
D. The Hessian is

further approximated in a principled quasi-Newton heuris-
tic21, 39, 45, 61 by a Sobolev metric ∂

2E
∂x2 ≈ S = ∑k µkLk, and

thus the optimization problem turns into the following:

minimize
D

1
2

DT (I+S)D+

(
∂E
∂x

)T

D. (24)

Choosing a quadratic potential energy, we arrive at the equa-
tions of Section 3 with W = I. With a nonlinear elastic en-
ergy the only difference would be in the gradient, i.e. on the
right-hand side of (17), in the vein of Projective Dynamics.15
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Abstract
Bézier curves are designed using control points, but—for larger degrees—moving an individual point may have
very little effect on the shape of the curve. Proximity curves introduce a new parameter that controls the pulling
force of the control points. Here we propose a very simple method for the proximity control of polynomial curves,
and discuss its advantages and shortcomings.

1. Introduction

Control point based curves are prevalent in computer-aided
geometric design. Control points offer a natural way to in-
fluence the shape of a curve, but sometimes—and this is es-
pecially true in the case of high-degree Bézier curves—the
effect of a single control point is so little that local features
are hard to introduce. Consequently, there is a need to con-
trol how close the curve runs to the control points, i.e., the
proximity of the curve.

Here we deal exclusively with C∞-continuous curves.
Also, while proximity values can be specified independently
for each control point, we will only treat the global case. Lo-
cal variants can be constructed in a straightforward fashion.

Rational Bézier curves also associate a weight with each
control point, so it is instructive to see why it does not
solve the proximity problem. Figure 1 shows a rational curve
where all internal control points have a weight of 50, while
the endpoints have unit weight. The curve closely approxi-
mates the first and last control segments, but runs far from
the three central control points. The corresponding basis
functions are compared to the simple sextic Bézier basis in
Figure 2. We can see that the three central basis functions
are hardly affected. This is because what counts is the rela-
tive magnitude of adjacent weights. (Proximity criteria can
be satisfied, in theory, by setting the weights to wi = t i(n−i),
where n is the degree,1 but these quickly explode numeri-
cally, and distort the parameterization.)

We propose a very simple construction: replicate internal
control points. A control polygon where each point is dou-
bled (tripled etc.) naturally has a stronger pull on the curve.
After a short review of related work in Section 2, we give a

Figure 1: A rational Bézier curve with large internal weights.

more formal treatment of our method in Section 3. This is
followed by a discussion of pros and cons in Section 4, also
including some alternative research directions.

2. Previous work

A recent paper4 introduces a class of proximity basis func-
tions that can reproduce Bézier and B-spline curves or sur-
faces. We will show some comparisons to P-Bézier curves in
Section 4.1.

The above paper and its predecessor3 (which coined the
term proximity curve) has an extensive literature review.
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(a) w = [1,1,1,1,1,1,1,1]

(b) w = [1,50,50,50,50,50,50,1]

Figure 2: Comparison of degree-6 rational basis functions.

Here we just note that recent advances include a NURBS-
based approach2, cyclic proximity curves7 and a proximity
variant6 of κ-curves.8

3. µ-Bézier curves

Given a Bézier curve

C(u) =
n

∑
i=0

PiB
n
i (u) (1)

of degree n, and a global multiplicity parameter µ, the µ-
Bézier proximity curve is a Bézier curve of degree n̂ = µ ·
(n−1)+1, with control points

P̂i =


P0 for i = 0,
Pb(i+µ−1)/µc for 0 < i < n̂,
Pn for i = n̂.

(2)

Note that this is only a hidden representation; the designer
uses the Pi control points to modify the curve.

Conversely, the basis functions associated with the origi-
nal control points are the sums of n̂-degree Bernstein poly-

nomials:

B̂n
i (u) =


Bn̂

0(u) for i = 0,

∑
µ·i
j=1+µ·(i−1) Bn̂

j(u) for 0 < i < n,

Bn̂
n̂(u) for i = n.

(3)

Consequently the curve can be expressed as

C(u) =
n̂

∑
i=0

P̂iB
n̂
i (u) =

n

∑
i=0

PiB̂
n
i (u). (4)

Figure 3 shows quintic basis functions with different µ val-
ues.

4. Discussion

In this section we compare µ-Bézier and P-Bézier curves,
and explore paths to remedy its shortcomings.

4.1. Comparison with P-Bézier curves

Figure 4 compares the basis functions of µ-Bézier and P-
Bézier curves. Here the γ proximity parameter of the P-
Bézier construction is chosen such that the resulting basis
resembles the µ-Bézier basis in the same plot. It is apparent
that while the internal functions are quite similar, those at the
end are much larger for µ-Bézier curves. This means that the
first and last control segments are approximated much faster
than the others.

Another difference is that while the γ parameter is con-
tinuous, i.e., it defines a continuum of curves between the
Bézier curve and the control polygon, the µ parameter is dis-
crete. While it does approximate the control polygon as µ
approaches infinity, the first steps leave out much of the pos-
sible design space, see a comparison in Figure 5.

On the positive side, while P-Bézier curves use a rational
basis, involving square roots, µ-Bézier curves are polyno-
mial, and as such, CAD-compatible.

4.2. Adding more refinement

A finer range of proximity curves can be generated if we in-
sert two new points near each inner control point, instead of
replicating the original ones. An extra α ∈ [0.5,1] parameter
controls the position of the new points on the segments:

Pnew
i,1 = (1−α)Pi−1 +αPi,

Pnew
i,2 = (1−α)Pi+1 +αPi. (5)

When α = 1, this is the same as a µ-Bézier curve with µ = 3.
This can also be iterated; Figure 6 shows an example after 3
iterations with different α values.

4.3. Proximity by approximation

The degree of the generated curves is relatively high. An al-
ternative approach that could keep the degree down is to use
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Figure 3: Quintic basis functions with µ = 1, 2 (top row), and µ =3, 4 (bottom row).

Figure 4: Comparison of µ-Bézier basis functions (MB) to the P-Bézier basis (PB), using similar γ values.
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Figure 5: Comparison of µ-Bézier curves (top, µ = 1, . . . ,7)
to P-Bézier curves4 (bottom, image used with permission).

fitting. Take a target proximity curve f : [0,1]→R2, e.g. a P-
Bézier curve, or just the control polygon itself, and try to find
an approximation by a Bézier curve of moderately higher de-
gree.

A naïve approximation of sampled points would result in
large fluctuations in the control polygon. Adding smoothing
terms is a viable approach, but its effects are hard to predict.

We will use a displacement approach. The idea is to ele-
vate the degree of the original curve, step by step, until the
desired degree N is reached, and in each step we add dis-
placements to its control points based on the deviation of its
footpoints from the corresponding points of f . Let us define

C(0)(u) =
n

∑
i=0

P(0)
i Bn

i (u) =C(u). (6)

In the first step we perform a degree elevation, obtaining
control points P̂(0)

i (i = 0 . . .n+ 1). Then in each step, we
define

C(k)(u) =
n+k

∑
i=0

P(k)
i Bn+k

i (u), (7)

where

P(k)
i = P̂(k−1)

i +

[
f
(

i
n+ k

)
−C(k−1)

(
i

n+ k

)]
. (8)

After N−n steps, we arrive at

Ĉ(u) =C(N−n)(u). (9)

(a) α = 1
2

(b) α = 2
3

(c) α = 1 (µ-Bézier curve)

Figure 6: Fine(r) proximity control (3 iterations, degree 36).

4.3.1. More iterations

The procedure outlined above was a sequence of alternat-
ing degree elevations and displacements. We could, however,
perform several displacement steps before moving on to the
next degree. Formally, if the iteration count was J, we define

C(k)(u) =C(k,J)(u), (10)

where

C(k, j)(u) =
n+k

∑
i=0

P(k, j)
i Bn+k

i (u), (11)
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P(k, j)
i =

{
P̂(k−1)

i for j = 0,

P(k, j−1)
i + f (ui)−C(k−1, j−1)(ui) for j > 0,

(12)

and ui = i/(n+ k).

Note that choosing a large J would mean that in each step
we do a progressive-iterative approximation (PIA),5 which
is the same as if we interpolated f at the footpoint param-
eters, resulting in a highly oscillating control polygon, see
Figure 7b. On the other hand choosing J value of around 5
can accelerate the approximation, and would allow the same
error range with lower degree, see Figure 7c.

A drawback of this method is that it does not preserve
the convex hull. We can constrain the displacements so that
control points always stay inside, but this blunts the proxim-
ity effect, see Figure 8. Here we see a fit first without, then
with the convex hull constraint. For similar results a higher-
degree curve is needed, but then the µ-Bézier curve fares just
as well, see Figure 8d.

Conclusion

We have proposed a very simple method for creating polyno-
mial proximity curves; limitations include high degree and
coarse gradation. Some avenues for the lifting of these prob-
lems were also investigated.
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Abstract
The resting positions of a body are important tools in the analysis of its shape. Manual measurement of them is
possible but tedious, also, the result may depend on the person executing the measurements. Here we present a
procedure which automatically detects resting positions by using scanned images. Our algorithm is restricted to 2
dimensions, however, in principle, it can be generalized in 3 dimensions as well.

Natural shapes are often formed as a result of a long
evolution process. Pebbles, for example, start their existence
as fragments with sharp edges and vertices. When one of
these fragments is picked up by a river, the shape gradually
gets more rounded in the current. Shape descriptors are
scalar quantities associated with particle shape which are
used to describe and identify this shape at any given point
of this abrasion process.

Mechanical shape descriptors are based on the static
balance properties of the particle, in particular, first order
mechanical descriptors count the number N of positions
where the particle is at rest on a horizontal surface in the
presence of gravity. The number N is significant because
it is the only known shape descriptor which monotonically
decreases throughout the abrasion process, thus capturing
the intuitive notion that shapes get simplified 2.

One of the obvious challenges of such a descriptor is its
measurement. While it is certainly possible to do it manually,
however, such measurements are not only inaccurate, they
can not be repeated in an identical manner. Counting N in an
automated fashion would be highly desirable. Pebbles can be
digitized using a 3D scanner, however, no matter how refined
the scan is, the number of resting positions of the resulting
polyhedron do not equal those of the original object. Even in
the limit as the scanned point cloud become infinitely dense,
the error in N does not converge to 0 4, 6. This article aims to
bridge this gap in the 2-dimensional case.

1. Equilibrium points

Colloquially, a body means a physical object in 3-
dimensional space. In this article, we consider a 2-

dimensional body K that represents a collection of material
within a continuous planar boundary curve bdK the interior
points of which are denoted by intK.

We are interested in the positions where the body is at rest
when set on a flat surface (straight line), more specifically,
we identify these positions by the points on the boundary
curve bdK, in contact with the supporting line. We say
that the body K has an equilibrium point at p ∈ bdK with
respect to a point o ∈ intK if the line passing through p and
perpendicular to p− o supports K. If convex, the boundary
curve bdK can be described by the radial distance function
r : S1 →R in a polar coordinate system with its origin at o. If
r is smooth then the equilibria of K coincide with the critical
points of r 10. From this point on we assume that all the
previously mentioned properties are satisfied, meaning that
K is bounded by the convex curve described by the smooth
function r.

The equilibrium point p is degenerate if the second
derivative r′′(p) is zero, stable if less than zero and unstable
otherwise. Intuitively, a non-degenerate equilibrium is stable
if the body returns to it when slightly pushed from the side
and unstable if it does not return to its original position. See
figure 1 for an example. If there are no degenerate equilibria
then we call r a Morse function and the number of its stable
and unstable points are equal. In this case the body K is
characterized by its number s of stable equilibrium points
with respect to o. The bodies in an equilibrium class {s} are
those that have s stable points with respect to their centers of
mass.

The above definition of an equilibrium point can be
applied to the convex polygon P as well. The equilibrium
point p ∈ bdP is degenerate if it is a vertex of P but the
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L1

o

p1

(a) p1 is a stable point

L2

o

p2

(b) p2 is an unstable point

Figure 1: An ellipse sitting on one of its equilibria

supporting line L passing through p and perpendicular to
p−o intersects P along an edge. The equilibrium is stable if
p is in the interior of the unique edge L∩P, and unstable if
p is a vertex of P such that L∩P = p 3. With no degenerate
points, the number of stable and unstable equilibria are equal
in this case as well, and polygons with s stable points belong
to the equilibrium class {s} too.

L1

o

p1

(a) p1 is a stable point

L2

o

p2

(b) p2 is a degenerate point

L3

o

p3

(c) p3 is an unstable point

Figure 2: Part of a polygon and one of its equilibrium points
with respect to o. Li is the line through pi perpendicular to
pi −o.

2. Flocks of equilibrium points

Next, we consider the case where P is a polygonal
approximation of K, meaning that every vertex of P is an
element of the boundary of K. The number and locations of
equilibria on the approximation is different from the original
curve. To distinguish between the two cases we adopt the
names global equilibrium for an equilibrium point of K
and local equilibrium for an equilibrium point of P. Local
stable and unstable points appear in flocks, which are, for
sufficiently fine discretizations, sets of local equilibria in the
close vicinity of a global equilibrium point 5, 4. See figure 3
for an example.

o

(a) equilibria on the smooth curve

o

(b) flocks of equilibria on a polygonal approximation

Figure 3: The equilibria of the superellipse
∣∣ x

2

∣∣1.5 +∣∣ y
1.5

∣∣1.5 = 1 with respect to o = (0.1,0)

We can measure the distance d(p1, p2) of two
local equilibrium points p1, p2 ∈ bdP as the length
of the shorter path along bdP from p1 to p2.
The distance of two flocks F1 and F2 can also be
expressed: d(F1,F2) = min{d(p1, p2) | p1 ∈ F1, p2 ∈ F2}.
The diameter of the flock F1 is the distance
max{d(p1, p2) | p1, p2 ∈ F1}. If the average length of
an edge of P is ∆, then as the discretization gets finer
(∆ → 0), P → K as well. It is also true that as ∆ → 0 the
diameters of flocks also approach zero, but the number of
local equilibria in a flock does not necessarily approach
1, but fluctuates around specific values independent of the
resolution of the discretization 5, 4.

In practice, we do not know the body K and its
global equilibria, and cannot increase the resolution of
its approximation P. Our goal here is to group the local
equilibria using the heuristic argument from the previous
paragraph that the closer two points are the more likely
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they belong to the same flock. Using the distance function
d as linkage criterion we can build a hierarchy of clusters
on the set of all local equilibria using agglomerative
hierarchical clustering 1. At the bottom of the hierarchy,
every equilibrium point is in its own, single element cluster.
Two clusters Ci,C j (i ̸= j) with the smallest distance
d(Ci,C j) are merged every time one moves up a level in the
hierarchy. At the top, there is only a single cluster.

When moving up a level in the hierarchy the number of
clusters decreases by 1. The number of global equilibrium
points and therefore the number of flocks is always even,
thus every second level of the hierarchy represents a valid
configuration. Nevertheless, there is a level l where the
number of clusters equals to the number of global equilibria.
We consider the clusters at level l an approximation of the
flocks.

The main problem is that we do not know the number of
flocks. What might help is that in most cases there is an order
of magnitude difference between the distance of equilibria in
the same flock and the distance of flocks themselves 6. This
results in a sudden jump in the distance of the two closest
clusters when moving up to the level l. The problem is that in
practice it is not always clear where this jump occurs, thus in
the following we present a different approach to estimating
the number of flocks.

3. Evolute

If the curvature is non-zero along bdK then its evolute
eK is defined as the locus of its centers of curvature. See
figure 4 for some examples. The body K has no degenerate
equilibrium points if and only if o ̸∈ eK 4. When crossing the
evolute transversally with o, both the number of stable and
the number of unstable points change by 1. We will discuss
shortly whether it is an increase or a decrease.

The evolute is a closed curve that might intersect itself. It
partitions R2 into multiple bounded cells and an unbounded
one. When o is in the unbounded cell then the number of
stable points on K is 1 with respect to o. In its neighboring
cells the number increases by 1, because we cross the evolute
once. This process can be continued until all the cells are
assigned the number of stable points when o is in their
interior. See figure 5 for an example. The next algorithm
formalizes this procedure.

Algorithm 1 Construct a graph that has a vertex for every
cell bounded by the evolute and connect the neighboring
ones with an edge. Start a breadth-first search from the
vertex corresponding to the unbounded cell and label the
vertices by the level of the search they are encountered on.
The resulting label of a vertex v gives the number of stable
equilibria when o is in the cell corresponding to v.

(a) n = 1.5

(b) n = 2

(c) n = 2.5

Figure 4: Superellipses of the form
∣∣ x

2

∣∣n + ∣∣ y
1.5

∣∣n = 1 and
their evolute in red. (cropped at x =±3)

4. Counting flocks using the evolute

Our goal is to approximate the evolute eK based only on the
polygon P. This allows us to apply algorithm 1 and in turn
approximate the number of stable flocks at any point o ∈R2.

Using the circle C(q1,q2,q3) through 3 points q1,q2,q3 ∈
bdK, the osculating circle at the point p ∈ K can be defined
as the limit limq1,q2,q3→p C(q1,q2,q3). The circle ci =
C(vi−1,vi,vi+1) through consecutive vertices vi−1,vi,vi+1
of P approximates the osculating circle at the arithmetic
mean of the locations of vi−1,vi and vi+1 when measured
along the curve bdK 9.

We can approximate eK by connecting the centers of the
circles ci and ci+1 pertaining to every consecutive vertex
pair vi,vi+1 ∈ P. The resulting polygon eP partitions R2 into
open cells just like eK . As the resolution of P increases, eP
converges to eK , see figure 6 for an example. This allows us
to apply algorithm 1 to eP and approximate the number of
global equilibria and thus the number of flocks on P with
respect to o.
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1

2 2

2 2

2 2

2

2

33

33

two small
cells with 3

two small
cells with 3

4

Figure 5: The number of stable points of the black curve in
cells bounded by its evolute in red

5. Summary

In this paper we showed how the flocks of equilibria can be
identified on a polygon approximating a body bounded by
a smooth curve. First we presented a hierarchical clustering
of equilibria based on their distance. Next we described a
procedure which gives the number of flocks on the polygon
and thus highlights the correct level of the hierarchy.

This method might prove more practical when extended
to 3D bodies, but it is a much harder problem. In 2
dimensions it was trivial to define the connection between
local equilibria because each of them has two neighbors
along the boundary of the polygon. In 3 dimensions we can
draw a curve between any two equilibria, but it is natural to
restrict our search to those curves that follow the gradient
of the radial distance function defined similarly to r in
section 1. These curves define the Morse-Smale graph of the
body 8, and a hierarchy of equilibria can be built on top of
it 7. What is missing is a way to determine the number of
flocks and with it the right level of the hierarchy.
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Figure 6: Convergence to the evolute as the number of samples increases
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Abstract

An approach to defining quadratic implicit curves is to prescribe two tangent lines and a secant line going through
the points of tangency.1 This paper will show that this method can be generalized to a higher number of tangents,
resulting in higher degree curves.

1. Introduction

Implicit curves are widely used in approximation and de-
sign. Their advantages include: (1) they can very efficiently
be intersected with parametric curves; (2) it is easy to clas-
sify points based on which side of the curve they are; (3)
an offset curve can be simply defined by adding a constant
to the equation. However, they also have disadvantages like:
(1) generating points along the curve is hard; and (2) im-
plicit curves may - and often do - have multiple unintended
branches.

It is not necessarily intuitive to design with implicit
curves. Generally, they are a mathematical formula in the
form f (x,y) = 0, but the function f usually does not have a
natural geometric interpretation (except in the case of simple
objects like lines and circles).

For quadratic curves, Liming1 proposed a method for rep-
resenting the curve with tangent and secant lines. This means
not having to work with the quadratic function’s geomet-
rically meaningless coefficients, instead, the implicit curve
can be evaluated at any point by evaluating those lines and
substituting them into a fixed formula.

This paper is going to present a way to generalize this ap-
proach to having a higher number of prescribed tangent lines
defining the curve, which subsequently will be of a higher
degree.

2. Previous work

Liming’s method for conic (quadratic) curves1 works as fol-
lows (see also Figure 1):

Figure 1: Example of Liming’s method

1. Let L1,L2 : R2 →R be two lines in implicit form, that are
two (distinct) tangents to the desired curve

2. Let C : R2 → R be a secant line to the curve, going
through the two points of tangency

3. Then, ∀λ ∈ (0;1) : the curve

Q(x,y) = (1−λ) ·L1(x,y) ·L2(x,y)−λ ·C2(x,y) (1)

is a nonsingular quadratic curve, fulfilling the tangential
conditions.

There are multiple similar schemes for 3D surfaces, like
the functional spline2 which is a direct generalization of
Liming’s method for an arbitrary number of tangential sur-
faces. It is however not in all situations clear how to describe
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Figure 2: A six-sided I-patch in 3D

the transversal surface which is the analogy of the secant
line in Liming’s.

Another 3D method is the I-patch3 (Figure 2) which is
defined by n ribbon (tangential) surfaces (Ri) and n bounding
surfaces (Bi). The patch equation is

I =
n

∑
i=1

(
wiRi

n

∏
j=1
j ̸=i

B2
j

)
+w0

n

∏
j=1

B2
j . (2)

The I-patch also has a different form, the faithful I-patch4:

Î =
I

n

∑
i=1

wi

n

∏
j=1
j ̸=i

B2
j

. (3)

It is advantageous for multiple reasons, as it does not have
isolated points, and has a more even distance metric. How-
ever, the first goal is also achieved via using a normalized
I-patch:

I∗ =
I

n

∑
i=1

n

∏
j=1
j ̸=i

B2
j

. (4)

3. Notes on Liming’s method

It is easy to see that the Liming curve is a one-sided 2D
I-patch, with R1 = L1 ·L2, B1 =C and w1

w0
= 1−λ

λ
.

We will also utilize the following important property of
Liming’s method. Although intuitive, no proof was found in
the literature, so we will include one.

Lemma 1 Let Q be a quadratic implicit curve, L1,L2 two

distinct tangent lines of it, C the secant through the points of
tangency. Then, ∃λ ∈ (0;1),ω ∈ R s.t.

(1−λ) ·L1 ·L2 −λ ·C2 ≡ ω ·Q. (5)

Proof Let (x,y) be a point s.t. Q(x,y) = 0, L1(x,y) ̸= 0,
L2(x,y) ̸= 0. Let

λ :=
L1(x,y) ·L2(x,y)

L1(x,y) ·L2(x,y)+C2(x,y)
(6)

meaning that this point is on our curve as well.
A general quadratic implicit curve is of the form

ax2 +bxy+ cy2 +dx+ ey+ f , (7)

having 6 coefficients, although multiplying them with the
same scalar does not change the curve.
Fitting a curve on the two tangential conditions, and the ad-
ditional requirement of interpolating (x,y) means a homoge-
neous linear system of 5 equations (see Appendix A). This
means that the dimension of the solution space is one, so any
two solutions are each other multiplied by a scalar.

4. Curves defined by four tangents

Let Li (i = 1..4) be four distinct tangent lines, pi (i = 1..4)
the points of tangency.

Theorem 1 Let C1 be a line through p1 and p2, C2 through
p3 and p4. Then, the family of two-sided I-patches

Iw := w1 ·L1 ·L2 ·C2
2 +w2 ·L3 ·L4 ·C2

1 +w0 ·C2
1 ·C2

2 (8)

fulfills the tangential conditions. Moreover, if there exists a
quadratic curve satisfying the constrained tangents, the nor-
malized I-patch I∗ reproduces it with well-chosen coeffi-
cients.

Proof The first statement trivially follows from the I-patch
properties: for example in p1, using that L1(p1) = 0 and
C1(p1) = 0;

Iw(p1) = 0+0+0 = 0 (9)

and

∇Iw(p1) = c1(p1) ·∇L1(p1)+v1(p1) ·L1(p1)+

+ c2(p1) ·2 ·C1(p1) ·∇C1(p1)+v2(p1) ·C2
1(p1), (10)

where c1,c2 are real-valued, v1,v2 are vector-valued func-
tions. Using the constraints, we get

∇Iw(p1) = c1(p1) ·∇L1(p1)+0+0+0, (11)

meaning that the point is on the curve, and the gradient’s
direction is the same as the line’s gradient’s, so L1 is indeed
a tangential line. □
For the second statement, let Q be the target quadratic curve,

R1 := L1L2 (12)

R2 := L3L4 (13)
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Figure 3: Reproducing a hyperbole

Si,ω,λ := ω((1−λ)Ri +λC2
i ) (14)

Due to Lemma 1, ∃ω1,λ1 : S1,ω1,λ1
≡ Q, similarly ∃ω2,λ2 :

S2,ω2,λ2
≡ Q

Now, on one hand

S1,ω1,λ1
C2

2 +S2,ω2,λ2
C2

1 =

= ω1(1−λ1)R1C2
2 +ω1λ1C2

1C2
2+

+ω2(1−λ2)R2C2
1 +ω2λ2C2

1C2
2 (15)

On the other hand

S1,ω1,λ1
C2

2 +S2,ω2,λ2
C2

1 = Q · (C2
1 +C2

2) (16)

This means that with

w1 = ω1(1−λ1) (17)

w2 = ω2(1−λ2) (18)

w0 = ω1λ1 +ω2λ2; (19)

I[w1,w2,w0] ≡ Q · (C2
1 +C2

2), (20)

so I∗w ≡ Q

5. Examples

Four-tangent curves of course depend on the wi weights, so
for a tangent configuration, many different curves can be ob-
tained.

In the figures, blue lines represent the tangent lines, red
lines are the cutting lines and the resulting curve itself is
shown in purple.

Figure 4: Reproducing a hyperbole with different tangents

(a) w1 = 0.5,w2 = 0.5 (b) w1 = 0.5,w2 = 1.0

(c) w1 = 0.8,w2 = 2.0 (d) w1 = 2.0,w2 = 1.5

Figure 5: Different coefficients on the same data as Figure 3

In Figures 3 and 4 you can see the reproducibility of a
hyperbole by choosing four points and four tangents of it,
and setting in the first case w1 = w2 = 4/9, w0 = 32/81. In
the second example, the correct weights are w1 = 3/4,w2 =
4/9 and w0 = 985/1296.

In Figure 5 it can be seen that changing the weights can
greatly change the shape of the curve.
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(a) w1 = 0.2,w2 = 1.2 (b) w1 = 0.2,w2 = 4.6

(c) w1 = 1.0,w2 = 6.0 (d) w1 = 1.2,w2 = 0.4

(e) w1 = 1.8,w2 = 0.4 (f) w1 = 2.2,w2 = 3.8

Figure 6: Different coefficients on a general example

In Figure 6 you can see an example with general tangent
lines and six possible settings of the coefficients.
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Appendix A: Equation system of constraints

According to Bajaj and Ihm5 a tangential constraint in 2D
can be described with the following equations ((x,y) is the
point to interpolate, (dx,dy) is the prescribed gradient).

f (x,y) = 0 (21)

dx ·∂y f (x,y)−dy ·∂x f (x,y) = 0 (22)

Now, apply this to the unknown quadratic curve f (x,y) =
a · x2 +b · xy+ c · y2 +d · x+ e · y+ f , which should interpo-
late point (x1,y1) with gradient (m1,n1), point (x2,y2) with
gradient (m2,n2) and point (x3,y3) (with no specified gradi-
ent).

The partial derivatives are

∂x f (x,y) = 2a · x+b · y+d (23)

∂y f (x,y) = 2c · y+b · x+ e (24)

Thus, the equation system will be

ax2
1 +bx1y1 + cy2

1 +dx1 + ey1 + f = 0 (25)

ax2
2 +bx2y2 + cy2

2 +dx2 + ey2 + f = 0 (26)

ax2
3 +bx3y3 + cy2

3 +dx3 + ey3 + f = 0 (27)

m1 · (2cy1 +bx1 + e)−n1 · (2ax1 +by1 +d) = 0 (28)

m2 · (2cy2 +bx2 + e)−n1 · (2ax2 +by2 +d) = 0 (29)

These are 5 equations for (a,b,c,d,e, f ), so the solution
space is indeed 6−5 = 1 dimensional.
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Abstract
Conventional shape-based interpolation can generate a continuous transition even between contours of topo-
logically different shapes. Based on the contours, we first calculate the 2D signed distance transform and then
interpolate linearly between the distance maps. The interpolated distance map is an implicit representation of
the intermediate contour, from which the geometric model of this contour can be extracted using the marching
squares algorithm. However, this approach only works if the shapes overlap. In practice, this condition cannot
always be met. For example, it may be necessary to reconstruct tubular surface parts so as to provide a continu-
ous connection even between non-overlapping cross-sections (e.g., reconstruction of a vascular network based on
cross-sectional CT slices). In this paper, we investigate how the previous shape-based interpolation methods can
be extended to interpolate between non-overlapping shapes.

Categories and Subject Descriptors (according to ACM CCS): I.3.5 [Computer Graphics]: Computational Geometry
and Object Modeling

1. Introduction

3D modeling based on cross-sectional contours is an impor-
tant and actively researched area of computer graphics and
modeling and several methods have been developed in this
field. The inputs of these processes are cross-sectional im-
ages (slices) of an object in which contours can be detected
e.g. with the marching squares 19 algorithm by defining a
certain threshold. The goal is to create a continuous transi-
tion between these cross-sectional contours to generate in-
termediate phases and to reconstruct the 3D surface based
on them.

A convenient solution is to use implicit functions 17.
These approaches do not operate directly on the geometric
model of the contours. This representation has many advan-
tages from the processing point of view because of the na-
ture of the function itself. For example, it is easy to create
a continuous transition between topologically different re-
gions/contours if they overlap. In contrast, in case of using
the direct geometric representation, this task is much more
difficult.

When using implicit functions to generate intermediate
slices, we usually interpolate between them using different
techniques and think of the results as the implicit representa-

tions of the intermediate contours. On the other hand, these
methods also have some drawbacks. If simple linear inter-
polation is used between two phases, a continuous transition
between non-overlapping regions/contours is not possible as
it can be seen in Figure 1.

Figure 1: Results obtained by applying simple linear inter-
polation between the implicit functions.

This can be a disadvantage, for example, when high-
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curvature surfaces need to be reconstructed. It is worthwhile
to develop an algorithm that can generate an acceptable solu-
tion for these cases as well, under user control. The purpose
of this is to control the remote effect, i.e. to determine the
largest distance between two contours and within this dis-
tance range a continuous transition should be generated to
connect them.

The proposed method can be useful, for example, in case
of reconstruction of a vascular network based on CT scans,
or to compress different models and reconstruct them from
as few slices as possible or to increase the spatial resolution
of the data.

In this paper, we present a new solution unknown from
the literature to handle the mentioned problems of the im-
plicit representation and which has better results in cases de-
scribed above.

In the next section, we describe the theoretical back-
ground of the field and summarize the previous solutions. In
Section 3, we present the basic idea of combining geometric
and implicit representations for simple cases. The general-
ization of this method for multiple contours is described in
Section 4, where the most important issues are discussed in
separate subsections. Some results can be seen in Section 5
and finally a short conclusion closes the work.

2. Previous Work

There are several publications dealing with this topic and
its related theoretical background. The review of the most
important ones is summarized in this section.

2.1. Binary Shape-Based Interpolation

One of the most important works using shape-based interpo-
lation is the work of Bors et al. 3. The input of their method
is a set of binary images and intermediate slices between
them are generated by using distance transform and various
morphological operations. Lotufo and Falcao 4 also used dis-
tance transform applied on binary images. They combined
the result of the transform with the information extracted
from the grayscale images and interpolated based on them.
The disadvantage of these methods is that binary images re-
sult different artifacts of the surfaces, and the intersection
of the binary objects cannot be an empty set to generate a
continuous transitions between them.

2.2. Approach with Implicit Functions

The most commonly used approach is to use implicit func-
tions. In this case, the cross-sectional contours are repre-
sented by a level contour related to a certain value of the 2D
implicit functions. Turk and O’Brien used this approach 17 to
generate continuous and smooth transition. A typical way of
generating the implicit function is the use of the signed dis-
tance transform (SDT), which is negative inside the closed

curve, positive outside, and zero along the curve, and these
values represent the distance from the contour. The authors
defined a function similar to SDT but a smoother one by us-
ing control points along the contour, as well as inside and
outside it, and constraints were prescribed according to the
definition of SDT.

To reconstruct the 3D surface it is practical to define a sin-
gle 3D implicit function, i.e. to define constraints in a higher
dimensional space. Based on the control points, the implicit
function was determined by scattered data interpolation 11

using a thin plate spline radial basis function 16. The zero-
level surface of the resulting function defines the final result.

The disadvantage of this method is that the automatic se-
lection of the control points is not straightforward, and the
matrix of the equation system defining constraints can easily
become poorly conditioned and large, leading to numerical
instability. The pursuit of smoothness results loss of fine de-
tails.

2.3. Optical Flow Based Approach

Optical flow 8 is a technique for detecting displacements in
image sequences. One of the applications of this method is
interpolation 10, as the estimated optical flow can be used to
generate intermediate phases between two images.

This procedure has been used in the field of medical im-
age processing to estimate and model motion 9, to increase
temporal 7 or spatial 2 resolution.

The advantage of this method is that, unlike linear inter-
polation, it takes the local properties of the image into con-
sideration. It would be able to handle both the displacement
and the deformation of the contour at the same time, as it
estimates the flow in every pixel position. The disadvantage
is that a well-textured environment is required, and mostly
small displacements can be estimated precisely with it. Han-
dling branches is not possible with it.

2.4. Radon Transform Based Approach

Another possible approach 18 is based on the interpolation
of the distributions of the radon transforms 14. The method
is suitable for creating a continuous and smooth transition
both in 2D and 3D.

The basic idea of the method is to apply a Radon trans-
form for 2D distributions, and then to interpolate between
the resulting 1D distributions 15. The result of the interpo-
lation is a set of intermediate 1D distributions that need to
be scaled because of the continuous transition of the total
integrals. These are treated as the Radon transform of the
intermediate phases so the related 2D distributions can be
generated by filtered back projection 1. The method is also
well generalized for 3D distributions, where its 2D projec-
tions have to be formed at first and interpolation between
them is possible using the method already described.
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The algorithm is well parallelized, it can handle cases that
previous shape-based interpolation techniques cannot. Only
raw data is required and no need to embed the problem in a
higher dimensional space.

2.5. Feature-Based Approach

The feature-based approach does not change representation
to generate an interpolating surface between two contours.
It operates directly on the geometric models of the contours.
In this case, point-to-point matching between contours is re-
quired to generate and visualize a triangular mesh as a 3D
model 12 5. With this method, it is more difficult to inter-
polate between curves with different topology, since in this
case not all curves have a pair after matching, which would
be necessary to generate intermediate phases and to create
the model. Another problem is the possible self-intersection
of the branches and the surface elements.

3. New Approach Combining Representations

The advantages of implicit and geometric representations
can be combined in an intermediate solution in its complex-
ity. The aim is to preserve the simplicity of using implicit
functions and also to provide user control over its shortcom-
ings through the usage of geometric representation.

Let us have two contours C1 and C2 in any two adjacent
slices between which we want to generate a continuous tran-
sition. Denote the implicit functions of them by DT1 and
DT2, respectively. According to the simple approach, further
distance maps between these two ones can be generated by
interpolating linearly between DT1 and DT2. Essentially, in
this case we approximate the function value at any point in
an intermediate sampling plane by matching the points with
the same x and y coordinates from the adjacent slices and
using this matching during the interpolation step. The opti-
cal flow based approaches, on the other hand, calculate this
matching between two consecutive slices based on the image
intensity values. Its basic assumption is that each pixel mov-
ing in the plane describes a trajectory with its movement.
The goal is to determine this trajectory for all pixels, so for
small displacements, a robust interpolation technique can be
developed that has several advantages over linear interpola-
tion.

Calculating the optical flow between distance maps is not
an easy task, as the method does not work efficiently and re-
liably in case of larger displacements and in an untextured
environment (such as the distance transform itself). A simi-
lar approach still would be appropriate, not just to interpolate
between pixels with the same coordinates, but to allow any
consistent matching between two distance fields. By con-
sistency, we mean that the lines defining the matching (so
called interpolation lines) do not intersect in the region be-
tween the two slices. A consistent matching with a minimum
total cost can be defined between the points of the curves C1

and C2 using the DTW 20 or CDTW 6 13 algorithms. Based
on the matching, a displacement vector can be calculated
for each point pair, which transfers one point into its pair
through adjacent slices.

P = DTW (C1(i),C2( j)) i = 1 . . .N, j = 1 . . .M

P : i 7→ j

Ti = C2(P(i))−C1(i)

where N and M are the number of points of the curves C1
and C2 respectively, while i and j are indexing the points of
the corresponding curves. P defines the matching function
between each point, C1 and C2 are vector functions of the
curves, and Ti is the displacement vector calculated at the
point positions of C1.

The matching between the two maps is defined by a 2D
vector field, which can be easily determined using the scat-
tered data interpolation technique (see Figure 2). Using ker-
nel regression and Gaussian RBF, the vector field defining
the match function M can be obtained from the displace-
ment values Ti previously defined at (contour)points (xi,yi)
as follows:

M(x,y) =
1

∑i wi
∑

i
wi ·Ti

wi = exp

(
− (x− xi)

2 +(y− yi)
2

σ2

)

X coordinate function Y coordinate function

The calculated vectorfield The result of point correspondenceThe calculated vectorfield The result of point correspondence

Figure 2: An example for the mapping coordinate functions
calculated with kernel regression, plotting the available con-
trol points (top row), and the resulting vector field and con-
tour matching (bottom row).

The interpolation between DT1 and DT2 is based in the
following (see Figure 3):
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1-α

α

Figure 3: Illustration of the interpolation lines between two
maps with 3D and 2D vectors respectively, and an interme-
diate sampling plane plotted with green.

S1(x,y) = DT1(x−α · vx(x,y),y−α · vy(x,y))

S2(x,y) = DT2(x+(1−α) · vx(x,y),y+(1−α) · vy(x,y))

DTint = (1−α) ·S1 +α ·S2

α ∈ [0,1]

where α is the interpolation parameter, vx and vy are the
components of the vector field M.

In some simple cases, the results are shown in Section 5.
In Figure 9 a straight "tubular" transition between the slices
can be well observed. In contrast, the results with simple
linear interpolation can be seen in Figure 1. The α parameter
used during the interpolation can be further transformed with
nonlinear functions to have different results. This is shown
in Figure 4.

Figure 4: Results obtained by applying a nonlinear transform
on the α parameter used during interpolation.

4. Generalization to Multiple Curves

If several contours are detected in each slice, the question of
the correspondence between these curves arises, which basi-
cally determines the quality of the interpolation’s result. It is
important to note that the matching consistency between the
distance maps is not necessarily ensured in that case. There
are two main approaches to pair the curves (or a mixed ap-
proach is also possible):

• manual matching: the user can define which curve de-
tected in one slice corresponds to which curve detected
in the other one during the interpolation. This could be
useful in modeling applications for example.

• algorithmic matching: the program performs the match-
ing process automatically based on a user-defined criteria
system and matching rules. The advantage of this is the
full automation. It is useful in cases where the conditions
are well understood and the algorithm is easy to imple-
ment.

4.1. Algorithmic Matching of Contours

There are several options for matching contours and this al-
lows to widely use this method later on, as the procedure
can be easily modified and adapted to the actual task at this
point. One possible solution is to define different require-
ments and score the possible matches on the basis of them.
The weighted sum of these points defines a fitness value for
the matching (based on the relative importance of each re-
quirement). By defining a threshold, the output of the match-
ing can be binarized, i.e., we either define a connection be-
tween two curves or not. A list of some requirements that
can be used to build a set of rules as follows:

• Using the original raw data (such as CT images), exam-
ine the regions enclosed by or surrounding the curves and
determine their similarity (intensity, color, etc.)

• The similarity measure of each pair of curves (the sum of
squared differences of the distance fields calculated with
SDT or the distance metric obtained by the DTW/CDTW
algorithms)

• The distance between the centers of mass of each contour
pair

• Maximum number of branches allowed

However, not all contour pair defines a valid match, as
each contour delimits either an object or a hole inside the ob-
ject. Based on these, a hierarchical system of closed curves
in a slice can be defined based on the question of which con-
tour contains which other ones. For each contour, the level of
it in the hierarchy can be determined considering how many
other contour contain it. Contours that are not contained by
others are located at the very first level and it can be known
that they bound object regions, as the edges of the image
always belong to the background (this can also be guaran-
teed by padding). The status of the bounded region (which
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can be an object or a hole based on the previous statements)
changes by level.

To build the hierarchy, first, we have to define the relation-
ships between each curve pairs, that is, which one contains
which ones. The goal is to produce a matrix (with size N×N,
where N is the number of curves in a slice), where element
(i, j) is 1 if the ith curve contains the jth one, otherwise 0.
For this purpose, we have to determine the result of the dis-
tance transform for each contour separately (which is also
stored) in an initial step as it is easier to answer this ques-
tion by using distance maps (as opposed to point-by-point
examination of the curve).

First, we need to determine whether the direction of the
two curves examined is the same or not (whether they agree
on the sign of the SDT at the edges of the image as they
have background status). If the signs are different, one of
the distance maps is multiplied by -1 and the calculations
are continued accordingly. In the case of sufficiently high-
resolution maps, we can binarize the distance fields based
on their sign and then examine their intersection, which re-
solves the question as can be seen in the following:

• if the intersection is empty: the curves are independent of
each other

• if the intersection matches the inside region of one of the
contours, then the latter curve is said to be contained and
the other one is the outer one

For each slice, the hierarchy of the contours is determined
and only correspondence between contours at the same level
can be valid from the two slices. This way we can avoid
transforming an object into a hole or vice versa, or skipping
multiple levels in the hierarchy when transforming. An ad-
ditional constraint is that the result of contour matching at
one level higher in the hierarchy (parent contours) have to
be taken into consideration, i.e. if two contours have been
matched, their inner contours can only be matched with each
other, so none of them can leave its parent contour. An exam-
ple for the hierarchy and the matching can be seen in Figure
5.

4.2. Compose Distance Maps

As it was mentioned in the construction of the hierarchy,
we first determine the distance transform separately for each
contour. These results can be composited using three differ-
ent operations to easily generate a combined distance map
from them.

DT1(x,y) = SDT (C1)

DT2(x,y) = SDT (C2)

DT1,2(x,y) = SDT (C1,C2) = C{DT1(x,y),DT2(x,y)}

where C1,C2 are two curves, DT1,DT2 are their distance
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Figure 5: An example for the hierarchy in case of two slices
and the contour match between them represented by red dot-
ted lines.

maps, DT1,2 is the distance map calculated for the two curves
together, and C{.} is the composing operator.

• C{.} in the case when both C1 and C2 bound object region,
is the min{.} operator. Since the value of SDT is negative
in the inner points of the object, by selecting the minimum
value elements, if one of the points in one map belongs to
an object, it will also belong to an object in the result after
the minimum is determined. This is how union of object
regions can be formed.

DT1,2(x,y) = min{DT1(x,y),DT2(x,y)}

• C{.} in the case where both C1 and C2 bound background
region, is the max{.} operator. This can be explained anal-
ogously to the minimum operator.

DT1,2(x,y) = max{DT1(x,y),DT2(x,y)}

• C{.} in the case where one of C1 and C2 bounds an ob-
ject and the other bounds a hole, is the min{∥.∥} operator.
This is because the SDT calculates the smallest absolute
distance from the contours at each point, and its sign is
determined by considering whether this examined point is
outside or inside the contour that provides the minimum
distance to it. C1 and C2 are definitely from different lev-
els of the hierarchy and if more than two contours are pre-
sented, it is crucial to use the maps to be composited in
the right order. It is always necessary to start from the top
of the hierarchy (from the outermost objects) and move
down level by level, as the values of the SDT gradually
decrease in absolute value inside the curve.
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mask(x,y) = ∥(DT1(x,y)∥< ∥(DT2(x,y)∥
mask(x,y) ∈ {0,1}
DT1,2(x,y) = mask ·DT1(x,y)+(1−mask) ·DT2(x,y)

4.3. Handling Regions with Different Topology

An interesting problem is the interpolation between slices
with different topology. In this case, the number of contours
that can be detected in one slice does not match the number
of contours that can be detected in the other slice, or depend-
ing on the result of the contour match, there may be contours
that do not have pairs in the other slice. The question is how
to interpolate in this case, since we may want to close/open
certain regions during the transition between the two slices.

These cases can be handled well by using the implicit rep-
resentation, so it is worth taking advantage of this feature in
this case as well. If we take the simple case like in Figure 6
when we simply want to close a hole in an object, we can
take only the external contours of the objects into consid-
eration when define the mapping between the maps for the
interpolation. With the help of this idea, as previously men-
tioned, a vector field can be calculated, which is interpreted
at all points, including the inner region of the contours. The
behavior of the inner contour bounding the hole is thus de-
termined indirectly and an intuitive transition is obtained.

It can be seen that it is advisable to use not only the point-
to-point correspondence between the two currently exam-
ined contours, as described at the beginning of the descrip-
tion, but also the result of the point-to-point correspondence
between the parent contours at the same time to calculate
the vector field. This modification increases the number of
sample points at the input of the scattered data interpolation,
while also helping with consistent matching, as the parent
contours represent external constraint. It is precisely the lat-
ter constraint that makes the issue of topology change man-
ageable, since if a contour has no pair, it inherits the behavior
of its points from the parent.

Since we have precalculated distance maps for the con-
tours one by one, we can compose them freely later. If we
use the parent and child contours at the same time and the
point correspondence defined between them, it is necessary
to determine their combined distance transform for interpo-
lation. This can be done as described earlier, in this case the
C{.} operator is min{∥.∥}.

An exception is made if we want to close/open contours
with no parent. In that case we can simply use vertical in-
terpolation lines between the two distance maps, or we can
even control the closure/opening ourselves using another ar-
tificially generated distance field. We can even consider the
matching of the other contours, also at the top level.

Figure 6: Interpolating between regions with different topol-
ogy.

4.4. Handling Branches

In the case of branches, we face a disadvantage, as in the
case of optical flow, that only one line can be assigned to a
point along which we want to interpolate. This is why the
solution requires special consideration.

The solution is to treat the distance maps belonging to
each contour separately and to interpolate between each pair
separately based on the calculated contour correspondence.
This way we get partial results which we have to compose
into a single intermediate structure in each level. Based on
the statements above, the composition can be done by taking
the minimum or maximum of the distance maps, depend-
ing on which level of the predefined hierarchy is examined.
So we always have to go on level-by-level, forming a union
of sub-results at each level (minimum or maximum), and
then combining the results from different levels by taking
the minimum absolute value (right top down order is cru-
cial). This process and its steps are presented in Figure 7 and
8.

More examples for different branches can be seen in Fig-
ure 10 and 11 in Section 5.

5. Results

In this section, we collected the results for some simple cases
generated by the method. These cases are difficult to handle
with previous solutions as they consist of non-overlapping
contours (Figure 9), branches (Figure 9, 10, 11) and even
regions with different topology.

After the contours were detected, the SDT was calculated
for each of them separately with a brute force implementa-
tion relying on a curve model linear between contour points.
The contour matching was calculated automatically, simply
defining connection between two regions if the distance of
their center of mass is smaller than a certain threshold. For
the visualization 32 inner slices were interpolated.
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min{.}Level 1 =

max{.}Level 2 =

Figure 7: An example for the steps handling branches. The
union generations can be seen level-by-level for objects (first
row) and holes(second rows).

Level 1 min(abs{.}) Result

Level 2

Figure 8: An example for generating the final result from the
sub-results of each level.

Figure 9: Results obtained by the new method developed by
combining geometric and implicit representations.

Figure 10: Handling a triple branch.

Figure 11: Handling double branches.

6. Conclusions

In this paper, we presented a new method combining the
geometric and implicit representations using different ideas
from previous works. As the results show, this method per-
forms quite well in many cases which are hard to handle
with some of the other possible solutions, mainly the sim-
ple linear interpolation. It takes the advantages of implicit
functions when interpolating between regions with different
topology, but also takes the advantages of geometric rep-
resentation and point-to-point correspondence, so local fea-
tures are also considered during the interpolation.

In the future, we would like to deal with the GPU acceler-
ation of this method, optimizing the different parts of it and
also apply this technique to real-life data and measurements,
such as CT scans. The comparison of different methods on
benchmark data with different metrics would also be an in-
teresting topic.
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Abstract
Dynamic positron emission tomography allows the in vivo study of metabolic processes by monitoring the tissue
uptake of a radioactive tracer. Its aim is to reconstruct the time-activity curves of the voxels of the measured
volume, which curves are sought in the algebraic form of a predetermined kinetic model. Plausible algebraic
forms have a limited number of free parameters and thus can be used in low-statistic measurements as well. The
kinetic model typically depends on the amount of radiotracer in the blood, which should be determined either by
direct measurement or by extracting it from the PET data using image-derived or model-based methods. However,
the direct measurement of the blood concentration is complicated, and the results of the image-derived and the
model-based methods are also not reliable because of the partial volume effect and the unknown fraction of
blood in the voxels. Moreover, in direct dynamic tomography, the kinetic model (which dpends on the blood input
function) is fit from the very beginning of the reconstruction, thus the blood input function is needed even before
the image-derived or model-based approaches provide it. In this paper, we propose a method that is based on
compartmental modeling and the Feng blood input function model, but does not require the blood input function
and the fraction of blood parameters explicitly. Thus, the model can be used in cases when we wish to have the
robustness and advantages of compartmental modeling, but no blood input function measurement is available.
The method can be applied either alone, to replace general basis functions such as splines, or in reference tissue
models and improved model-based input function approaches as well.

1. Introduction

Positron emission tomography (PET) is used to visualize the
metabolic processes of tissues, which is achieved by mon-
itoring the uptake of a radiotracer 6, 15, 7, 10. The aim of dy-
namic PET measurements is to reconstruct a time-activity
curve (TAC) for every voxel V in the volume examined.
This TAC is expressed in a predetermined algebraic form
K(pV , t) of unknown parameter vector pV and time t. The
TAC is typically derived from the parent Cp(t) and whole
Cw(t) blood input functions and the impulse response of the
tissue. The parent blood input function describes the amount
of radiotracer in the blood that can enter the tissues, i.e. the
input of the tissue compartments, whereas the whole blood
input function accounts also for the radiotracer in the blood
that is already bound to other molecules. The algebraic form
of the impulse response is defined, for example, by com-
partmental models 4, 16, 3, i.e. as the solution of the differ-
ential equation for radiotracer exchange between compart-
ments 17, 18.

There are different possibilities for determining the blood
parameters 20, 19, 1. For instance, we can take blood samples
from the artery. Artery samples represent the whole blood in-
put function, from which the parent blood input function is
calculated with tracer-dependent metabolic correction. Al-
ternatively, venous samples can be taken during transient
equilibrium. Blood sampling is a difficult and error-prone
process, especially in preclinical testings investigating small
animals. Thus, there is a significant interest in methods re-
quiring no, or just a minimal number of such samples.

The population-based input function method uses the av-
erage of previously measured blood input functions and
scales it based on a few new samples. Consequently, it does
not eliminate the need of sampling, only drastically reduces
the number of samples required. On the other hand, the
shape of the blood input function is fixed, which may not
prove to be flexible enough to describe the current case.

The image-derived input function method uses the recon-
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structed time-activity values of blood voxels, thus it requires
the segmentation of a large artery. Partial volume effect and
spill-in may also compromise the estimation, which should
be compensated 19. The recovery coefficient and the spill-in
factor may be estimated from the point spread function and
the precise segmentation of the arteries, but this approach
is complicated and not very accurate. Another option is to
first extrapolate Cw(t) from late venous samples or by se-
lecting the maximum intensity voxels, then obtain the recov-
ery coefficient and the spill-in factor with least squares esti-
mation. A sophisticated approach to separate the real blood
input and the contribution from the neighboring tissues is
the application of independent component analysis 5. This
is achieved by assuming that two non-Gaussian, statistically
independent components are added. Recalling the central
limit theorem, when two non-Gaussian, independent signals
are added, the result will be closer to the Gaussian distribu-
tion than either of the two signals. Additionally, the com-
ponents are expected to be of lower complexity than their
sum. Independent component analysis suffers from the inde-
terminacy of the scaling factors, thus real blood samples are
needed to scale the reconstructed functions.

Note that the image-derived input function technique pro-
vides the blood input function estimate from the result of
the tomographic reconstruction, thus this information is not
yet available during the reconstruction process. Without the
blood input function, we can use either indirect dynamic to-
mography in which the reconstruction and the parameter fit-
ting are separated and executed one after the other, or direct
dynamic tomography with a simple kinetic model indepen-
dent of the blood input function. Indirect tomography can-
not exploit the coherence of frames, making this approach
less robust for low-statistic measurements and requires post-
filtering 12, 14. On the other hand, if we apply simple but
generic kinetic functions such as piece-wise linear approx-
imations or higher order splines, we need many basis func-
tions and parameters to accurately represent the voxel TACs.
We face a similar problem in reference tissue modeling,
when no blood input function is needed, but the TACs must
be expressed by kinetic models that are compatible with the
actual tracer exchange processes.

One possible solution is to execute two consecutive recon-
structions. The first one focuses on the beginning of the pro-
cess and uses basis functions independent of the blood input,
e.g. splines. From the reconstructed activity of blood voxels,
the whole blood input can be determined, after which the
parent blood input is computed with metabolic correction 13.
In the second reconstruction, the whole measurement time is
covered, and the obtained blood input functions are used e.g.
according to the two-tissue compartment model.

The model-based input function method searches not only
the impulse response, but also the blood input function in a
predetermined algebraic form. This method does not require
the identification of blood voxels, but its price is that the

whole blood input is assumed to be equal to the parent blood
input. As the linear scaling of the blood input function has
the very same effect in the reconstructed activity as the linear
scaling of the impulse response, this approach is ambiguous
and requires at least one blood sample to resolve it. The tar-
get function of the optimization becomes complex and the
shared blood input function introduces a coupling among
voxels, thus we lose the advantage that the fitting process
can be executed in parallel and independently for the vox-
els. Such approaches typically execute a single reconstruc-
tion run, but in each iteration step, a two-phase fitting is ap-
plied. First, the voxel parameters are fit using the currently
available blood input function estimation. Then, the parame-
ters of the shared blood input is fit. This two-phase iteration
may reduce the convergence rate or prohibit the reconstruc-
tion process from converging to the real activity values.

To solve these issues, we propose a kinetic model that
does not explicitly store the blood input function, but is
based on compartmental analysis, thus we have the advan-
tage of representing the plausible TACs with relatively few
parameters. This model can be used instead of generic basis
functions in image-derived blood input function approaches
and also in reference tissue-type modeling.

2. Algebraic forms of compartmental models

Based on the solution of the differential equations express-
ing the tracer exchange between n tissue compartments 3, 9,
the TAC has an algebraic form that is a non-negative linear
combination of the whole blood input function Cw(t) and the
convolution of the parent blood input function Cp(t) and the
impulse response w(t) of the tissue.

The Feng model 2 assumes the blood input function in the
algebraic form of

Cp(t) =

(
A1te−β1t +

3

∑
i=2

Ai

(
e−βit − e−β1t

))
ε(t) (1)

provided that the radiotracer is injected in t =−t0, where t0
is the delay time of Fig. 1. The exponents must meet the cri-
teria β1 > β2,β3 > 0. Because of the delay from−t0 to time
zero, the blood input function is zero for negative time val-
ues. The te−β1t term is justified by the fact that the diffusion
parameters k21 and k32 are larger than the others as they de-
scribe rapid cardiac processes, and are similar to each other,
thus there is a repeated eigenvalue in the matrix of the tracer
dynamics. The dominance of these diffusion parameters ex-
plains why β1 should be higher than the other rates.

The impulse response is the non-negatively weighted sum
of exponentials of unknown, non-negative rate constants αi,
and it is constrained only for positive time values t by the
Heaviside step function ε(t):

w(t) = ε(t)
n

∑
j=1

a je
−α jt ,
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Figure 1: Tracer behavior in the circulatory system. Dif-
fusion parameters k21 and k32 are significantly larger than
other diffusion parameters and are similar to each other 2.

where ai factors are the linear weights. Taking into account
that a voxel is a mixture of tissue and blood, we obtain

K(p, t) = fvCw(t)+(1− fv)w(t)∗Cp(t), (2)

where fv ∈ [0,1] is the unknown fraction of blood parameter.
The correspondence between the parent blood input func-
tion Cp and the whole blood function Cw is established by
metabolic correction. The parent blood input is the product
of the fraction of activity due to the parent tracer, which can
be modeled e.g. with the Watabe, Hill, or exponential mod-
els, and the total activity in plasma 13. The total activity in
plasma in turn is the product of the whole blood and the ratio
of the tracer concentration in plasma, which can be approx-
imated with a linear function 8. For the sake of simplicity,
this relation is modeled by a single unknown scaling factor.

Normal reconstruction identifies the parameters

p = ( fv,a1, . . . ,an,α1, . . . ,αn)

for every voxel while the blood input function parameters
are assumed to be known.

3. Proposed method

The basic idea of the method we propose is to determine the
TAC without knowing the blood input function and the frac-
tion of blood parameters. To accomplish this, let us first con-
sider the final algebraic expression of the TAC. In K(p, t),
the parent blood input function shows up in a scaled form in
the term fvCw(t) and also in a direct form in the convolution
with the tissue response w(t). Furthermore, we know that

the blood input function is a linear combination of the ex-
ponential terms te−β1t

ε(t) and e−βitε(t) (i = 1,2,3), while
the tissue impulse response is a linear combination of the ex-
ponential terms e−α jtε(t) ( j = 1, . . . ,n). Let us examine the
convolutions of these terms:(

e−βit
ε(t)
)
∗
(

e−α jt
ε(t)
)

=

∞∫
−∞

e−βiτ
ε(τ)e−α j(t−τ)

ε(t− τ)dτ

=

t∫
0

e−βiτe−α j(t−τ)dτ

= e−α jt
t∫

0

e(α j−βi)τdτ

=
e−α jt − e−βit

βi−α j
.

(
te−β1t

ε(t)
)
∗
(

e−α jt
ε(t)
)

=

∞∫
−∞

τe−β1τ
ε(τ)e−α j(t−τ)

ε(t− τ)dτ

=

t∫
0

τe−β1τe−α j(t−τ)dτ

= e−α jt
t∫

0

τe(α j−β1)τdτ

= − te−β1t

β1−α j
+

e−α jt − e−β1t

(β1−α j)2 .

The key observation of this paper is that the result is the
linear combination of the same exponential functions that
form the Feng model and the tissue response.

Substituting these convolutions into Eq. 2, the resulting
kinetic model is

K(p, t) = (b1t +ξ)e−β1t +
3

∑
i=2

bie
−βit +

n

∑
j=1

c je
−α jt

where the unknown parameters are

p = (b1,ξ,b2,b3,c1, . . . ,cn,β1,β2,β3,α1, . . . ,αn).

The time-activity curve is assumed to be continuous,
therefore it should be zero at the beginning of the PET scan,
i.e. at time t = 0:

K(p,0) = ξ+
3

∑
i=2

bi +
n

∑
j=1

c j = 0,
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from which it follows that

ξ =−
3

∑
i=2

bi−
n

∑
j=1

c j.

Substituting this into the algebraic expression of the TAC,
we get the final form of our proposed kinetic model as

K(p, t) = b1te−β1t

+
3

∑
i=2

bi

(
e−βit − e−β1t

)
+

n

∑
j=1

c j

(
e−αit − e−β1t

)
,

(3)

where the parameter vector of the new model is

p = (b1,b2,b3,c1, . . . ,cn,β1,β2,β3,α1, . . . ,αn).

Note that the number of parameters, 2n+ 6, is not signifi-
cantly larger than the parameters of the compartment model,
2n+ 1. For example, the fraction of blood is not a free pa-
rameter anymore but is included in the other parameters. A
futher advantage of the new model is that this formula does
not contain convolution and its derivatives with respect to
the search parameters can be easily obtained analytically.

It can be stated that the obtained kinetic model is alge-
braically similar to the Feng model, only there are addi-
tional terms in it. The new kinetic model can be used either
alone, to replace general basis functions such as splines with
a physiologically justified version, or in model-based input
function approaches and reference tissue model methods.

During fitting, we need the time integral of the kinetic
model multiplied by the exponential decay of rate λ in each
frame and for each voxel:

x̃V =

te∫
ts

K(p, t)e−λtdt

and its derivatives with respect to the elements of the param-
eter vector. The integral of the exponential terms are

te∫
ts

te−β1te−λtdt =
tse−(β1+λ)ts − tee−(β1+λ)te

β1 +λ

+
e−(β1+λ)ts − e−(β1+λ)te

(β1 +λ)2 , (4)

te∫
ts

e−µte−λtdt =
e−(µ+λ)ts − e−(µ+λ)te

µ+λ
, (5)

where µ can stand for any of βi or α j.

The derivatives with respect to the linear parameters are
trivial. The derivatives with respect to the rate parameters
can also be evaluated analytically, thus the reconstruction

can be free from numerical integration and differentiation:

∂

∂β1

te∫
ts

te−β1te−λtdt =
−t2

s e−(β1+λ)ts + t2
e e−(β1+λ)te

β1 +λ

− tse−(β1+λ)ts − tee−(β1+λ)te

(β1 +λ)2 . (6)

∂

∂µ

te∫
ts

e−µte−λtdt =
−tse−(µ+λ)ts + tee−(µ+λ)te

µ+λ

− e−(µ+λ)ts − e−(µ+λ)te

(µ+λ)2 . (7)

4. Results

4.1. Simplified 2D case

The proposed methods was first tested on a 2D phantom,
where the number of LORs was NL = 10k and the number
of voxels was NV = 1024 (Fig. 2). The phantom had four
anatomic parts, namely air, gray matter, white matter, and
blood 11. The measurement was obtained by simulating the
two-tissue compartment model with the parameters listed in
Table 1. The parameters of the Feng blood input function
model were

A1 = 2000, A2 = 400, A3 = 500, β1 = 10, β2 = 3, β3 = 2.

The total number of coincidences during the 5 min long
measurement time was 300k. In this 2D test, we applied
the method of sieves as a regularization, i.e. executed an
anatomy-aware smoothing after each iteration step.

Fig. 4 depicts the reference blood input function and the
TACs in the different tissue regions. The measured data
was generated with the two-tissue compartment model, once
with the assumption of a reversible and once of an ir-
reversible model. The kinetic microparameters of the re-
versible model are listed in Table 1. The irreversible model
uses the same parameters with the exception making k4 = 0.
For the reconstruction, we considered three kinetic models:

1. the two-tissue compartment model,
2. the application of spline basis functions,
3. and our proposed kinetic model.

The two-tissue compartment model requires knowledge of
the blood input function, but the spline representation and
the proposed method do not.

Each kinetic model was tested with two application cases.
In the first case, the exact blood input function was known
(“Blood reference” in the figures), while in the second case,
the blood input was only approximately available (“Cp in
recon” in the figures). The spline representation and the new
method were invariant to this approximation, but the two-
tissue model produced degraded results in the second case.

94



L. Szirmay-Kalos & M. Magdics & D. Varnyú / Direct Tomographic Reconstruction without Explicit Blood Input Function

The reconstructions of the white matter and gray matter were
equally good in both cases and with all models, but the two-
tissue compartment reconstruction of the blood was accurate
only if the Cp blood input function was precise enough. The
spline model used 10 basis functions, thus the number of
free parameters of the spline representation and of the new
method was equal. The new method provided the accuracy
of the two-tissue compartment model with precisely known
blood input function Cp even when Cp was not available.

The two-tissue compartment model has 5 free parameters,
while the new model has 10, but the optimization target of
the new model has no convolution and is simpler. To ensure
global convergence, we test after each iteration whether the
fitting error was decreased by the Levenberg-Marquardt op-
timization step. If not, a simulated annealing step is inserted.

From the two-tissue compartment model reconstruction,
kinetic micro and macro parameters can be obtained directly.
As the computation requires the blood input, such direct
computation is possible neither for the new model nor for
splines. However, having identified blood voxels, the blood
input function can be extracted from their activity curves.
Fitting the Feng model to their average and then freezing the
parameters of such voxels, the reconstruction process can
be continued with the two-tissue compartment model, which
delivers the required micro and macro parameters.

Note that during the reconstruction process, our method
does not impose that the rate constants corresponding to the
blood input should be the same for all voxels. This provides
additional freedom and lets the parameter values converge
quickly. Additionally, in this way, the differences in the re-
constructed activity values of the blood voxels caused by e.g.
partial volume effect and spill-in can be handled automati-
cally. When the blood input function is extracted from the re-
construction, the time functions are averaged, and the blood
input function is fit to the average. To resolve the problem of
partial volume effect, the averaging process assigns weights
to different time functions, which weights express our con-
fidence that the voxel is indeed filled mainly with blood. As
the blood input function has the quickest dynamics, those
voxels are emphasized the most where the activity is high at
the beginning and low at the end.

If the majority of the voxels identified as blood are free
from the partial volume effect, then the function fitted to
the weighted average can be accepted as the true blood in-
put function, and the kinetic micro and macro parameters
are valid without any blood samples. In small animal studies
where blood voxels cannot be identified, the partial volume
effect must be compensated separately or at least one single
measured sample is needed to scale the blood input function.

4.2. Realistic 3D model

The performance of the proposed method was also tested
on a 3D model, assuming the Mediso NanoScan PET/CT

Figure 2: The 2D tomograph model with the brain phantom.

Table 1: Parameters of the two-tissue model used to gener-
ate the measured data in the reversible case. The irreversible
case is similar by k4 = 0.

K1 k2 k3 k4 fv

Air 0.0 0.0 0.0 0.0 0.0
Gray matter 1.0 0.5 0.3 1.0 0.0

White matter 0.5 0.2 1.5 0.1 0.0
Blood 0.0 0.0 0.0 0.0 1.0

scanner. We simulated a 10 min long measurement of the
Zubal phantom with 128× 128× 64 voxel resolution us-
ing GATE. The brain phantom has seven different homoge-
neous regions, including gray matter, white matter, cerebel-
lum, caudate nucleus, putamen, blood and air. The activity
was defined by different parameterizations of the two-tissue
compartment model, and the measurement time was parti-
tioned uniformly into 20 frames. Total variation (TV) regu-
larization was applied in the reconstruction to reduce noise.

We considered two different cases. First, we started the
reconstruction with a region based initial guess (Figure 5
left) that uses three different regions, namely air, gray and
white matter with blood and cerebellum, and caudate nu-
cleus with putamen. We ran 50 ML-EM iterations. The three
methods behave similarly, note that since the blood region
is very small in the phantom — only 1–2 voxels wide — all
reconstructions underestimate it due to the partial volume ef-
fect. We also tested our model for the case when the initial
guess used all regions. In this case, the initial guess is almost
perfect, so we applied only three ML-EM iterations. Results
are shown in Figure 5, right, note that the new model per-
forms even better than the two-tissue compartment model as
the latter tends to overemphasize the fraction of blood which
leads to overestimation of the true activity in the first frames.

5. Conclusions

We proposed a new kinetic model that is based on com-
partment analysis but does not require knowledge of the
blood input function. This kinetic model can be used with
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Figure 3: Comparison of the TACs obtained with the reversible two-tissue compartment model with a known blood input func-
tion and the new model having no information about the blood input. The reconstructions have been executed by decomposing
the measurement time to 20 frames.

image-derived input function methods and also reference-
tissue models where the TAC of the reference-tissue plays
the role of the blood input function.
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Abstract

Organ segmentation is a common problem in image-based medical diagnostics. This paper presents a robust
segmentation method that is accurate enough to allow organ segmentation based definition of patient-specific
medical diagnostic parameters. A parameterized geometric model of the segmented organ is defined that can
be co-registered with the 3D image of the organ by adjusting the model parameters. To simplify the creation
of human organ models, a set of so-called basic building blocks of geometric models are defined that could be
used to construct parametric models of different human organs quickly. Using these building blocks, parametric
models of various human organs, such as vertebral body, lung, tooth canal, etc., are created and used to segment
the corresponding human organ. Two benchmark diagnostic problems were selected to validate the proposed
modelling and segmentation approach.

1. Introduction

In image-based medical diagnostics, organ segmentation is
generally part of the patient-specific diagnostic parameter
definition process regardless of the actual field of medicine,
e.g. orthopedics, neurosurgery, or pulmonary diagnostics.
The commonly applied manual segmentation provides a
relatively accurate result, but the manual process is time-
consuming.1 An alternative approach is using image pro-
cessing methods to obtain the segmentation.2 However,
these methods are often inaccurate and generally sensitive
to pathological abnormalities or patient-specific deviations
from the common cases. Thus, frequently manual correction
of these models is necessary that is cumbersome again.

Our research goal was to develop a quick and robust seg-
mentation method that is accurate enough to allow organ
segmentation based definition of patient-specific medical di-
agnostic parameters. The basic idea of the proposed segmen-
tation method is motivated by our previous works.3–5 A pa-
rameterized geometric model of the segmented organ is de-
fined that can be co-registered with the 3D image of the or-
gan by adjusting the model parameters. To simplify the cre-
ation of human organ models, a set of so-called basic build-

ing blocks of geometric models are defined that could be
used to build parametric models of different human organs
quickly. Using these building blocks, parametric models of
various human organs, such as vertebral body, lung, tooth
canal, etc. are created and used to segment the correspond-
ing human organ.

Two benchmark diagnostic problems were selected to val-
idate the proposed modelling and segmentation approach.
The vertebral body validation data set contains 20 lumbar,
48 thoracic and 28 cervical vertebral bodies.

The paper introduces the proposed general concept, the
concrete geometric models of human organs, the validation
process using real patient data, and the application of the
models for the definition of the human diagnostic parame-
ters.

2. Fitting Process Method

The proposed geometric model construction is built on
anatomical landmark definition. Identifying anatomical
landmarks in medical diagnostics is a common practice and
used in the daily routine of medical experts. Using these
anatomical landmarks to define the geometric model of the
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Figure 2: An example for the generated geometric model

organs is a logical, straightforward extension of the diagnos-
tic process. This approach allows us to optimise the geomet-
rical model for the segmentation process, by making it easy
and time-efficient to co-register the model with the patient’s
3D image.

A typical example for a geometric model of a human or-
gan is shown in Figure 2 where we can see a vertebral body
model. The surface of the model is defined by mathemati-
cal curves. In this example, B-splines form the outline of the
given organ in horizontal planes (marked with green colour
in Figure 2), while Catmull-Rom splines describe the sur-
face of the given organ (marked with blue colour in Figure
2). Altogether, the vertebral body model in Figure 2 consists
of three horizontal planes (3 B-splines) and 32 Catmull-Rom
splines.

The workflow of the model fitting process is presented
in Figure 3. The first two steps require manual input from
the medical professional, while the rest is automatically exe-
cuted. After loading the 3D medical image (CT or MRI), the
user moves and rotates it to line up the axial view with the
desired plane of the anatomical structure being modelled.

In the second step (see Figure 3), the medical professional

marks the outline of the organ. To achieve this, there are sev-
eral building blocks are available for the user (see Figure 1):

• Simple curve representing the outline of the given organ
defined by equally important marker points.

• Simple curve representing the outline of the given organ
defined by important and non-important marker points.
(Important markers are approximated with significantly
less error when the B-spline curve is fitted.)

• Two curves for the modelling of hollow structures. One
represents the outer contour and one the inner contour of
the organ. The two curves could be any type of the above
mentioned ones.

The subsequent processing steps after step 2 are executed
automatically. The purpose of these actions is to create a
precise geometrical model with as few as possible marked
anatomical points. The reduction of the number of marked
anatomical points, i.e., the reduction of user interaction will
accelerate the whole model fitting process.

In each layer the marked anatomical points must be sorted
into the desired sequence. This process is necessary be-
cause the modelling framework allows the user to mark the
anatomical points in an arbitrary order. This provides greater
flexibility when the model fitting is done, since it is possible
to insert a marker later to refine the model. This sorting is
done in the 3rd step.

In the 4th step a closed B-spline is fitted on the given
landmarks. The fitted spline is a 3rd degree B-spline. The
algorithm was designed to support the building blocks. This
is achieved by distinguishing so-called important and non-
important landmarks. The significant ones are approximated
by the B-spline with significantly less error than the ordinary
ones.

In the next step, to connect the different layers with
Catmull-Rom spline it is necessary to properly order them.
The order of the planes in the manual processing step can be
arbitrary. This allows a later refinement of the model by in-
serting a layer where necessary. The synchronisation is done

Figure 1: Left: simple curve; middle: simple curve with important points; right: complex structure with two curves
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Figure 3: The proposed process of organ segmentation using geometric model fitting

by slicing the curves with planes and calculating the inter-
section point with that plane.

In the 6th step using these synchronisation markers the
Catmull-Rom splines are fitted to form the surface of the
model. In the last step these Catmull-Rom splines are sam-
pled, and a triangular mesh fitted to visualize the result.

The details of the algorithms used in the above processing
steps are given in.6

3. Results and Discussion

To validate our modelling approach, we selected three
datasets and segmented the given human organs:

• Vertebral body of the lumbar segment of the spinal col-
umn (University of Ljubljana, Faculty of Electrical Engi-
neering, Laboratory of Imaging Technologies7, 8)

• Entire spinal column (VerSe 2020: Large Scale Vertebrae
Segmentation Challenge 20209–11)

• Lung (2017 Lung CT Segmentation Challenge
Database12–14)

We modelled 20 lumbar vertebral bodies from the first
database, 48 thoracic and 28 cervical vertebral bodies from

the second dataset and 10 lungs from the third dataset. In the
validation process we calculated Dice coefficient -measuring
the overlapping between two volumes- by comparing our
model with the reference mask available in the datasets.
Dice coefficient reached an average of 91.9 ± 2.54% for
the lumbar vertebral body, 89.8 ± 3.09% for the thoracic
80.2 ± 5.25% for the cervical vertebral body, and 93.4 ±
0.97% for the lung model (comparison illustrated in Figure
4). In addition, we evaluated Hausdorff distance - quantify-
ing the accuracy of surface segmentation - for the vertebral
body model, achieving 2.28±0.67 mm, 1.94±0.47 mm and
3.67±2.25 mm on the 95% of the points for the lumbar, tho-
racic and cervical section of the spinal column respectively.

Figure 6 presents the achieved Dice coefficient for each
vertebral body in the validation dataset along with the av-
erage accuracy of all vertebra in the spinal column. On the
lumbar and thoracic section of the vertebral column the ac-
curacy shows a steady state around 90% with little fluctu-
ation. However, at the cervical part of the spine this score
degrades rapidly, falling below 75% in the worst case.

Figure 7 represents the maximum Hausdorff distance in a
similar form. This graph has a spike at C02 vertebra with an
average value of 18 mm, while in every other cases this score
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Figure 4: Lung model and reference segmentation compari-
son. Green: reference mask, red: model.

remains below 10 mm. The error is caused by the unique
shape of the C02 cervical vertebra.

The precision of the model is found to be accurate com-
pared to results published in papers dealing with similar
problems. Figure 5 shows the achieved Dice coefficient. Fig-
ure 8 presents the Dice coefficient with the vertebral body
model along with publication in this field, however, those
results cannot be directly compared with this research, since
our goal was to provide an easy-to-use geometrical model
which can be defined by limited number of markers. On the
other hand, most of the paper’s goal in this field is to model
as precisely as possible the organ.

To validate our model for clinical applications we per-
formed a small study on a database containing 39 patients’20

records. In this study we measured angles of the spinal
column commonly used in orthopaedic practice using our
model and medical systems for clinical applications (shown
in Figure 9).
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Figure 5: Box plot of the Dice coefficients
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Figure 6: Achieved Dice coefficient on the validation dataset

4. Conclusion

In the presented research, building blocks for geometric
models of human organs are defined making it possible to
easily create different organ models with associated process-
ing and optimisation. The organ models defined by the pro-
posed modelling approach enable rapid segmentation of or-
gans and automatic creation of medical diagnostic parame-
ters.

Due to the structure of the model, it is easier to model ro-
tational symmetric organs, -such as vertebral body, kidney,
tooth canal, etc-. As an additional limitation of the modelling
approach the necessary number of landmark points and sam-
pling planes would increase when modelling anatomical
structures with complex surfaces and lot of features. Such
organ would be the brain, vertebral processes, and so on.

As a subsequent step of the research additional organ
models will be defined and analysed in clinical segmenta-
tion studies.
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Figure 7: Achieved Maximum Hausdorff distance on the
validation dataset
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Abstract
Medical image segmentation means the identification of organs and anatomic structures in a 3D volumetric data.
Such data can be the result of a CT scan that determines the Hounsfield density at the sample points of voxels.
Formally, segmentation is the assignment of pre-defined labels to each voxel. Segmentation is a difficult task
and despite to the significant advance in this field thanks to deep learning techniques, it cannot be executed fully
automatically, and the medical doctor needs to review and correct the results. Because of the inherent uncertainties
and to resolve the conflict of different combined algorithms, we aim at a segmentation method that assigns not
only a label to a voxel, but the confidence values of the voxel’s belonging in each of the possible categories. This
confidence in the unit interval can be given either probabilistic or fuzzy interpretations, which lead to different
ways of computing it. In this paper, we propose a set of techniques that support the collaboration of automatic
segmentation algorithms and medical doctors, and discuss the comparative advantages of probabilistic and fuzzy
reasoning in such tasks.

1. Introduction

Medical image segmentation separates regions correspond-
ing to organs and other anatomic features, e.g. tumors, of
a 3D voxel data, and assigns a label from a pre-defined set
to each voxel 4. Image segmentation is an essential step if
surgical intervention is planned or organ dependent image
processing algorithms or classification tasks need to be exe-
cuted. Automatic image segmentation can use only the infor-
mation stored in the voxel array, which comprises the scalar
values of the individual voxels and the spatial relations of
voxels with different intensities. If the voxel data are the re-
sult of a CT measurement, the scalar values determine the
extinction coefficient of the X-Ray at the voxel location. As
photons likely scatter on electrons, the extinction coefficient
is proportional to the electron density. CT devices encode
the density in Hounsfield units, where vacuum corresponds
to Hounsfield unit −1024 and water to zero. It means that
air and lung have negative values, while soft tissue, muscle,
bone and blood with contrast material have increasing posi-
tive values. It is tempting to use only the scalar data to clas-
sify voxels, which leads to the method of thresholding. Its
main problem is that different organs have overlapping den-
sity range, the noise is usually greater than the differences
of the mean density, and there are no or just hardly visible

boundaries between different organs in many cases 6, 7. For
acceptable segmentation, we need to exploit global relation-
ships of density values as well as knowledge of the connec-
tivity of organs 1 and their spatial arrangement. These topo-
logical and arrangement information is the a-priori knowl-
edge of the human anatomy 2.

The complex structure of the information to be exploited
makes medical segmentation difficult, and there is no gen-
eral approach that is applicable for any organ, resolution or
noise level 3. Deep learning 8 offers to learn the segmentation
task by processing a huge number of training data. Using the
complete 3D volume as an input to the network makes very
high demands on the number of the training samples, the
complexity of the network, and the hardware used for learn-
ing and on-line evaluation, thus it is still more popular to
process only 2D slices of the 3D voxel array. Even in this
simplified 2D case, the gathering of the training samples is
a huge challenge. Anatomic variations caused by different
diseases further complicate the problem since these special
but medically crucial cases are typically not represented in
the training dataset.

Thus, robust solutions require multiple approaches, the
ensemble of deep learning techniques, traditional image pro-

105



L. Szirmay-Kalos / Probabilistic versus Fuzzy Segmentation of Volumetric Medical Data

cessing algorithms, and user interventions. Then, the chal-
lenge is the optimal fusion of the results of these techniques.
This paper examines this problem, with a special focus on
the interactive control of the medical user. The goal is to pro-
pose a system that requires minimal human interventions,
but allows the easy correction of the likely errors made by
classical or neural network algorithms.

2. Multi-label, multi-algorithm segmentation

When we have different algorithms to solve the same prob-
lem, while the user can also continuously suggest new solu-
tions, the conflict of different algorithms is inevitable, which
means that a different label is assigned to a voxel by different
methods. This conflict must be resolved by selecting the best
from the proposed solutions. The decision can use voting if
there are several competing results, or we can use the confi-
dence of the results to accept that one which has the highest
confidence. This leads to fuzzy or probabilistic segmenta-
tion when not just a single label is assigned to each voxel,
but a vector of confidence values of each possible labels.
Most of the combined methods modify only the confidence
values of a single label at a time. When it is done, a merging
step needs to be executed that finds the maximum confidence
and the corresponding label for each voxel. This is advanta-
geous when undo operations must also be implemented. It
is enough to save the confidence values of one particular la-
bel at a step addressing the segment of this label. When the
previous states are restored, the saved confidence array is
copied back to the active array and the merging operation is
executed. Both are very GPU friendly operations, thus they
work well in interactive environments.

The confidence values of voxels are in the unit interval,
thus they can be considered either as a probability that the
voxel really belongs to this segment or a fuzzy membership
function of the voxel with respect to this segment. We can
use both the tools of probability theory and the rules of fuzzy
logic. In the followings we compare these possibilities and
point out their advantages and disadvantages.

2.1. Seed based approaches

In seed based approaches the user draws strokes on 2D slices
of the 3D data or on the iso-surfaces in a 3D perspective
view. In both cases, the points of the strokes land on vox-
els, which become the seeds of the algorithm. Stroke S is a
collection of these seed voxels:

S = {vs1 , . . . ,vsm} .

Two types of strokes are used. Positive strokes indicate
that its seed voxels and other voxels that are connected to
them belong to the target segment. Negative strokes, on the
other hand, indicate that its seed voxels and other voxels sim-
ilar to them do not belong to the target segment.

Let us introduce some terminology and definitions to for-
mulate connectness and similarity 5.

Voxel v is a cube of spatial location ~rv and density dv.
We assume two voxels to be neighbors if they share a face
(6-connected neighborhood). Based on the densities of the
voxel and its neighbors, we can assign a strength Sv to each
voxel v. For example, the strength can express how far the
densities of the voxel and of its neighbors are from the mean
density of the target segment. Alternatively, the strength can
also be a increasing function of the number of neighbors that
also fall into the intensity range of the target segment.

The similarity of two voxels are represented by their affin-
ity:

A(~v1,v2) = Gv(|~rv1 −~rv2 |)Gd(dv1 −dv2 |).

where G(x) can be, for example,

G(x) = exp(−|x|/σ) .

In this formula σ is the standard deviation like quantity.
Affinity drops down quickly if the difference exceeds this
standard deviation. This affinity is not a probability density
since it does not integrate to 1, but it is in the [0,1] interval
and thus can be regarded as a probability. It makes sure that
a voxel has affinity 1 with itself. The affinity is also symmet-
ric.

The probabilistic interpretation of the affinity is the prob-
ability that voxel v2 belongs to segment l provided that v1
already belongs to this segment. The fuzzy interpretation is
the membership function of voxel v2 in set l where v1 be-
longs to set l with membership 1.

Let us form paths P j from start voxel vs to end voxel ve
via a sequence of neighboring voxels

P j = v( j)
1 , . . . ,v( j)

n j ,

and consider the path strength representing how strongly
the start and the end points are tied by this path. The path
strength can depend on the voxels of the path and on the
affinities of consecutive voxels.

Using probabilistic interpretation we can consider a walk
along the path when the survival probability at a voxel is its
strength and the survival probability of jumping from a voxel
to its neighbor is their affinity. This way, the probability of
reaching the destination from the start if all survival events
are statistically independent:

Pr{P}=A(vs,v1)Sv1A(vn,ve)Sve

n−1

∏
i=1
A(vi,vi+1)S(vi+1).

The advantage of this product form and the application of
Gaussian to express the individual probabilities is that the
computation of the path strength can be executed with a sin-
gle exponential function evaluation after just summing the
exponents term along the path.
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The fuzzy logic interpretation of the path strength is the
membership value of the end point in the fuzzy set where the
start is located with full membership. As we advance along
the path, the next voxel’s membership is determined as the
minimum of the fuzzy membership of the previous point and
the affinity of the two points. The minimum operation is the
consequence of the fact that we consider the intersection of
two sets, the set of voxels reachable from the seed and the
set of voxels reachable from the last point.

Summarizing the fuzzy measure of the path strength is the
minimum, i.e. the weakest link:

µ(P)=min{A(vs,v1)Sv1 ,A(v1,v2)S(v2), . . . ,A(vn,ve)Sve} .

Comparing the probabilistic and the fuzzy interpretations,
we note that the probabilistic interpretation assigns the prod-
uct of individual affinities to the path strength, while the
fuzzy approach the minimum, i.e. it selects the weakest link
in the chain. The fuzzy approach cannot take into account
the length of the path.

A voxel can be reached from the seeds possibly via many
routes, and the connectivity of the voxel to the seeds of the
stroke is a combination of the strengths of all paths.

According to probabilistic reasoning, the connectivity of
the target point is the probability of reaching the end point
from one of the seeds via one of the paths, when the start
seed and the potential path are also selected randomly. Thus,
to define the connectivity, we should also specify the proba-
bility density of the starting seed and the path. A reasonable
choice is to select that seed and path with probability 1 which
result in the highest path strength. Using this assumption, the
connectivity of voxel v to the set of seeds is the maximum of
path strengths:

C(v,S) = max
j

Pr
{
P j
}
.

The fuzzy interpretation considers the union of two sets,
thus also uses the maximum of path strengths:

C(v,S) = max
j

µ(P j).

The segmented object is identified by multiple strokes,
thus the connectivities of a voxel to the seeds must also be
combined as new strokes are introduced. In the probabilis-
tic interpretation we have two strokes S1 and S2 with their
respective probabilities C(v,S1) and C(v,S2) of connections
to voxel v. As both strokes identify the same segment, the
confidence or trust factor of voxel v being in this segment l
is the probability that voxel v is connected to the union of
strokes:

Kl(v) =C(v,S1∪S2) =C(v,S1)+C(v,S2)−C(v,S1)C(v,S2)

since the connections to the two strokes are statistically in-
dependent.

According to fuzzy logic, we should consider the union of
two fuzzy sets corresponding to the two strokes

Kl(v) =C(v,S1∪S2) = max{C(v,S1),C(v,S2)} .

If we have more than two strokes, the same formulas
should be applied repeatedly. Again, there is a significant
difference between the probabilistic and the fuzzy interpre-
tations. If we apply the same (or very similar) strokes twice,
the fuzzy interpretation does not modify the confidence lev-
els since no new information is introduced. However, from
the point of view of the medical doctor, placing the same
stroke many times has indeed the meaning that this effect
should be strengthened, which is exactly the case in the prob-
abilistic formula.

With negative strokes, we can erase or weaken segmenta-
tion associated with the target label l. This operation reduces
the confidence values of the target segment, then the merging
operation decides whether the reduced confidence of this la-
bel is smaller than the confidences of other labels, and if this
is the case, the crisp segmentation is also altered. The stroke
may be on voxels of the target label l or on voxels of other
labels. The magnitude of the reduction of the confidence in
the target label is calculated from the path strength between
the seeds and the voxels.

Suppose that we have the confidence map Kl(v) associ-
ated with segment l, and a negative stroke S− is made. Using
the probabilistic model, Kl(v) is the probability of v being in
segment l. This probability is the result of strokes S+ made
so far, and the current negative stroke declaring voxel v not to
be in segment l with probability C(v,S−), which is the con-
nectivity between the seeds of this negative stroke and this
voxel. The new probability that v is in segment l assuming
that the path survivals are statistically independent:

Kl(v) = C(v,S+∩ S̄−) =C(v,S+)C(v, Ŝ−)

= Kl(v)(1−C(v,S−)). (1)

The fuzzy interpretation takes the minimum of the two
membership functions:

Kl(v) = C(v,S+∩ S̄−) = min
{

C(v,S+),C(v, Ŝ−)
}

= min
{

Kl(v),C(v, Ŝ−)
}
. (2)

3. Computing the connectivity maps

To update the confidence map of the target label after a pos-
itive or a negative stroke, we need the connectivity map of
this stroke. For each voxel, the connectivity map contains
the strength of the highest connectivity path between a voxel
and one of the seeds. Such tasks can be solved by a variant
of the Dijkstra’s breadth first search algorithm. When im-
plemented on a regular grid, it is also called fast marching
algorithm. The algorithm starts at the seeds and propagates
the seed connectivity to neighboring voxels like wavefronts.
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At a step of the algorithm, voxels are in three possible parti-
tions:

• inner voxels, which have already been visited and their
connectivity has already been assigned.
• outer voxels, which have not been visited yet or are not

connected to the seeds.
• boundary voxels, which have been detected to be con-

nected, but their connectivity is not final yet.

These partitions always satisfy two important relations:

• The connectivity of boundary and outer voxels cannot be
larger than the maximal connectivity of inner voxels.
• The inner and boundary contain the maximum connectiv-

ity neighbors of each inner voxel.

Because of these properties, if the maximum connectivity
voxel of the boundary is assigned to the inner region and the
maximum connectivity neighbor of this voxel is added to the
boundary, then the algorithm will assign voxels to the inner
region in the order of decreasing connectivity.

Boundary 

Outer 

Inner 

Boundary voxel with 

highest connectivity 

Seeds 

Boundary 

Outer 

Inner 

Voxel becomes 

inner 

Highest connectivity 

neighbor becomes 

boundary 

Seeds 

Figure 1: Wavefront of boundary separating inner and outer
regions. Upper: locating the boundary voxel with highest
connectivity. Lower: moving the located voxel to the inner
region and adding its maximum connectivity not inner neigh-
bor to the boundary region.

4. Implementation

The algorithmic implementation gets a stroke S and the tar-
get label l (Algorithm 1). It temporarily builds up the con-
nectivity map of this stroke C[v], and modifies two other
global voxel arrays, Kl [c] stores the confidence values of seg-
ment l and L[v] the labels themselves. These global maps are
updated during merging of the confidence maps of the target
segment and may determine the global labeling and confi-
dences. Algorithm 1 describes the probabilistic model. The
fuzzy approach would be similar, but in merging of positive
strokes (line 8) the maximum of Kl [c] and C[c] is taken, in
merging negative strokes (line 10) the minimum, and in the
calculation of the connectivity, the minimum of connectivity
C[c] and affinity with strength A(c,e) · S(e). When merging
decides that some other segment has the highest confidence
in a voxel (line 11), then expanding the connectivity map of
the current stroke also stops. Looking at the maps of other
segments helps reduce leaking errors.

Algorithm 1 Computation of the connectivity map C taking
stroke S and target label l.
1: procedure CONNECTIVITYMAP(S, l)
2: for each voxel v do C[v]← 0

. Clear connectivity map
3: for each seed v in stroke S do
4: C[v]← 1
5: boundary.Add(v,1)
6: while C[c] 6= 0 do . Outer and boundary are not empty
7: if positive stroke then . Merging voxel c
8: Kl [c]← Kl [c]+C[c]−Pl [c] ·C[c] . Positive stroke
9: else

10: Kl [c]← Kl [c] · (1−C[c]) . Negative stroke
11: if Kl [c]≥ KL[c][c] then . This segment wins
12: L[c]← l . Set crisp label L to current segment
13: . If this label does not win, do not use it as seed
14: for each e from potential neighbors of c do
15: if e is not already in the inner region then
16: Ce←C[c] ·A(c,e) ·S(e)
17: if e is not in boundary then
18: boundary.Add(e,C[e])
19: else
20: boundary.Update(e,C[e],Ce)
21: C[e]←Ce

22: (c,C)← boundary.Get(v,1)
return C

The algorithm heavily uses the data structure called
boundary that stores the voxels in the current boundary re-
gion and has three main operations (Figure 2):

• Add(v,C): adds voxel v to the boundary and stores its con-
nectivity value C.

• Get(): Gets and removes that voxel v with connectivity C
which has the maximal connectivity value in boundary.

• Update(v,Co,Cn): Changes the connectivity value of voxel
v from old value Co to new value Cn. It may seem redun-
dant to specify the old value, but this can be exploited to
speed up the operation.
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Figure 2: Boundary data structure: It is an array of lists,
where the array is addressed with the quantized connectivity
value. Retrieving and removing the voxel of maximum con-
nectivity means the identification and deletion of the first el-
ement in the list of the highest non-empty bin.

The efficiency of these operations are crucial while we can
allow some approximations in the connectivity values. The
Get operation retrieves the maximum value of a set, and by
calling Add or Update, the maximum element can change.
To implement addition and retrieval efficiently, we use bin-
ning (Figure 2). The boundary data structure is an array of
lists, where each list stores voxels having the quantized con-
nectivity. We chose 24 bit quantization. Finding the list of
voxels of a given connectivity is an array indexing, which is
a constant time operation. To skip empty bins, and to make
the maximum search independent of the number of bins as
well, we maintain two indices, selecting the highest and low-
est occupied bins. Adding means locating the bin and adding
the current voxel to the front, and setting the minimum and
maximum indices to the minimum and maximum of their
previous values and the current connectivity. Locating the
list of the maximum value is also an array indexing, i.e. a
constant time operation, and as all list elements have the

same connectivity, we can take the first element of the list. If
this list becomes empty after removing the first element, the
minimum and maximum indices should be updated, which is
linear in the number of bins. This step can further be speeded
up by storing the non-empty bins in a list.

Update operation first locates the voxel using its old con-
nectivity and then searching the corresponding list. This
search could be speeded up by a heap or a hash table us-
ing the voxel coordinates, but it is better if we ignore the
removal part of this step completely, and Add the element
again redundantly. This does not pose problems since when
the redundant element is retrieved, it is already in the inner
region, which can be detected by an array lookup (line 17).

5. Results

The algorithm has been tested on CT data of 5123 resolution.
Figure 3 shows the segmentation of the blood with contrast
material and bones. This is challenging since the two materi-
als have completely overlapping density range, and the aorta
and veins touch the spine and bones at several locations, thus
their separation needs human intervention. An interactive al-
gorithm has been proposed that can efficiently correct the
results of automatic algorithms with user interventions.

6. Conclusions

In this paper, we investigated the ways of handling uncer-
tainty during semi-automatic segmentation of 3D medical
data.
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Abstract
Critically ill patients frequently experience acute insulin resistance (low insulin sensitivity) manifesting as stress-
induced hyperglycemia, especially in the early stages of the treatment. Glycemic control can be applied to nor-
malize these patient’s blood glucose level. High inter/intra-patient variability makes glycemic control challenging
and negatively affects modeling accuracy. Stochastic TARgeted (STAR), a model-based glycemic control, directly
manages this variability using model-based insulin sensitivity (SI) and a second model of its variability.
This study analyses insulin sensitivity, blood glucose levels, modeling accuracy, and compares data between the
first five days of treatment. Using clinical data of 50 patients treated with STAR in Christchurch Hospital, New
Zeeland, insulin sensitivity, blood glucose, and fitting error are analyzed and compared in the first five treatment
days. Results show that insulin sensitivity is lower in the first 24h compared to the four successive days. Blood
glucose levels were higher which matches the clinical expectation, this resulted in a higher fitting error in the first
24 hours compared to the next treatment days following the same trend.
Patients in the early stages of ICU have low insulin sensitivity and high blood glucose levels, as expected, given
the stress response physiology, which negatively affects modeling accuracy. Given the results, implementing a
customized model-based control designed differently for the early phase of patient treatment can better handle
patients’ variability and increase modeling accuracy.

Keywords: Blood glucose; Glycemic control; STAR; Insulin resistance; Insulin sensitivity; ICU.

1. Introduction

Effective glycemic control showed a promising improve-
ment in the outcomes in critically ill patients. However, it
was always hard to achieve consistent results 1 due to pa-
tients’ intra-and-inter variability.

Patients in their early stage of treatment after ICU admis-
sion due to stress often experience insulin resistance (low
insulin sensitivity), resulting in high blood glucose levels
(hyperglycemia), and high patient’s state variability making
glycemic control challenging in the intensive care unit 2.

In this paper, we used patient data of 50 patients from the
Hospitals’ ICUs: New Zeeland treated by STAR protocol.
Stochastic TARgeted (STAR) is a Glycemic control proto-
col that models patient-specific intra-and-inter variability 3.
STAR is driven by a model-based, insulin sensitivity (SI)
used as a key parameter to assess the patient variability. It

is built on the clinically validated Intensive Control Insulin-
Nutrition-Glucose (ICING) model used to characterize the
fundamental Glucose-Insulin system dynamics.

We analyzed patients insulin sensitivity, blood glucose
levels and fitting error in the first 5 days of their treatment,
and the aim of this work is to examine the impact of low in-
sulin sensitivity and hyperglycemia on modelling accuracy
especially in the early stages of the treatment (first 24h hours
of patient ICU admission) compared to the rest of the treat-
ment time.

This study initiates the idea of implementing a customized
model-based control explicitly designed for the early phase
of patient treatment that can effectively handle patients’ hy-
perglycemia and insulin resistance and increase modelling
accuracy.

WAIT: Workshop on the Advances in Information Technology, Budapest, 2022
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2. Methods

2.1. ICING model

STAR protocol relies on the Intensive Care Insulin-
Nutrition-Glucose (ICING) model to simulate the funda-
mental metabolic dynamics of the human body 4. Three main
out of 7 equations are represented:

dG(t)
dt

=−pGG(t)−SI(t)G(t)
Q(t)

1+αGQ(t)
+

P(t)+EGP−CNS
VG

,

(1)

dQ(t)
dt

= nI(I(t)−Q(t))−nC
Q(t)

1+αGQ(t)
, (2)

dI(t)
dt =−nK I(t)−nL

I(t)
1+αI I(t) −nI(I(t)−Q(t))+ uex(t)

VI

+(1− xL)
uen(t)

VI

(3)

The model parameters, the inputs variables, and their de-
tailed description can be found in 4.

2.2. Clinical Data

Clinical data of 408 patients that contain patient’s per-
sonal information, blood glucose measurements, and in-
sulin/nutrition treatment was collected from Christchurch
Hospital, New Zeeland 5.

Patients with a treatment period of less than 5 days were
excluded. This resulted in 50 patients’ data record on which
the analysis was conducted.

2.3. Insulin Sensitivity

Insulin sensitivity (SI), the primary key parameters uniquely
identified from clinical data on an hourly basis and patient
variability is assessed by the hour-to-hour change in SI lev-
els. Low values of SI indicate insulin resistance and the need
to either add insulin or reduce nutrition to achieve lower
glycemic levels.

Clinical data including two last BG measurements, in-
sulin/ nutrition inputs, and ICING model Equations (1)-(7)
is utilized to identify SI on hourly bases using the integral-
based method 6.

2.4. Fitting error

STAR modeling accuracy was measured by calculating the
fitting error, which is the absolute difference between the
measured blood glucose and the simulated BG, and it is de-
fined in percentage

2.5. Analyses

We analyzed the patient’s insulin sensitivity identified by
STAR, the measured blood glucose levels during the treat-
ment, and the calculated fitting error. We compared values
between the first 5 treatment days.

3. Results

3.1. Insulin sensitivity

Figure 2 shows the cumulative distribution function of in-
sulin sensitivity (SI) of all patients under the New Zeeland,
in the first 5 treatment days. Based on SI mean values re-
ported in Table 2, the lowest value was at the first 24h com-
pared to the next four days of the treatment, as low as 2.73
10−4 and mean values go up on the 2nd day.

Figure 1: CDF SI values in the first 5 days of treatment

Time period Mean value

First 24h 2.73 10−4

24-48h 3.33 10−4

48-72h 2.84 10−4

72-96h 3.20 10−4

96-120h 3.65 10−4

Table 1: SI values (L/mU/min) comparison between the first
five days of treatment

3.2. Blood glucose

Figure 4 shows the cumulative distribution function of Blood
glucose (BG) of all patients under the New Zeeland, in the
first 5 successive treatment days. Based on BG mean values
reported in Table 4, the highest BG mean value was at the
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first 24h compared to the next four days of the treatment, as
high as 8.7 and values start droping on the 2nd day.

Figure 2: CDF of BG in the first 5 days of treatment

Time period Mean value

First 24h 8.7
24-48h 8.1
48-72h 8
72-96h 8
96-120h 7.64

Table 2: BG values (mmol/L) comparison between the first
5 days of treatment

3.3. Fitting error

Figure 4 shows the cumulative distribution function of fitting
error (%) of all patients under the New Zeeland, cohort in
the first 24h compared to SI in the four successive treatment
days. Based on mean values reported in Table 4, the highest
error mean value was at the first 24h compared to the next
four days of the treatment, as high as 3.9%, and values start
to drop on the second day.

Number of measurements where fitting error was more
than 10% (HE%) are higher in the first 24h compared to the
four successive days starting from 9% and dropping to 2.8%
on the fifth day.

Figure 3: CDF of fitting error in the first 5 days of treatment

Time period Mean value HE%

First 24h 3.9 9
24-48h 2.7 3.9
48-72h 3 6
72-96h 2.6 3.8
96-120h 2.4 2.8

Table 3: Fitting error (%) comparison between the first 5
days of treatment

4. Discussion

From the distribution of identified SI values and BG mea-
surements of New Zealand cohort, there were noticeable dif-
ferences between the first 24h and the successive 4 days.
where the lowest SI values and the highest BG values were
always in the first 24h.

These differences may also reflect patient’s state in the
incidence of greater complexity and level of critical illness,
such as incidence of severe sepsis, in some patients, which
can occur from the areas and types of patients treated, as
well as from treatment selection or treatment failure bias.

Early occurrence of hyperglycemia episodes is likely due
to the surge in EGP seen particularly in severe sepsis and
septic shock patients in the first 12-24 hours of the stay 7, 8

This behavior matches clinical expectations and is due to
stress 9, often seen in the first 24 hours of stay, particularly
in severe sepsis and septic shock patients, all of which match
the metabolic variability seen in the first 24h of stay. Thus,
this phenomenon’s occurrence qualitatively matches broad
clinical expectations.

fitting error is higher in the first 24h following the same
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pattern, which indicates a correlation between Low SI, High
BG, and High fitting error. this may happen because of the
patient’s high variability and treatment limitations.

5. Conclusions

Patients in the early stages of ICU have low insulin sensi-
tivity and high blood glucose levels, as expected, given the
stress response physiology. Results align with the clinical
expectations were the lowest insulin sensitivity values and
the highest blood glucose levels tend to be in the first 24h in
all cohorts which as shown negativly affects modeling accu-
racy. Given the results, implementing a customized model-
based control designed differently for the early phase of pa-
tient treatment can better handle patients’ variability and in-
crease modeling accuracy.
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Abstract
We start with a heuristic evasion strategy for a holonomic evader. We demonstrate that a nonholonomic evader
achieves suboptimal results - possibly getting captured -when following this strategy. We propose a distance metric
based on the suicidal pedestrian game, which incorporates kinematic constraints. Then we use this metric in place
of the distance of the pursuers. The resulting evader strategy is suitable for a car-like evader.

Categories and Subject Descriptors (according to ACM CCS): I.2.1 [Artificial Intelligence]: Games

1. Introduction

Pursuit-evasion games - and generally, differential games -
can be handled with three basic approaches. The first is the
classical analytic way developed by Isaacs1. This approach
may provide us with the optimal trajectories and strategies
of relatively simple games, but it is often infeasible if the
game is complex. The second approach is the numerical way,
providing an approximate solution at an exponentially in-
creasing computational cost2. The third possibility is to ex-
plicitly devise strategies for the participants of the game and
simulate them3. This heuristic approach has the lowest cost
and the lowest quality outcome - it is preferable for high-
dimensional, complex games where the first two approaches
cannot be used.

The game we have been researching is played by one
evader and three slower pursuers in an unbounded and
obstacle-free plane. For this escape problem to be nontriv-
ial, the three pursuers need to have surrounded the evader at
the outset. We have devised a purely heuristic evader strat-
egy for this game4, and later, heuristic strategies for both
parties5 based on the optimal solution of the two-pursuers
subgame6, 7. Previous research was done concerning exclu-
sively holonomic agents.

In this work, the evader is nonholonomic: it may not move
sideways and has a minimal turning radius. Thus, it follows
the simplest car model. Kinematic constraints like these have
already been researched by Isaacs1. The works of Meier and

Salmon 8, 9 and later Exarchos, Tsiotras and Pachter are most
relevant now10, 11: they have thoroughly examined the sui-
cidal pedestrian game (SPG), where a holonomic pursuer
(the pedestrian) tries to capture (hit) a faster nonholonomic
evader (the car). In our case, there are multiple pedestrians.
The relatively simple solution of the one-on-one game will
be incorporated in the heuristic strategy4 as a distance met-
ric.

The article is organized as follows. First, we summarize
the solution of the SPG in section 2. Then, we formulate the
three-pursuer game in section 3. An improved version of our
heuristic evader strategy4 is discussed in section 4. In sec-
tion 5 we further improve this strategy by incorporating the
nonholonomic kinematics of the car-like evader. A summary
of our work can be read in section 6.

2. The suicidal pedestrian game

In the suicidal pedestrian game1, a holonomic but slower
pursuer tries to capture a faster car-like evader. The game
is played on an unbounded plane without obstacles. The co-
ordinates of the agents are marked with x and y, with the
subscripts corresponding to the evader (E) and the pursuer
(P).
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ẋP = vP cosφ

ẏP = vP sinφ

ẋE = vE cosψ

ẏE = vE sinψ

ψ̇ =
vE

R
u u ∈ [−1,1]

(1)

The pursuer’s control is its direction, φ∈ [0,2π), whereas the
control of the evader is the turn coefficient u connected with
the change of its direction ψ ∈ [0,2π). The velocities of the
agents are denoted with v and the appropriate subscript. The
minimum turn radius of the evader is R.

We only deal with scenarios resulting in evasion, and the
game’s payoff is the minimal approach distance - the closest
the agents get. The evader tries to maximize, and the pursuer
tries to minimize

J = min
t∈[0,T ]

√
(xP(t)− xE(t))2 +(yP(t)− yE(t))2

It is not necessary to define the final time T : at some point,
the evader will face away from the pursuer, and their distance
will only increase from thereon.

The Value of the game, V , is a real-valued function over
the five-dimensional state-space of the game. It corresponds
to the payoff, achieved through optimal play on both sides,
starting from the given states (xP,yP,xE ,yE ,ψ). We are look-
ing for this function. Instead of evolving optimal trajectories,
we will directly give the optimal strategies and an algorithm
to calculate V .

The optimal strategy of E is trivial: it takes the sharpest
turn away from the pursuer. If the pursuer is in front of the
evader, the latter chooses turn direction arbitrarily. If the pur-
suer is behind the evader, the latter moves straight. More pre-
cisely:

u =



−1 if

[
cosψ

sinψ

]
×−→EP > 0

1 if

[
cosψ

sinψ

]
×−→EP < 0

−1 or 1 if

[
cosψ

sinψ

]
×−→EP = 0 and

[
cosψ

sinψ

]
−→
EP > 0

0 if

[
cosψ

sinψ

]
×−→EP = 0 and

[
cosψ

sinψ

]
−→
EP < 0

(2)

Following Meier’s work8, the pursuer’s optimal strategy
is straight movement along the tangent to the circle with ra-
dius RvP/vE that is concentric with the evader’s circular path
(with radius R). Such tangents meet the evader’s path in a γ

angle, where γ = cos−1 vP
vE

. This leads to the observation that
if the pursuer is behind the evader, inside the symmetric cone
with 2γ angle, the pursuit is trivial: the distance will only in-

O

P

E

A

B

V

Trivial region

Evader's path

Pursuer's path

Figure 1: Optimal strategies of the suicidal pedestrian
game, nontrivial case, the pursuer is on the left.

crease; hence the payoff is the actual distance. Fig. 1 depicts
the optimal strategies.

We will use the notations of fig. 1 for calculating V . If P is
inside the trivial region, the Value is simply the distance of
the agents. Otherwise, we first need to determine the turn di-
rection of E using (2) - right on the figure. Then, the center
point O of the turning circle (with radius R) can be calcu-
lated.

Since BOP is a right triangle,

∠BOP = cos−1

(
r

|−→OP|

)

where r = Rvp/ve is the smaller circle’s radius and |−→OP| de-
notes the length of vector

−→
OP. Angle ∠BOA is easily shown

to be γ: its cosine is the ratio of the radii. We know P, O, and
E, hence we can calculate ∠POE. Note that, although it is
positive on the figure, ∠POE can be negative. Then,

∠AOE = ∠POE +∠BOP−∠BOA

and the time of closest approach is

t =
R∠AOE

ve

Knowing ∠AOE we can calculate point A, and the Value is

V = |−→PA|− tvp

This algorithm can be conducted similarly for a left turn;
only the calculations of O and A differ.
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3. The three-pursuer game

In this pursuit-evasion game, there are three pursuers indi-
cated as P1,P2,P3, and one evader E in an unbounded plane
with no obstacles. All four agents have constant velocities:
vp for the pursuers and ve for the evader, with vp < ve.
The pursuers are holonomic; they can change direction in-
stantaneously. Their control input is the direction of move-
ment, given as the positive angle from the x axis, φi ∈ [0,2π)
for i ∈ {1,2,3}. The evader, however, is nonholonomic: the
change of its direction is bounded, and it has a minimum
turn radius R. Its control is the turn coefficient u. The state
equations are similar to (1):

ẋP,i = vP cosφi

ẏP,i = vP sinφi i ∈ {1,2,3}
ẋE = vE cosψ

ẏE = vE sinψ

ψ̇ =
vE

R
u u ∈ [−1,1]

(3)

The goal of the game is also similar as in section 2: min-
imization and maximization of the minimal approach dis-
tance,

J = min
t,i

di(t) i ∈ {1,2,3} t ∈ [0,T ]

with

di(t) =
√

(xP,i(t)− xE(t))2 +(yP,i(t)− yE(t))2

i ∈ {1,2,3} t ∈ [0,T ]

The game starts in time instant t = 0 with the evader en-
closed in the pursuers’ triangle. It ends at t = T where T
is suitably big such that the distance of the evader from the
pursuers will not decrease later on.

In this game we define capture: the game ends with a pay-
off J =−∞ if, at any time t, for any pursuer Pi, di < dc. The
value dc is called capture distance. In a scenario with a car,
dc could be considered the smallest circle drawn around it.

3.1. Reference pursuer strategy

The evader strategies we develop in this work will be tested
against our pursuer strategy presented in 20215 which we
briefly summarize here. This strategy is dubbed suboptimal
pursuer strategy or subgame-optimal strategy.

If an evader is surrounded by pursuers, it has to cross be-
tween any neighboring two to exit their polygon and escape.
The evader chooses the pair of pursuers to break out between
- and thus their crossing subgame, excluding the third pur-
suer. The evader will choose the most favorable subgame:
the one with the highest maintainable distance (Value).

We can calculate the solution to the game of crossing12, 13.

The suboptimal or subgame-optimal pursuer strategy in the
three-pursuer game is the following. In each cycle, calculate
the solution of all three crossing games. If none are solvable,
implement pure pursuit. If multiple are solvable, implement
the optimal action of the subgame with the highest Value
- the one the evader will presumably choose. For stability
reasons, if the Values of the subgames are close, a logistic
mixture of the optimal strategies is applied.

3.2. Simulation setup

In the following, we will test different versions of the evader
algorithm against the previously introduced reference pur-
suer algorithm. All tests will be conducted with the same
parameters: the sampling time of the simulation is 0.01s,
the velocities of the agents are vp = 1m/s and ve = 1.3m/s.
The initial coordinates of the evader are xE(0) = 0 and
yE(0) = 0. If the car-like model is applied, the initial heading
is along the x axis: ψ(0) = 0, and the minimum turn radius is
R = 0.13m†. The pursuers are initially at a 4m distance from
the evader, distributed evenly around it at 0.5, 2π/3+ 0.5,
and 4π/3+0.5 radians (measured from the x axis in the pos-
itive direction). Capture distance is dc = 0.2m.

4. The holonomic evader strategy

Our heuristic evader strategy4 is based on the observation
that the closer the evader is to a pursuer, the more influence
it has over the angle of their line of sight4. Hence it is rea-
sonable to apply the following three phases:

• Approach: mark the closest pursuer as Pi and move to-
wards it until the distance is lower than a d0 parameter

• Bypass: mark the farther neighboring pursuer as Pj, and
move perpendicularly to the line of sight to Pi in the di-
rection of Pj, until Pi, Pj, and E are forming a line

• Escape: move perpendicularly to the line connecting Pi
and Pj

The parameter d0 will be the same almost always throughout
this work: d0 = 2dc.

This strategy works well against pursuers implementing
an extended parallel guidance strategy14. However, the al-
gorithm works poorly against other pursuer strategies that
might try to capture the evader during the bypass phase. An
example is shown in fig. 2. We now make a slight modifica-
tion to this strategy so that it controls the distance from the
pursuers while bypassing.

4.1. Adding distance control

We introduce correction terms for Pi and Pj that will modify
the direction of the evader, forming a proportional controller.

† Note that these values are not intended to represent a car
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János Szőts and István Harmati / A Distance Metric for Nonholonomic Evasion

-4 -2 0 2 4

x [m]

-3

-2

-1

0

1

2

y
 [

m
]

evader

pursuer1

pursuer2

pursuer3

Figure 2: A simulation run with the base evader strategy and
the suboptimal reference pursuers, ending in capture after
1.84 seconds. The dots mark the endcoordinates.

These terms are based on the distances in the following way
and then bounded:

δi =±
π

2
d0−di

dc

and for Pj similarly. The sign is such that if δ is positive, it
turns the evader away from the pursuer. This causes no cor-
rection when the distance is equal to d0 and a π/2 correction
when the distance is d0−dc, which is dc in this case. Conse-
quently, if the distance di shrinks to dc, the evader will move
straight away from Pi (noting that it would originally move
perpendicularly in the bypass phase and neglecting the δ j
term). Upper and lower bounds have to be applied to these
terms, depending on the phase and the role of the pursuer.

In the bypass phase, the evader wants to keep di = d0. If
it grows higher, the controller should act to reduce it. Hence
the bounds for δi are −1 and 1 - in an extreme case, the
evader could turn right towards the pursuer. The distance
from Pj should be higher than d0, so the controller term re-
garding d j is one-sided: δ j has a lower bound 0, and an upper
bound 1 - only turning away from Pj is meaningful.

In the escape phase, the evader no longer wants to keep
Pi close; hence both correction terms have the lower bound
0 - the controller will only turn the evader away from the
pursuers. Of course, turning away from one of the pursuers
means turning towards the other, but such only happens if
the latter is farther. For example, when di = d j < d0, the
correction terms cancel out.

Fig. 3 shows the effect of the controller: the evader is now
able to maintain distance and thus escape from the subopti-
mal pursuers.
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Figure 3: A simulation run with the distance-controlled
evader strategy. Minimal approach is 0.30 meters. The dots
mark the endcoordinates.

4.2. Experiments with a car-like evader

The evader strategy assumes a holonomic evader; hence, its
output is a direction ψd . A car-like agent needs the turning
coefficient u instead. The evader’s action will be such that
its movement direction equals ψd in the next timestep if this
is possible. Otherwise, the best it can do is apply the maxi-
mal turn coefficient with the appropriate sign - turning in the
direction in which the agent has to turn less.

Fig. 4 demonstrates that the evader applying the same
strategy with the same d0 parameter leads to capture. Simply
increasing d0 leads to escape, but also an unnecessarily big
turn, shown in fig. 5.

5. The nonholonomic evader strategy

We now make just a slight modification: we replace di and d j
with Vi and V j, the Values of the suicidal pedestrian games
with the corresponding pursuers. Therefore, the end of the
approach phase will be checked as d0 ≶ Vi, and the calcula-
tion of the correction terms modifies to

δi =±
π

2
d0−Vi

dc

The V Values will also be named SPG-distance.

As a result, the evader has a good approximation of how
much closer the pursuer can get while the evader makes the
90 degree turn (between the approach and bypass phases).
As a result, the trajectory will be smooth and practical, as
seen in fig. 6.

One simple reason why using the SPG Value as a distance
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Figure 4: A simulation run with a car-like robot following
the distance-controlled evader strategy. Capture occurs after
1.83 seconds. The dots mark the endcoordinates.
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Figure 5: A simulation run with a car-like robot following
the distance-controlled evader strategy with d0 = 4dc. The
dots mark the endcoordinates.

-3 -2 -1 0 1 2 3

x [m]

-3

-2

-1

0

1

2

3

y
 [

m
]

evader

pursuer1

pursuer2

pursuer3

Figure 6: A simulation run with a car-like robot using the
SPG-distance metric. Closest approach is 0.30. The dots
mark the endcoordinates.
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ing the pursuit.
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metric works is that it is always lower or equal to the actual
distance, as seen in fig. 7, making the evader start the by-
pass phase earlier. However, it does more than that; note the
bend in the SPG-distance of P1 in the 146th cycle. In this
cycle, the bypass phase begins, and the evader starts to turn
away. While doing so, the actual distance continues to drop.
Its lowest value was well approximated by the SPG-distance
at the end of the approach phase (in the bend). The SPG-
distance increases slightly during this transition due to the
pursuer not playing optimally regarding the suicidal pedes-
trian game.

6. Conclusions

In this work, we extended our previous heuristic evader strat-
egy with a proportional controller to make it feasible against
arbitrary pursuer strategies. More importantly, we presented
a simple partial solution to the suicidal pedestrian game and
incorporated it in our evader strategy such that it is appropri-
ate for evaders with simple car-like kinematics.

The suicidal pedestrian game proved to be a useful base
for holonomic-nonholonomic interactions. Using its Value
as a distance metric supposedly translates well to other
problems involving car-like agents and distance-dependent
strategies.
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Abstract
Using mobile robots to collect data from wireless sensor network can reduce energy dissipation and this way
improve network lifetime. Our problem is to plan paths for unicycle robots to visit a set of sensor nodes and
download data on a sensing field with obstacles while minimizing the path length and the collecting time. Recon-
structing the path of an intruder in a guarded area is also a possible application of this technology. During path
planning we greatly emphasize the handling of obstacles. If the area contains many or large obstacles, the robots
may spend many time for avoid them so this is a critical point of finding the minimal path. This paper apply a
new approach for handling obstacles during path planning. To design the visiting sequence of nodes while also
handling obstacles a new algorithm is developed.

Categories and Subject Descriptors (according to ACM CCS): I.2.9 [Artificial Intelligence]: Robotics

1. Introduction

Nowadays there is a more and more common need for con-
tinuous data collection on a specified area. The simplest way
for such data collection is using wireless sensor networks
(WSN) 1 2. The remote data sending is uses many energy
and this deteriorates network lifetime. For this reasons the
data transmission is executed by data collection robots 3 4.
However, the robots has limited velocity and this way the
data delay is significantly increasing. Since transmitting over
a short distance is more reliable than long distance, using
robots improves the data collection rate. Further, in terms of
security, sending mobile sinks to collect data is more secure
than transmitting via multihop communication 5. This may
be important in some military applications. In paper 6 the au-
thors raise and solve a problem of viable path planning for
data collection unicycle robots in a sensing field with obsta-
cles. In this paper first we summarize 6 and then we describe
our new concepts for the solution.

The data collection is realized by unicycle Dubins-car 7,
which can only move with constans velocity and bounded
angular velocity, so it can move only on straight lines and
turn with bounded turning radius. The robots must visit all
sensing nodes and then return to the base station and upload
the collected data. Path planning for the robots is a crucial
problem since the constructed paths directly relate to the per-
formance such as the delivery delay and energy consumption
of the system. In a sensing field there are obstacles as well

and the robots must not collide with them. For successful
path planning it is necessary to determine the criteria of an
adequate path. In paper 6 the authors define a viable path
which is smooth, collision-free with sensor nodes/base sta-
tion and obstacles, closed, and provides enough contact time
with all the sensor nodes. Because of the kinematic proper-
ties of the robots the path must be smooth. We determine
safety boundary around obstacles and nodes for the sake of
collision-free path. All nodes are bounded with a visiting cir-
cle with the minimum turning radius of the unicycle robot.
The minimum turning radius depends on the speed of the
robot and its maximum angular velocity. Moreover, all ob-
stacles convex hull are bounded with a safety margin, since
in case of the shortest path the robot should move on the
boundary of the convex hull. The path must be closed be-
cause of the periodical data collection. During path planning
we assume that the location of all nodes and obstacles as
well as the shapes of the obstacles are known. Between two
objects – nodes and obstacles – there are always defined four
tangents but any tangents that intersect other obstacle are re-
moved. The robot loads data only when it moves around the
visiting circle, so it makes round trips around the node as
long as it collects all the data from the sensor node. So when
the robot arrives to a node on a tangent it starts loading data
and during it makes round trips as long as it collects all the
data from the node and then it leaves the node on a tangent.
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So a path consist of an adequate configuration of tangents
and arcs around objects at the safety distance.

2. Summary of the Shortest Viable Path Planning
Algorithm

In paper 6 the SVPP algorithm was defined. The main steps
of SVPP are outlined as Algorithm 1. This algorithm first
computes a Σ permutation of nodes without obstacles by
solving an Asymmetric Travelling Salesman Problem. For
this they construct a directed graph, where the vertices are
the nodes and the length of the edges are calculated as fol-
lows. The length of the edge between two vertices takes into
account two aspects: the length of the valid path between
their visiting circles and the length of the adjusted arc on
the latter vertex. With such directed graph, they use a ATSP
solver 8 to calculate the permutation Σ. At this point there
can be tangents that intersect obstacles in G(V,E) Tangent
Graph 9.

Algorithm 1–Shortest Viable Path Planning (SVPP)
1. Compute Σ by solving ATSP instance based on G(V,E)
2. Compute Σ′ by adding those obstacles to Σ that safety boundaries
block tangents between nodes.
3. Simplify G(V,E) to G′(V ′,E′) by keeping the edges and the
vertices related to Σ′ and deleting others.
4. Convert G′(V ′,E′) to tree-like graph T .
5. Given an initial configuration, search the shortest path P in T .

The second and third step of this algorithm adds the block-
ing obstacles to the permutation and constructs a Simpli-
fied Tangent Graph. Having Σ, G(V,E) can be simplified by
keeping only the tangent edges that connect succeeding vis-
iting circles in Σ and the corresponding arc edges. When any
obstacle blocks the route between any pair of visiting circles,
the tangents passing the obstacle safety boundaries are also
included in the G′(V ′,E′) Simplified Tangent Graph and the
algorithm inserts the obstacle to the Σ′ permutation between
the two nodes. One obstacle can block more than one pair of
nodes. In this case the algorithm inserts the obstacle to the Σ′

permutation into more than one places. The algorithm con-
structs a G′(V ′,E′) by keeping the edges and vertices related
to the permutation of nodes and obstacles while deleting oth-
ers.

The next step is converting G′(V ′,E′) to tree-like graph
T . This give additional information about the succeeding us-
able tangents and arcs. From every object there are four tan-
gents departing to the next object, the starting tangent points
of these are the departure configurations, and there are four
tangents arriving from the previous object, the tangent points
of these are the arrival configurations. This means that ev-
ery object can be transformed to 8 vertices in a tree-like
graph. The path length between two object in Σ′ permuta-
tion always consist of two components. The first compo-
nent is the arc around the first object from the arrival to

the departure tangent point, including the additional full cir-
cles if these are necessary to download the data. The second
component is the length of tangent between the two tangent
points. For the calculation of distance between the ith and
i+ 1th (i, ∈ [2,n′ − 1]) objects, we need information about
the tangent and tangent point between i − 1th and ith ob-
jects. We should know which tangent point will be used by
the tangent on the visiting circle of the ith object in order to
calculate the arc length on the visiting circle. So in the tree-
like graph the vertices are the tangent points and the edges
are the arcs and the tangents. The direction of edges points
to the next part of the path. While representing the edges we
must pay attention to the heading constraints. The heading
constraint refers to that the robot’s heading θ at the begin-
ning of an edge should be equal to that at the ending of the
last edge. The base station is the starting node, so the first
element of the tree-like graph is one of the point of the base
station visiting circle’s. Because of closed path, the final ele-
ment of the tree-like graph should be also one of the point of
the base station visiting circle. Since we use Dubins-car, we
must construct the tree-like graph both for positive and neg-
ative, clockwise and anti-clockwise initial direction as well.
We notice that from each arrival configuration of an element,
we have two options to reach the arrival configurations of the
next element because of the heading constraint. From a given
starting point the total number of pathes starting and ending
at this point is 2n′−1 taking into consideration that the start-
ing and ending direction should be the same because of the
continuous data collection. In paper 6 dynamic programming
based method is used to solve the shortest path search in the
tree-like graph.

3. New Concepts of Solution

In this paper we create new concepts of SVPP algorithm. We
use the following modification and algorithms. We call the
new algorithm based on this as Modified-SVPP algorithm

3.1. Permutation of Nodes

At this point we do not take into account obstacles when we
create the permutation of nodes. Tangents that are intersect-
ing obstacles are allowed in this step. We construct a graph
where the vertices are the nodes and the length of the edges
are the average length of tangents between the two nodes.
After we searching for the shortest closed cycle with all of
the nodes, namely the shortest Hamilton cycle in this graph.
This problem is the Travelling Salesman Problem and using
this we determine the Σ permutation of nodes.

As we have presented it in Section 2, in paper 6 the au-
thors take into account the path length necessary to down-
load the data and solve this problem with ATSP. The exact
path length around a visiting circle can not be determined
since the actual tangents are not known at this point. This is
the reason why we use only the average length of the tan-
gents.
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3.2. New Concept of Handling Obstacles, Construction
of Simplified Tangent Graph

In Algorithm-1 SVPP algorithm there are two types of prob-
lem of handling obstacles. First we present these and then
we present solutions for these. We show these problems on
Figure 1.

Figure 1: An example of blocked tangents are illustrated
with dashed line

1. For example, in Figure 1 between Node-1 and Node-2
there are only one available tangent. When Obstacle-1
is in the permutation, the available tangent between the
nodes is not feasible in the shortest path planning. But
when Obstacle-1 is not in the permutation, there may be
no solution at all depending on the initial configurations
due to heading constraints.

2. There can be more obstacles between two nodes so that
these obstacles block different tangents. For instance in
Figure 1 between Node-3 and Node-4 Obstacle-2 and
Obstacle-3 are blocking different tangents.

Tangent Directions: We call the tangent direction
positive-negative (pn) if the robot can make round trip
around the first node positive – clockwise – direction and
around the succeeding second node in negative direction.
We can define similarly positive-positive (pp), negative-
positive(np) and negative-negative (nn) directions too.

We propose a new algorithm instead of the second and
third step of Algorithm 1. Algorithm 1 creates one permuta-
tion of nodes and obstacles (Assumption 1). Our basic idea
is calculating more than one permutations (Assumption 2)
and then using these to construct the G′(V ′,E′) Simplified
Tangent Graph and then the T tree-like graph in order to get
better solution.

Assumption 1 We create one permutation of nodes and ob-
stacles.

Assumption 2 We create more than one permutations of
nodes and obstacles.

Instead of the second and third step of Algorithm 1 we use
the following Algorithm 2.

At first stage we create four copies of Σ permutation of
nodes, then for every two nodes we determine the blocking
obstacles of all the four tangents. When one of the tangents
intersects an obstacle, we insert the obstacle to the proper
position in the feasible permutation determined by the tan-
gent direction. Note that when more than one obstacles are
intersected, they are inserted to the feasible permutation ac-
cording to their distance from the previous node. Then we
eliminate the duplicate solutions, and after this we repeat the
previous algorithm as long as we find no new intersected ob-
stacle. When we repeat this algorithm, in the first step we use
the Σ′ permutations of nodes and blocking obstacles instead
of Σ permutation.

Algorithm 2- Add Obstacles to Permutations
1. Create four copies of Σ permutation
2. For every two nodes determine the blocking obstacles of all the
four tangents and insert these obstacles to the proper positions in the
feasible permutations according to their distance from the previous
node.
3. Eliminate the duplicate permutations.
4. Jump to 1. and repeat the algorithm while there are intersecting
obstacles. In this case instead of Σ we use Σ′ permutations.

In first case both of the direct tangents and the edges pass-
ing the obstacle safety boundaries are also inserted into the
Simplified Tangent Graph. In case one tangent blocked by
more than one obstacles, we insert all tangents and tangent
points between the two nodes, between any obstacle and the
two nodes, and between any two obstacles, if these tangents
are not blocked. The Simplified Tangent Graph contains all
of the tangents and tangent points from any permutations.
Besides, it is also contains all of the arcs between the tan-
gent points.

3.3. Constructing the Tree-like Graph

The Dubins-car move on tangents or arcs. In case of obsta-
cles it moves on arcs between the arrival and the departure
configurations and around the visiting circle while it loads
all the data from the sensor node. Because of heading con-
straint the tangent direction determines the direction around
the next object. And the direction around the object deter-
mines the available departure tangents. There are two tan-
gents available for a given direction for any two objects. In
case of one permutation there are two departure configura-
tions for every objects, but if there are more than one per-
mutations the count of departure configurations depend on
the permutations and the Simplified Tangent Graph. In pa-
per 6 there are only one permutation. Using our new Algo-
rithm 2 we may achieve shorter path, but the tree-like graph
become more complex. The algorithm can select the shorter
path from the more available options. We recommend the
following two algorithms Algorithm 3 and Algorithm 4 to
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construct tree-like graph for cases with one and more than
one permutations.

Algorithm 3 – Constructing the T in case of one Σ′ permutation
1. For both negative and positive direction add starting and ending
point as vertices to the T .
2. According to Σ′ add 4 arrival and 4 departure tangent points for
all objects to the T .
3. Determine all arc length between all possible arrival and departure
configurations taking into consideration the heading constraint and
the possible different arc length calculation methods of the nodes
and obstacles. Add arc lengths as the length of the edges to the T
between the corresponding vertices.
4. According to Σ′ add all tangents between all consecutive objects
to the T taking into consideration the heading constraint.
5. Around the visiting circle of the base station determine arc length
between the starting point and the arrival and departure configura-
tions. Add this as edge length to the T to the proper position.

To construct tree-like graph, in first step we create two
starting and two ending vertices for both the positive and
negative initial direction as well. After this the nodes are
inserted into the graph, according to permutation Σ. Using
G′(V ′,E′) we create vertices from the tangent points. The
next step is to determine the edges between the vertices. The
length of edges between the starting point and the depar-
ture configurations of the visiting circle of the base node is
equal to the arc length between the starting point and the de-
parture configurations. Between the departure configuration
and the arrival configurations of the next node, the length of
the edges are the length of the tangents with the proper di-
rection. The next step is to determine the arc length between
the arrival and departure configurations around the node tak-
ing into account the heading constraint. This step should be
done for all nodes in the order given by Σ permutation. Fi-
nally, we add edges to T between the ending vertices and the
arrival configurations of the base node’s visiting circle.

Algorithm 4 – Constructing the T in case of more than one Σ′ per-
mutation
1. Apply Algorithm 3 to the Σ permutation of nodes. Add edges only
that are the member of G′(V ′,E′).
2. Do for all Σ′ permutations:

1.) If there are only one obstacle in the ith place between two
nodes: run step 2-4 of Algorithm 3 for the σi−1,σi,σi+1 object.
Only if the edges are in the G′(V ′,E′).

2.) If there are more than one obstacles between two nodes.
Let denote the obstacles by δO = {δo1, · · ·δo j}: do 1.) step for all
δoi ∈ δO obstacle in the given permutation and for the nodes before
and after the obstacle. Run step 2-4 of Algorithm 3 for all pair of
obstacles δoi ∈ δO. Run it in that case also if these are not subse-
quent elements in the permutation. Naturally only in case when the
vertices and edges are in G′(V ′,E′).

Next step is to add obstacles to the tree-like graph ac-
cording to Σ′ permutation and G′(V ′,E′) Simplified Tan-
gent Graph. In case of Figure 2 Obstacle–1 blocks tangents
between Node-2 and Node-3. First we add the departure tan-
gent points as vertices of the visiting circle of Node-2 which

are also the tangent of Obstacle-1. In addition, we add the
arrival configuration of the obstacle coming from Node-2
and departure configurations coming from the obstacle to
the Node-3 as vertices to the tree-like graph. Finally we add
the arrival configurations of the Node-3 to tree-like graph.
Adding edges is similar as it was previously.

It might occur that there are more than one obstacles be-
tween two nodes. In this case we add all existing tangent
points and tangents between the previous and next nodes
to/from all obstacles as vertices and edges to the tree-like
graph. We also add the tangents and tangent points as a ver-
tices and edges between all pair of obstacles in the proper
edge direction.

In paper 6 the SVPP algorithm handle obstacles the same
way as nodes when they add them to the tree-like graph. The
authors iterate step by step on permutation Σ′ by adding all
tangent points to the tree-like graph as vertices. Then they
add arcs and tangents to the tree-like graph as edges taking
into consideration the heading constraint.

Figure 2: An example field of treelike graph construction
with Σ = {C1,C2,C3,C4,C5} permutation of nodes.

Figure 3: An example of tree-like graph construction from
Figure 2 using Algorithm 3 and Algorithm 4. Obstacles are
denoted by purple.

The tree-like graph constructed from the Figure 2 sensing
field can be seen on Figure 3 using both Algorithm 3 and
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Algorithm 4. During the construction of the tree-like graph
according to Algorithm 4 first we create vertices from nodes
denoted by black then we add edges between them. Then
we add the tangent points of obstacles as vertices denoted
by purple and the associated edges. The different objects are
separated with rectangles in the figure.

3.4. Searching the Shortest Path in a Tree-like Graph

After we created the tree-like graph, we search the shortest
path in it. There are many different way to find the short-
est path. We have applied the Dijkstra algorithm 10. We are
searching for the shortest path in both positive and negative
initial direction and then we select the shorter.

4. Simulation Results

The sensing field can be seen on the first picture of Fig-
ure 4. We have simulated a 200m× 200m virtual field with
40 nodes, of which one is the base station and the other
39 are sensor nodes. The base node is Node-1. Each sen-
sor node stores g = 0.5MB data and to the base node
gB = (n − 1)0.5MB = 19.5MB collected data is uploaded
by the robot for further analysis. The data transmission rate
at the visiting circle is r = 250kB/s. In a sensing field there
are 15 obstacles as well.

Figure 4: The sensing field. The nodes illustrated with green
and the obstacles with red, the convex safety boundary with
black and the visiting circles with blue.

The next step is to determine the convex safety bound-
aries of the obstacles and the visiting circles around the
nodes taking into consideration the features of the robot. The
robot speed is v = 4m/s and the maximal angular velocity
is |uM | ≤ 1rad/s, therefore the minimal turning radius and
also the visiting circles radius is Rmin =

v
uM

= 4m. The robot
must move at least dsa f e = 0.5m distance from an object in
order to avoid to collision. On the second picture of Figure
4 there can be seen the visiting circles and the safety bound-
aries around the obstacles.

The next step is to construct the G(V,E) Tangent Graph,
therefore we determine the tangents and the tangent points
between the objects. The constructed Tangent Graph can be
seen on Figure 5.

Figure 5: The G(V,E) Tangent Graph

The next step is to determine the Σ permutation of nodes
and then construct the Σ′ permutation or permutations with
obstacles depending on Assumption 1 or Assumption 2.
Using Σ′ we construct the G′(V ′,E′) Simplified Tangent
Graph. The G′(V ′,E′) using Assumption 1 and Assump-
tion 2 can be seen on Figure 6. In Figure 6 it can be seen

Figure 6: G′(V ′,E′) Simplified Tangent Graph applied As-
sumption 1 in the first picture and Assumption 2 in the sec-
ond.

that using our Assumption 2 we constructed more permuta-
tions so there are more available tangents in a G′(V ′,E′) and
therefore in the tree-like graph as well. In this way, there are
more possible paths and therefore the algorithm may plan
shorter path. In this case the constructed tree-like graph is
more complex than in case of Assumption 1. When we use
Assumption 1 there can be maximum 4 arrival and 4 depar-
ture tangents for every object in the order of the permuta-
tion. Usually there are four-four arrival and departure tan-
gents, but for example in the pictures of Figure 6, between
Obstacle-13 and Obstacle-3 there are just 3 available tan-
gents. In the second picture it can be seen the case of As-
sumption 2. In the second case there are three available tan-
gents between the visiting circles of Node-37 and Node-3,
but in the first case (Assumptions 1) the robot can only move
on tangents that passing Obstacle-6.

The next step is to construct the T tree-like graphs for
both cases. Finally, in the tree-like graph we search for the
shortest path both for positive and negative initial direction
as well. In Figure 7 it can be seen that the planned path using
our new Assumption 2 is shorter than in the original case. In
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Figure 7: The resulted shortest path with negative (above)
and positive (below) initial direction of the T tree-like graph
both for the cases using Assumption 1 and Assumption 2.
The length of the planned path are 2341.9m and 2292.5m
(above) and 2337.6m and 2288.2m (below)

this example, the planned path with positive and negative
initial direction only differ in the tangents that are belonging
to the base station. Applying Assumption 1 between Node-3
and Node-37, the planned path uses tangents that passes the
Obstacle-6. On the contrary, if we apply Assumption 2, the
planned path uses direct tangents between the two nodes and
this way the determined arclength is shorter.

Each sensor node data downloading requires l = g v
r = 8m

arc length. The visiting circles circumference equal to
K = 25.12m. Therefore the robot must take at least approx-
imately one third of the visiting circle’s circumference to
have enough time for data transmission. It can be seen that
the algorithm preferably chooses tangents between Node-31,
Node-32 and Node-33 in such a way that the robot is not re-
quired to make extra round trips around these nodes.

5. Conclusions

In our paper we developed path planning algorithm for uni-
cycle robots between sensor nodes. To increase the effectiv-
ness of data collection, the length of the trip should be min-
imized, while also maintaining a collision-free path around
the nodes and obstacles. We developed new algorithms for
handling the obstacles and applied new conditions to reach
a collision-free state. We also developed a new algorithm
for tree-like graph generation, where the search of the short-
est viable path will take place finally. During our work we
compared the results of our algorithm with an algorithm of
a previous research. In conclusion, the algorithm developed

by us proved to be able to generate shorter pathes then the
earlier algorithms.
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Abstract
The computed torque method in robotics is capable of good tracking performance provided that the dynamical
model and its parameters are known. Roughly speaking, the control input can be considered as the combination
of two feedback terms. The first is calculated based on the model and the second term depends on the tracking
error. This paper studies different tracking feedback options so that they are all implemented on a simple two
degrees-of-freedom robotic arm in the Intelligent Robotics laboratory of the department. The parameters of the
model used to obtain the feedbacks are determined by measurement-based identification. The calculations of the
feedbacks are presented for linear (PD, PID) and nonlinear (sliding mode) controllers. The comparison is based
on the performance robustness of the controllers while changing the load mass. In this study, the sliding-mode
controller had the best performance.

1. Introduction

Robotic arms are of great importance nowadays as one of
the most flexible piece of equipment in automation. Design-
ing controllers that achieve greater positioning and trajectory
tracking performance robustly have numerous practical ben-
efits, such as higher throughput in manufacturing, increased
reliability, quality, safety, and so on.

The dynamics of robotic arms are nonlinear. They are
built up of joints which are actuated to position the tool
center point (TCP) and the end effector of the robot to a
desired position and orientation. Robots can be categorized
into closed and open kinematic chain robots. The control of
robots with closed kinematic chains is more complex. Such
robots are usually lighter but have reduced working space
compared to open chain robots 1. One such example is the
delta robot 2. Weight handling equipment can be further clas-
sified as fully actuated or underactuated. An underactuated
system has less actuators than degrees of freedom (DoF). In
the fully actuated case there is at least one actuator for each
DoF. A great resource in the topic is 3. The 2DoF robotic
arm structure presented in this work is both fully actuated
and has an open kinematic chain.

One simple way to control robotic arms is to use decen-

tralized control by applying separate linear controllers to
each joint (and also gravity compensation if necessary). An-
other widely used feedback is based on the computed torque
method, which is a nonlinear method. The computed torque
method has good reference tracking performance provided
that the nonlinear model is well-known. Since it utilizes the
dynamical model of the robot, its operation can be affected
by the change of the parameter values of the mechanism
and also by unmodeled dynamics such as nonlinear friction.
Hence the robustness of feedback techniques using the com-
puted torque method is a major issue. This paper proposes
the systematic comparison of linear (PI and PID) tracking
controllers with a sliding mode controller (SMC) so that the
compute torque technique is used. All tracking controllers
are implemented in real-time for a real 2 DoF robotic arm
available in the Intelligent Robotcs laboratory of our depart-
ment. A simple parameter identification procedure is also
presented. As it can be expected, the nonlinear nature of the
SMC results in better performance.

The remaining part of the paper is organized as follows In
the next section the mathematical model of the 2DoF robot is
presented together with the LS identification technique. Sec-
tion 3 describes the tracking feedback laws using the com-
puted torque technique. The performance comparison of the

128



Finta et al / Comparison of linear and sliding mode controllers for the computed torque method

controllers is detailed in Section 4 and a short conclusion
closes the paper.

2. Robot dynamics and parameter identification

Nonlinear (Coulomb, Stribeck and static) friction terms are
first omitted in the dynamical modelling. A standard and al-
gorithmic process to obtain the dynamical model uses the
Lagrangian which reads

L (q(t), q̇(t)) = K (q(t), q̇(t))−P(q(t)) (1)

where K (q(t), q̇(t)) is the kinetic, P(q(t)) is the potential
energy of the whole mechanism. Let q(t) denote vector of
joint angles and q̇(t) the joint velocities. For a robot with n
DoF, we have

q(t) =
[
q1(t) q2(t) · · · qn(t)

]T ∈Rn. (2)

The Euler-Lagrange equation has the form

d
dt

∂L(q, q̇)
∂q̇

− ∂L(q, q̇)
∂q

= τ, (3)

where τ is the vector of joint torques/forces. Since fully ac-
tuated robots are considered, every joint has a corresponding
torque/force, so τ ∈Rn. After computing (3) the form of the
result will be

H(q)q̈+h(q, q̇) = τ. (4)

The inertia matrix H(q) is symmetric and positive definite,
the vector h(q, q̇) contains the Coriolis, centrifugal and grav-
ity terms. Equation (4) is the differential equation of the
dynamics and will be used later in the computed torque
method. For our case, the robot has n= 2 DoF, both joints are

lc,1

l1

x

y

z

m2lc,2

l2

q
1

m1

Figure 1: The 2DoF mechanical model.

rotational and the links move in the horizontal plane, so grav-
ity has no effect. The length of the first and second links are
denoted as l1, l2, the position of the center of gravity for the
links measured from the first and second joints are lc,1, lc,2.
The masses of the links are denoted by m1,m2, the rotational
inertia in the center of gravity of the links are J1,J2. The ki-
netic energy will be written in the center of gravity for each
link. For this the linear and angular velocities of the links are
needed. The position of the center of gravity of the links are

r1 =
[
lc,1C1 lc,1S1

]T r2 =
[
l1C1 + lc,2C12 l1S1 + lc,2S12

]T
,

(5)

where we used the notion C1 = cosq1,S1 = sinq1,C12 =
cos(q1 +q2),S1 = sin(q1 +q2). The linear velocities are the
time derivatives of the positions,

v1 =

[
−lc,1q̇1S1
lc,1q̇1C1

]
v2 =

[
−l1q̇1S1− lc,2(q̇1 + q̇2)S12
l1q̇1C1 + lc,2(q̇1 + q̇2)C12

]
,

(6)
Using these quantities the kinetic energy obtains the form

K(q, q̇) =
1
2

(
m1vT

1 v1 +m2vT
2 v2 + J1q̇2

1 + J2(q̇1 + q̇2)
2
)
.

(7)
Since the robot moves in the horizontal plane the potential
energy is constant, the Lagrangian reduces to

L(q, q̇) = K(q, q̇). (8)

After applying the Euler-Lagrange equations (3), the dy-
namics can be written as (4),[

H11(q) H12(q)
H21(q) H22(q)

][
q̈1
q̈2

]
+

[
h1(q, q̇)
h2(q, q̇)

]
=

[
τ1
τ2

]
(9)

where

H11(q) = m1l2
c,1 +m2(l

2
1 + l2

c,2 +2l1lc,2C2)+ J1 + J2

H12(q) = H21(q) = m2(l1C2 + lc,2)lc,2 + J2

H22(q) = m2l2
c,2 + J2

h1(q, q̇) =−S2q̇2m2lc,2l1(2q̇1 + q̇2)

h2(q, q̇) = S2m2lc,2l1q̇2
2.

Since H(q) is positive definite ∃H(q)−1, the acceleration
can be computed as

q̈ =−H(q)−1h(q, q̇)+H(q)−1
τ (10)

where the mechanical parameters also appear in a nonlinear
fashion. Since our robotic arm is custom built by students,
these parameters must be identified. For the identification
of the parameters the least squares method is used. Mea-
surements are carried out in closed-loop by applying decen-
tralized PD controllers for the two joints. The control sig-
nal τmeas = [τ1 τ2]

T and the joint angles are measured. The
model (9) is slightly modifiedto include friction and has the
form[

H11(q) H12(q)
H21(q) H22(q)

][
q̈1
q̈2

]
+

[
h1(q, q̇)
h2(q, q̇)

]
+

[
τ1 f
τ2 f

]
=

[
τ1
τ2

]
(11)

where, τ1 f and τ2 f are the friction torques. We only con-
siders Coulomb and viscous friction 4 5. The actual friction
is asymmetrical, so there are different parameters for differ-
ent rotational direction. This is also the case for the viscous
friction. The Coulomb friction is modeled as:

FC,i =

{
c+i sign(q̇i) if sign(q̇i)> 0
c−i sign(q̇i) if sign(q̇i)< 0

(12)
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while the expression of viscous friction reads

FV,i =

{
σ
+
1 q̇i if sign(q̇i)> 0

σ
−
i q̇i if sign(q̇i)< 0

(13)

Since an initial LS estimation the viscous friction coeffi-
cients for the second joint had high standard deviation, so
a second model is used which omits these.

It can be verified that the robot dynamics is linear w.r.t.
the parameters 6. In robotics, equations for identification of
the form (11) are referred to as the Inverse Dynamic Model
(IDM)4. Consider the parameter vector Θ with the following
elements.

Θ1 = m1l2
c,1 +m2(l

2
1+l2

c,2)+J1 + J2 Θ2= m2l1lc,2

Θ3 = m2l2
c,2 + J2 Θ4 = c+1 Θ5 = c−1

Θ6 = σ
+
1 Θ7 = σ

−
1 Θ8 = c+2

Θ9 = c−2

Let us now consider the regression matrices for the LS iden-
tification. The matrix belonging to the first three parameters
reads[

Φ1d
Φ2d

]
=

[
q̈1 C2(2q̈1 + q̈2)−S2(q̇2 +2q̇1q̇2) q̈2
0 C2q̈1 +S2q̇2

1 q̈1 + q̈2

]
(14)

The matrix belonging to the rest of the parameters (friction)
is

[
Φ1 f
Φ2 f

]
=



sign(q̇1)O
+
1 0

sign(q̇1)O
−
1 0

0 sign(q̇2)O
+
2

0 sign(q̇2)O
−
2

q̇1O+
1 0

q̇1O−
1 0



T

(15)

where

O+
i = (1+ sign(q̇i))/2 O−

i = (1− sign(q̇i))/2 (16)

The horizontal concatenation of the two matrices gives Φ =
[Φd Φ f ]. It is easy to see that Φ

T ·Θ = τ is equivalent to
(11). The error to be minimized in the least square sense is
defined as τmeas(t)−Φ

T (q(t)) ·Θ. The LS estimation is

Θ̂LS = (ΦT
Φ)−1

Φ
T

τmeas. (17)

Since we have two joints and M+1 measurements, the vector
τmeas and the matrix Φ are constructed in the following way.

τmeas =



τ1(0)
...

τ1(M)
τ2(0)

...
τ2(M)


Φ=



Φ1d(0) Φ1 f (0)
...

...
Φ1d(n) Φ1 f (M)
Φ2d(0) Φ2 f (0)

...
...

Φ2,dyn(M) Φ2, f (M)


(18)

To apply the LS method, the angular velocities and accel-
erations have to be estimated to construct Φ. The measured

angles are filtered by a 4th order Butterworth filter in both
forward and reverse time, which avoids introducing lag into
the data. The cut-off frequency of the filter is 5Hz. The fil-
tered joint angles are denoted by q1 f and q2 f . To obtain the
velocities and accelerations central numerical differentiation
is applied5.

For identification, the so-called Inverse Dynamic Identi-
fication Model (IDIM) is used. This differs from the IDM
by an error term, which is the result of modeling errors and
measurement noise. The IDIM reads

τ(t) = τidm + v(t) = Φ
T ·Θ+υ(t). (19)

Similarly to (17) the IDIM-LS estimate is obtained by

Θ̂
LS = (ΦT

Fp ΦFp)
−1

Φ
T
Fp · τFp (20)

where Fp denotes the filtered and re-sampled data.

For the LS measurement the decentralized PD controller
gains are k1,p = 12,k2,p = 6,k1,v = k2,v = 0.2. The reference
signal is a random phase multisine for both joints. The result
of the LS computation is shown in Table 1.

Table 1. LS estimate results for the first data set

Parameter Θ̂
LS
i Standard deviation Rel. std

Θ1 0.2482 0.002 0.805 %
Θ2 0.0133 0.0008 6.18 %
Θ3 0.0103 0.0006 5.6 %
c+1 0.084 0.0048 5.6647 %
c−1 0.0291 0.0055 18.9577 %
σ
+
1 0.1174 0.0094 7.987 %

σ
−
1 0.1144 0.0125 10.96 %

c+2 0.0424 0.0047 11.042 %
c−2 0.0288 0.0049 17.0755 %

3. Tracking feedbacks using the computed torque
method

In the computed torque control, we utilize the identified
model without the Coulomb friction part. For the viscous
friction coefficient of the first joint σ1 = 0.11 was chosen
for both direction. This results in the model

Ĥ(q)q̈+ ĥ(q, q̇) = τ, (21)

where hat symbolizes that the values are LS estimations. Let
us choose to compute the control torque as

τ = Ĥ(q)v+ ĥ(q, q̇). (22)

This is in fact a feedback law and the closed-loop system
becomes

q̈ = v (23)

if the estimated model exactly matches the real dynamics.
The vector v is the new input for the closed-loop dynamics
which is thus a series of integrators. This can be thought of as
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input-state exact linearization 7. Another, tracking controller
will calculate v to ensure an asymptotic decay of the tracking
error along a reference trajectory qr. One commonly used

Hv  h=�
tracking
controller

q
.

q

q
ref

q
ref

.
v1 1

v2

�

2�

Figure 2: The controller architecture.

tracking controller is the PD-type controller. Let qr denote
the reference trajectory vector of the joints, and assume its
first and second derivatives are also given, the tracking error
is q̃ = qr−q. Then the PD controller is

v = q̈r +D ˙̃q+Pq̃ (24)

for which the closed-loop after some rearrangement be-
comes

¨̃q+D ˙̃q+Pq̃ = 0. (25)

Since P> 0,D> 0 the error dynamics (25) is Hurwitz, so the
tracking error vanish exponentially, the speed of the decay
can be set by the parameters P and D. A PID-type controller
can also be considered where the error dynamics becomes

¨̃q+D ˙̃q+Pq̃+ I
∫

q̃dt = 0. (26)

However, a main issue is that we only have an estimation
of the parameter values, so the application of the computed
torques does not result in a double integrator. Let us consider
the robot dynamics (10), which is a 2nd order, nonlinear. For
simplicity, let us introduce new notations as

q̈ = f(q, q̇)+G(q, q̇)τ (27)

where f = −H−1h and G = H−1 and let us apply a sliding
mode controller to cancel the previously defined tracking er-
ror q̃. We can define a sliding variable s, such that

s = ˙̃q+Λq̃. (28)

The matrix Λ can be chosen as a diagonal matrix, where the
elements are positive. By construction the tracking error is
exponentially decreasing on the sliding surface s = 0. Our
aim with tracking SMC is to keep the system close to the
sliding surface, then stay there. A Lyapunov function can be
written as

V (s) =
1
2
|s|2 (29)

Its time derivative along the trajectories of (27) reads

V̇ (s) = sT · ṡ = sT ·
(

¨̃q+Λ · ˙̃q
)
=

= sT ·
(
q̈r− f−G · τ+Λ · ˙̃q

)
. (30)

A well known method is to consider the control signal as the
sum of two parts.

τ = τ̂+ τSW (31)

where τ̂ is called the nominal control (provided by the com-
puted torque method) and τSW is the switching control. The
nominal part contains the estimations of the functions f and
G, which will be denoted as f̂ and Ĝ, so it is

τ̂ = Ĝ−1 [q̈r− f̂+Λ · ˙̃q
]
. (32)

Also let us choose the switching control as

τSW = K(q, q̇) · sign(s), (33)

the function sign(s) is elementwise for each si, the matrix
K(q, q̇) is the gain of the switching control law. This way
the time derivative of the sliding variable becomes

ṡ = f̂− f+(I−GĜ−1)τ̂−GĜ−1K · sign(s). (34)

The aim is to achieve

V̇ (s) = sT · ṡ≤−η|s|, η > 0. (35)

For which we can write

sT · ṡ≤ |s||f̂− f|+

+ |s||I−GĜ−1||τ̂|−GĜ−1K|s| ≤ −η|s| (36)

The term GĜ−1K|s| needs to dominate the others in absolute
value to achieve the required negative definiteness. The gain
matrix thus can be expressed as

K(q, q̇)≥ ĜG−1|f̂− f|+ |ĜG−1− I||τ̂|+ ĜG−1
η. (37)

This ensures that the time derivative of the Lyapunov func-
tion is negative definite. The sliding surface is reached in
finite time and once it is reached, the system stays there en-
suring exponential decay of the tracking error. Thus robust
stability and performance is achieved with this design.

There are of course multiple alternatives to the propor-
tional SMC considered here. An integral SMC is possible,
by utilizing the integral of the error in the definition of the
sliding surface 8 9. Another possibility is the higher order
sliding mode control, e.g. the super twisting algorithm 10 11.

4. Experimental results

This section deals with the implementation and performance
measurement of the following variants of the tracking con-
trollers (combined with the computed torque method): PD,
high gain PD, PID and SMC. The 2DoF arm is actuated by
Maxon DC motors driven by servo drivers, set to current
control mode (since the torque of the DC motor is roughly
proportional to the armature current). All controllers are im-
plemented in a Simulink model which would run in external
mode with the help of the Quarc real-time kernel, supported
by automated code generation. The sampling time is 2ms.

The reference trajectory for the experiments is a circular
path for the robot’s TCP in the workspace. The initial po-
sition of the robot is far off the circle as the experiments
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started with the fully extended configuration of the arm. The
circular part has equation

xre f = 0.5+0.12cos(4t), yre f = 0.12sin(4t) (38)

where t is the time. This means that the TCP travels along
the circle with 0.48m/s.

A simple PD controller is tested first. The P and D param-
eters are set, such that the joints have error dynamics

¨̃qi +Di ˙̃qi +Piq̃i = 0 (39)

By writing(
Ti

d
dt

+1
)2

q̃i = T 2 ¨̃q+2T ˙̃q+ q̃ = 0 (40)

and choosing a time constant Ti for the decay of the error we
can compute the P and D parameters as

Pi =
1

T 2
i
, Di =

2
Ti
. (41)

The result is that both roots of the characteristic polyno-
mial of the error is the same negative real number, no os-
cillations are present in the dynamics. For the PD controller
T1 = 0.4s,T2 = 0.2s is chosen. This controller is denoted as
PD1. Later on we will see that this PD configuration strug-
gles to compensate for friction, so a second, high gain PD is
also constructed, with:T1 = 0.1s,T2 = 0.04s, which will be
denoted as PD2.

The next controller is of PID type. Similarly to the PD
variant the three roots of the characteristic polynomial of the
error are chosen to be identical negative reals, the time con-
stants are T1 = T2 = 0.2s.

The final controller is a proportional SMC, with λ1 =
2.5,λ2 = 5, which appear in the sliding surfaces for the
joints. One drawback of traditional sliding mode control is
the discontinuous control signal on the sliding surface, be-
cause of the τSW switching control, resulting in high fre-
quency switching around the sliding surface. This is called
chattering, which could excite the unmodeled structural
eigenfrequencies of the robotic arm, that can damage the
system. A possible solution is to introduce a thin boundary
layer around the switching surface, whose width is Φ. Inside
the boundary layer the τSW control law is proportional, out-
side it is the same as before. This is achieved by swapping
the sign function with the saturation function,

τSW,ii = Ki(qi, q̇i)sat
(

si

Φi

)
. (42)

The rest of the parameter values are chosen as Φ1 = Φ2 =
0.03 and K1(q1, q̇1) = 2,K1(q1, q̇1) = 1, which here are cho-
sen to be constants.

The following set of figures show the trajectory tracking
and its error(Fig. 3) and the control signals (Fig. 4). The er-
rors are calculated as

e = (xre f − xTCP)
2 +(yre f − yTCP)

2 (43)

where xTCP,yTCP are the coordinates of the TCP calculated
from the measured joint angles and forward kinematics.
On the figures different colours correspond to the different
controllers, these are shown in Fig. 3 (PD1:cyan, PD2:red,
PID:green, SMC:blue). The PD1 controller has relatively
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Figure 3: Tracking with the four different controllers.
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Figure 4: Control signals.

smooth control signals, however the tracking performance
is poor due to friction. The PD2 controller which has sig-
nificantly higher gain performs better regarding the tracking
problem, however the price to pay is large chattering of the
control signal. The PID type provides a better compromise
regarding tracking and control effort. The SMC achieves the
lowest tracking errors and the control chattering is less than
for PD2 and PID.

The next set of figures (Fig. 5, Fig. 6) also show the tra-
jectory tracking, control signals and tracking errors for the
case when an extra mass was fixed to the end of the second
link. The computed torque method still uses the nominal (or
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more precisely the identified) parameter values instead of the
changed values. The effect of the mass perturbation is quite
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Figure 5: Tracking for the perturbed system.
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Figure 6: Control signals for the perturbed system.

visible. The PD1 still has poor tracking performance, the
PID has large overshoots due to the extra mass, the PD2 and
SMC controllers have similar performance, while the latter
results in smaller controller effort, the robustness of sliding
mode control is observed.

5. Conclusion

Four variants of the computed torque control algorithm is
presented and implemented on a simple 2DoF robotic arm.
The parameter values of the robot were identified using a
least square method, where the Coulomb friction coefficients
were also considered. The aim of the paper was to look at the
behaviour of two PD, a PID and a sliding mode controllers
in a nominal and a perturbed setting where an extra mass

was fixed to the end of the second link, thus changing the
parameter values. The experience was that the higher gain
PD and PID controllers achieved better trajectory tracking
than their lower gain counterparts, however the high gain
versions resulted in chattering. The sliding mode controller
had the best performance with less chattering than the other
high gain controller parts. The difference was magnified in
the perturbed case, where the robustness of the sliding mode
is showcased.
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Abstract
The collision-free motion planning for mobile robots is a challenging task even if there are moving obstacles in
the workspace of the robot. There are situations when the robot has no chance to select a velocity vector that
would cause no collision in the future. Most of the motion planning algorithms for mobile robots cannot generate
an appropriate solution for that problem. The main focus of this paper is to introduce a novel motion planning
algorithm that could select a velocity vector for the agent that would cause the least damage between the robot
and the environment considering the positions and velocity vectors of the robot and the obstacles.
Keywords: mobile robot, motion planning, collision states

1. Introduction

The autonomous driving is an important research area not
only for cars but also for mobile agents. If there is the op-
portunity then the main goal for the agent is to execute its
motion to the target position without a collision with any of
the obstacles that occur in the workspace of the robot. On
the other hand, there are also situations when there is no op-
tion to select a collision-free velocity vector for the agent. At
that time most of the motion planning algorithms return with
error because they cannot select an available velocity vector
that would cause collision-free target reaching.

The motion planning algorithms generate both the veloc-
ity and the path profiles for the agent using the measured
information about the positions and velocity vectors of the
obstacles.

The motion planning algorithms can be divided into two
parts. If every information is available from the obstacles at
the beginning, then global motion planning algorithms can
be used for generating the appropriate path 1, 2. On the other
hand, if the robot can use only the local sensor-based in-
formation about dynamic environment, then reactive motion
planning algorithms can be used 3, 4.

Using the reactive motion planning algorithm, it is chal-
lenging task to generate evasive maneuvers that can ensure
a safe motion for the environment and the agent. The task
is more difficult, if there is no available velocity vector that

would cause evasive motion for the robot in the future. In
this paper, a novel heuristic motion planning method is in-
troduced that can select the velocity vector that would cause
the least damage in the future time between the agent and
the obstacles. If there are reachable available velocity vec-
tors then the algorithm select the velocity vector for the robot
using a cost function-based algorithm.

The paper has the following structure: Section 2 presents
some reactive motion planning algorithms and in Subsec-
tion 2.1, the basics of the Velocity Obstacles method will
be presented. Later on, in Section 3, the novel concept of
collidible Velocity Obstacles method will be shown. In Sec-
tion 4, the simulated results will be presented. In Section 5,
the presented algorithm will be summarized with the oppor-
tunities of further development.

2. Prior works

In this section, a few prior works of reactive motion planning
algorithms are presented.

The Inevitable Collision States method (ICS) generates
every states of the agent where there is no control command
that would cause a collision-free motion. The main concept
is to guarantee that the agent never finds itself in an ICS sit-
uation. The algorithm is usable both in static and dynamic
environments 7, 8.

The main concept of the Artificial Potential Field (APF)
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method is that the final selected velocity vector of the robot
can be calculated with the summation of the repelling and
the attracting forces. All of the obstacles generate repelling
forces and the target position has an attractive force to the
robot 5, 6. One weakness of the algorithm is that sometimes
only the local optimum can be found.

The εCCA is an extended version of the Reciprocal Ve-
locity Obstacles algorithm 9, using kinodynamic constraints
of the agent. The algorithm provides a suitable solution for
the multirobot collision avoidance problem in a dense envi-
ronment. The computational time plays an essential role in
this method. The whole environment of the robot is divided
into a grid-based map. The agent selects a collision-free ve-
locity vector using both convex and nonconvex optimization
methods 10.

The Probabilistic Velocity Obstacles (PRVO) algorithm is
also an extended version of the Reciprocal Velocity Obsta-
cles (RVO) method 9, using probabilistic. The time scaling
algorithm and Bayesian decomposition is used. This method
provided better performance in traversal times than the ex-
isting bound based methods. The algorithm was tested using
simulation results 11.

The Collision Avoidance under Bounded Localization
Uncertainty (COCALU) method 12 introduced convex hull
peeling, generating a limitation of the localization error. This
method results a better performance than the previously in-
troduced Multi-robot collision avoidance with localization
uncertainty (CALU) algorithm 13 in consideration of the
tightness of the bound. Particle filter is used for the robot
localization problems. In that case, convex polygons are de-
fined as the robot footprints. The algorithm provides that the
robot is inside of this convex polygon with a probability of
1− ε. A time truncation is also used in this method, hence
it supports the velocity selection even in a crowded environ-
ment.

2.1. Velocity Obstacles method

The main concept of our method is based on the Velocity
Obstacles algorithm (VO) 14.

Using the positions and the velocities of the obstacles and
the agent, the VO method generates a collision-free motion
for the robot.

Bi defines the obstacles (i = 1...m where m represents the
quantity of obstacles) and the agent is A.

For every obstacle a VOi cone can be specified as a cone
that consists every velocity vector of the agent that would
cause a collision between the robot (A) and the obstacle (Bi)
in a future time:

VOi = { vA | ∃ t : pA +vAt ∩ pBi +vBit 6= 0} (1)

where vA and vBi are the velocity vectors and pA and pBi

Figure 1: Velocity Obstacles method

are the positions of the agent and the obstacle. As an as-
sumption, the velocities of the agent and the obstacles are
unchanged until t.

The whole VO can be determined if there are more obsta-
cles as:

VO = ∪m
i=1 VOi (2)

Figure 1 represents an example where a moving obstacle
is in position pB1 and it has velocity vB1 at the actual time.
There is a static obstacle in the workspace too (it is in the po-
sition pB2). The two VO areas are depicted with blue color.

The Reachable Velocities (RV) can be determined that
consist every vA velocity vector of the robot that is reach-
able considering the actual previously selected velocity vec-
tor. After the subtraction of the VO from the RV the Reach-
able Avoidance Velocities (RAV) can be received.

Every step of the motion planning algorithm can be seen
in Figure 2. The main difference between the algorithms is
that how the velocity vector of the robot will be selected
from the RAV.

3. Collidible Velocity Obstacles method

If there is no velocity vector that would be in RAV at a sam-
pling time then the previous presented motion planning algo-
rithms generate an error message and cannot solve the mo-
tion planning problem. Now, the Collidible Velocity Obsta-
cles (CVO) method is introduced to solve this problem.

At the first step, because there are no velocity vectors in
the RAV, it has to be selected, which obstacle influence less
the motion of the agent so which VO could be eliminated

135



Gyenes et al / Collidible Velocity Obstacles method

Figure 2: Steps of the whole algorithm

from the workspace of the agent at the sampling time. This
step could be called Precheck algorithm.

Two aspects can be considered

• distance between the obstacles and the robot
• the time that the robot needs to reach the obstacle

So for every obstacle, the minimum time and distance
must be calculated when the agent and the obstacle are clos-
est to each other during their motion.

tminA,Bi =
−(pA−pBi)(vA−vBi)

||vA−vBi||
, (3)

where tminA,Bi presents the time interval when the robot and
the obstacle will be nearest to each other. If the value of this
parameter is a negative number then it was in the past. ||.||
represents the secondary norm.

The minimal distance between the robot and the obstacles
can be calculated:

dminA,Bi = ||(pA +vAtminA,Bi)− (pBi +vBitminA,Bi)||, (4)

The precheck algorithm is illustrated in Figure 3.

Later on, that VO must not be considered at the velocity

Figure 3: Precheck algorithm

selection algorithm whose obstacle’s tminA,Bi is maximal.

tmax = max(tminA,B) (5)

After that, it must be checked whether there is available
velocity vector in RAV. If not, then the previous process must
be continued until the RAV will exist.

A grid-based velocity selection method can be used which
means that only those velocities must be investigated for the
robot that are in RAV set. The angles of the velocity vector of
the obstacle whose VO set was eliminated must be compared
with the angles of the optional velocity vectors of the robot
from the RAV as it can be seen in the following equation:

∆θ = abs(θvAk −θvBtmax
), (6)

where θvAk means the angle of the velocity vector of the
robot from the grid and θvBtmax

is the angle of the obstacle
(if more obstacles (VO) must be eliminated, then it must be
calculated for every obstacle). The least damage between the
robot and the investigated obstacle(s) will be resulted in us-
ing the velocity vector generating smallest difference of the
angles (∆θ).

The whole algorithm is presented in algorithm 1.

3.1. Velocity selection using cost function

In our prior work, a motion planning method was introduced
called Safety Velocity Obstacles (SVO) method 16. In this
method, a cost function was used where different parts in-
fluenced the motion planning algorithm (speed, safety). The
cost function had been written in the following form:

Cost(vA) = α CS(vA,VO)+β CG(vA) (7)

where α was the parameter of safety and β was the parameter
of speed. CS(vA,VO) and CG(vA) will be defined later.

The purpose of the SVO algorithm was to find the velocity
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Algorithm 1: CVO algorithm
Input: RV, RAV, VO, pA, vA, pB, vgrid
Output: vrobot
for i=2...m do

tminA,Bi =
−(pA−pBi)(vA−vBi)

||vA−vBi||
;

dminA,Bi =
||(pA +vAtminA,Bi)− (pBi +vBitminA,Bi)||;

end
while RAV == ∅ do

tmax = max(tminA,B);
VO = VO + VO(tmax);
RAV = RV - VO;

end
∆θmin =2*π;
vrobot = vgrid(1);
for k = 2...Kgrid do

∆θ = abs(θvAk −θvBtmax
);

if ∆θ < ∆θmin then
∆θmin = ∆θ;
vrobot = vgrid(k);

end
end

for the robot that results the safest motion. In every step the
furthest velocity vector from RAV is selected from the near-
est VO cone. (8) shows that in every step the nearest distance
is calculated between the VO cone and the given velocity .
In the equation DS(vA) is the minimal distance and vVO is
the nearest point on the VO cone and:

DS(vA) = min
pVO∈VO

dist(vA,vVO) (8)

DS(vA) can be modified in the following way:

DS(vA) =

{
DS(vA) if DS(vA)< Dmax

Dmax otherwise
(9)

where Dmax is the prescribed maximum distance.

DS(vA) can be normalized into the [0,1] interval. The
CS(vA,VO) from Cost-SVO can be specified:

CS(vA,VO) = 1−
DS(vA)

Dmax
(10)

Using the velocity vector that has the minimal value of CS
will result the safest motion.

In the next equation, CG(vA) specifies the part of the cost
function where the speed has an impact on the motion:

CG(vA) =
||pA +vATs−pgoal ||
||pA(0)−pgoal ||

(11)

Figure 4: There is no velocity vector which is reachable and
available

where Ts is the sampling time, pgoal denotes the goal posi-
tion, pA(0) is the start position of the robot. CG(vA) means
how far the robot will be from the target using the selected
velocity and it is normalized with the distance of the desired
position and the start position.

In the novel algorithm, the prior method is extended by
using different αi parameters for the different obstacles in
consideration of the reliability of the velocity and position
information of the obstacles.

Cost(vA) =
m

∑
i=1

αi CS(vA,VOi)+β CG(vA) (12)

where n defines the number of the obstacles, αi depends on
the pi and vBi

reliability of the measured data.

Using this extension the uncertainty of the obstacles can
be taken into consideration separately. Using this strategy
will allow the robot to move near to an obstacle that has a
high reliability and the agent will execute its motion far from
a specific obstacle that has low reliability at the aspect of the
information data.

4. Simulation results

In this section, the simulation results of the CVO algorithm
are presented.

In Figure 4, a situation is shown where the RAV set is
empty. There are three moving obstacles in the workspace
of the robot. The grey areas present the VO sets, the yellow
are is the RV set, the obstacles are shown with black circles
and the robot is red circle. It can be seen that at this sampling
time, the robot has no opportunity to select a velocity vector
that would cause a collision-free motion in a future time.
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Figure 5: Velocity selection using CVO method

Figure 6: Velocity selection using SVO algorithm

In that case, the CVO algorithm must be used that was
presented in Section 3. As a result, the VO set, belonging
to the first obstacles can be eliminated because this obstacle
has the highest time data when the obstacle would be at the
nearest distance to the agent. In that case there will be a RAV
set from which the velocity vector for the robot can be se-
lected using (6) considering the angles of the velocity vector
of the first obstacle and the angles of the available velocity
vectors of the robot from the grid. The result of the velocity
selection can be seen in Figure 5. The blue circle represents
the selected velocity vector. The other markings are the same
as were presented at the previous Figure.

The CVO method must be used in every sampling time
if the RAV set is empty. If it is not empty, then the cost
function-based velocity selection method can be used as it
was presented in Subsection 3.1. In this example, the αi =

1 for every obstacle and β = 0.8. The result of the velocity
selection at this case can be seen in Figure 6.

All in all, if the RAV set is empty then the CVO method
can be used for the velocity selection for the agent, and if
there is available velocity in this set, then the cost function-
based method can be used.

5. Conclusions

In this paper, a novel motion planning algorithm was intro-
duced, which can be used when at the sampling time, there
is no reachable available velocity vector for the agent which
would cause collision-free motion for the robot. On the other
hand if the agent has an opportunity to select a velocity vec-
tor that would not result in a collision in a future time, then
a cost function can be used for selecting the velocity for the
robot.

In the future, other aspects could be also considered in
the situations when there is no available velocity vector. The
time intervals could be also weighted in the velocity selec-
tion method. As a future plan, we would like to test this al-
gorithm on a real robotic system.
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Abstract
Next Best View (NBV) method performs well in the autonomous exploration of unknown environments. The com-
mon effort is to choose the positions, that offer the most sensory information for the robots. This paper proposes
a novel perspective on selecting the next best position, that states the opposite. That is, positions with less infor-
mation gain is preferred for the next move of the robots. This method effectively deals with corner-like segments
of the map and provides a smoother area coverage. The algorithms are tested and compared on several randomly
generated environments with different obstacle concentration.

Categories and Subject Descriptors (according to ACM CCS): I.3.3 [Surveillance]: Exploration

1. Introduction

Exploration, search and rescue operations, disaster relief,
and surveillance 1 are classical applications of mobile robots,
that have been researched actively. They have several ad-
vantages against humans since robots have the potential to
minimize the risks humans could experience in dangerous
or hardly accessible environments. For these applications,
the robot needs to build a map of the environment in or-
der to execute different tasks in the region – in some cases
this task is the exploration itself. Utilizing multiple robots
have many advantages over single robot in terms of explo-
ration. It provides various benefits regarding time, energy-
efficiency and quantity of information. For these application
the robots need to cooperate, share information and manage
task allocation. 2 describes multi-robot exploration strate-
gies concentrating on different aspects such as viewpoints
generation, coverage planning strategies coordination, etc.
Frontier-based exploration 3 moves the robots towards the
boundaries of the known space. This approach has been
widely investigated, and proven to be an easy and efficient
way for dealing with unknown and partially-known terrain.
Another group of exploration strategies is the NBV method
4, which selects the next best observation point for the robot
to obtain the most sensory information.

Information-based approaches 5 are one of the most stud-
ied NBV selection methods in the literature. It evaluates can-
didate positions for the amount of expected new informa-

tion and chooses the one that maximizes the specified utility
function. Paper 9 describes a method that uses a decentral-
ized coordination for multiple robots, that tries to maximize
the area coverage based on the information gain and distance
of frontier cells. Generally the utility or cost function can in-
clude many objectives, such as the information gain, path-
cost, and other factors that characterize the importance of

Figure 1: Occupancy grid map
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specific task assignments at different locations 7, 8. The com-
mon effort is to drive the robots towards the area that yields
a large amount of new space during exploration. This paper
introduces a method that states the opposite: positions with
less new information are preferred as the NBV.

The rest of the article is structured as follows. Section 2.
describes the methodology, that is used to compare the two
objectives. Section 3. provides the test results of the compar-
ison. Section 4 concludes the article. Section 5: acknowledg-
ment.

2. Methodology

In the current study, an occupancy grid map is utilized to
represent the 2D environment. In this representation, each
grid has a probabilistic value of being occupied. Based on
the occupation values, each cell is classified into 3 types
of grid cells, which are occupied cells, free cells, and un-
known cells. An illustration of such a map can be seen in
Figure 1. The robots are equipped with a ring of sensors
to detect obstacles in a circular area (red dashed line) dur-
ing the simulation. Frontier-based exploration is motivated
by considering frontier cells f ∈ F (unknown cells that are
adjacent to free cells), while information-based NBV algo-
rithms rely on finding the next best position for the agents
to efficiently explore the environment. The best position is
classically defined by the information gain I(p) of the can-
didate positions p – typically frontier cells – discounted by
the distance from the agent. In the literature, many publica-
tions emphasize utility functions that expect a large amount
of new space at the next best position (large-gain NBV). The
major disadvantage of these approaches is that they tend to
leave out corner-like spaces in the environment, resulting in

Figure 2: Environment with relatively high number of obsta-
cles

low-resolution map segments, or in some cases, agents must
revisit these specific locations for further exploration ( Fig-
ure 3. right side). In this paper, a counter-intuitive approach
is presented: agents are oriented to frontier positions with
smaller expected information gain (less-gain NBV). This
means, that corner-like segments of the environment are pre-
ferred over large information gain areas. This approach pro-
vides a smoother area coverage because agents do not need
to revisit certain parts of the map (Figure 3. left side against
Figure 3. right side). When dealing with multiple robots,
there is a high probability, that at some point of the explo-
ration, the robots join up to follow the same next best posi-
tion – behaving as a single robot –, which makes the explo-
ration inefficient. Therefore the NBV selection method must
include an extra penalty term for resolving this issue. For
comparing the two different perspectives, we adopt the fol-
lowing information gain and position selection expressions
similar to the one used in 6:

Large-gain NBV Less-gain NBV

I(p) = (Ap −Ωp)e−λL·c(p) I(p) = (Ap +Ωp)eλS·c(p)

NBVL = argmax
p∈F

I(p) NBVS = argmin
p∈F

I(p)

where the information gain I(p) consists of the new ex-
pected area A(p) at position p plus a penalty term Ω, which
is the overlapping area when the robots select cells, that are
close to each other. This area is discounted by its path-cost
cp from the robots. The path cost – calculated with A* al-

Algorithm 1: mutli-robot exploration
Result: Complete exploration of the environment

1 Initialize position pi of robot i, for i = 1,2...N;
2 while there is any frontier cell do
3 determine frontier cells;
4 A( f ) = calcExpectedArea( f );
5 for each robot i = 1, 2...N do
6 calculate ci, f = dist(pi, f ) with A*;
7 end
8 for each combination of frontier cells

f = ( f1, f2, ... fN) do
9 Ω = Overlapping( f )

10 Ii( fi) ={
(A( fi)−Ω) · eλSc f less-gain NBV
(A( fi)+Ω) · e−λLc f large-gain NBV

I( f ) = ∑
N
i=1 Ii( fi)

11 end

12 NBVi =


argmax

f
I( f ) less-gain NBV

argmin
f

I( f ) large-gain NBV

13 end
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Figure 3: Exploration phases (less-gain NBV: left, Large-gain NBV: right)

gorithm – is the traveling distance between the robot and
the respective position. λL and λS are the tuning parameters
of the path-cost, that are determined experimentally. Note,
that these utility functions are arbitrarily chosen and are anti-
symmetric to each other to illuminate the qualitative differ-
ence between the two opposite perspectives. Algorithm 1 de-
scribes the whole exploration scheme in more details. The

method considers a set of frontier cells – the next positions
the robots would select – evaluate the Information Gain for
each cell in the set with respect to the overlapping areas, and
repeat these steps for all the possible set of frontier cell com-
binations. This way, the best choice would be the set with
the highest information gain. It is a variation with repetition
over the number of frontier cells and the robots, if it is the
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Figure 4: Comparison of performances in different environ-
ments

case, that the frontier cells are common for all the robots.
This is ensured, if the robots start from the same position.
The number of variations are: NNR

F , where NF is the number
of frontier cells and NR is the number of robots.

3. Results

Figure 4 reveals the overall performance of the two concepts
in 120 different environments with growing map size and
increasing obstacle concentration. 3 robots were used in all
of the instances. Each environment was randomly generated
multiple times, with the given parameters and their results
were averaged. As the figure illustrates, large-gain NBV re-
quired more steps to complete the exploration in all of the
averaged instances. Figure 5 reveals that with higher obsta-
cle concentration (that means more corners on the map), the
less-gain NBV performs increasingly better, than the large-
gain NBV scheme. S = 2 and λL = 0.6 are the tuning pa-
rameters of the path-cost utilized in the simulation. Figure 3
presents some phases of the different NBV exploration in a
relatively crowded environment. Figure 2 served as the base
environment for both method, where the robots begin their
exploration from the top-left corner of the map. Note that the
method is model-free, that is, no a priori knowledge is as-
sumed about the environment. We can see that in that partic-
ular instance, the less-gain NBV completed the exploration
in fewer exploration steps, maintaining a smooth are cover-
age, while the large-gain NBV left behind corner-like cells,
and later on, had to go back to these positions.

4. Conclusion

Executing operations in a short time are crucial in many
emergency situations, hence finding the optimal trajectory is
of high significance for mobile robots. NBV selection is the
most common exploration strategy because it allows a wide
spectrum of heuristics to be involved in the planning. Chang-
ing the perspective to less-gain NBV provides the means
to effectively deal with corners of the map and at the same

Figure 5: Performance on 10%, 50%, 80% obstacle concen-
tration

time, it outperforms the concept of the large-gain NBV se-
lection in terms of exploration steps. The proposed method
achieves a smoother exploration and can be easily adapted
to other utility functions. However, the method examines all
combination of frontier cells, which is not efficient for larger
maps and more robots, therefore it needs further considera-
tions and heuristics.
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Abstract
Most safety-critical embedded systems implement some kind of redundancy in their processing. However, they
usually have to drive some relatively high power actuators or similar output devices which are themselves not
redundant. To achieve high reliability and fault tolerance, the multiple processing channels usually implement
some kind of external voting solution to produce the one single value driven to the actual outputs. Both the
actual output driving and the voting can be based on many different principles, but they are usually implemented
separately. This paper presents a simple 2oo3 (two out of three) redundant power electronics solution for driving
DC powered loads, where the voting is also performed by the power electronics.

Categories and Subject Descriptors (according to ACM CCS): B.8.1 [Performance and reliability]: Reliability, Test-
ing, and Fault-Tolerance

1. Introduction

There are many different architectures for fault-tolerant sys-
tems [1] depending on the actual application and require-
ments. For most simple applications, fail-safe operation is
sufficient, i.e. in case of any single component failure, the
system must be placed in a safe state but is not required to
continue its original function. For such systems a dual chan-
nel or two way redundant architecture is often used. In case
of a fail-operational system, which is also required to remain
fully functional even in case of a single component failure,
a third channel or way is required [2]. For these systems, the
simplest architecture is the so called 2oo3. In this architec-
ture, as long as two of the three otherwise identical channels
produce the same output, the other third channel is voted out,
and the output is maintained. In order to determine whether
the channels still produce the same output, the systems need
to compare the operation of the different channels.

There are two possible methods of comparison [3],
namely the independent comparison and the reciprocal com-
parison. The two methods differ as the former needs a com-
pletely separate hardware device to perform the comparison.
The latter may also have special hardware units aiding the

comparison, but does not usually implement a single spe-
cial comparator, rather, each channel compares its own re-
sult with the others’. The comparator device in the indepen-
dent comparison method must be highly reliable and fault-
tolerant, therefore, it is usually only practical in very special
cases.

The power electronics required to drive a safety critical
actuator however may be very simple, and it may be benefi-
cial to implement the power electronics in a redundant way.
Therefore the actual output driver circuit itself can act as an
independent comparator.

2. Requirements for the solution

In order to design such a fail-safe output driver circuit, first
the requirements must be formalized [4].

Most importantly, the output must be able to turn off and
on, even if one of the channels has a serious fault. The other
functional channels must be able to notice and register the
fault.

Also another requirement is that all the switching must be
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done by solid state devices, since relays have a finite life-
time.

Each separate channel should connect to the output driver
by only a single logical output, therefore the whole power
electronics circuit must have three separate inputs.

Both endpoints of the load must be actively switched,
since a single fault in the system can also mean a short cir-
cuit between one output and either the ground or the power
supply, or some other voltage level. Such a short can often
happen in the wiring.

3. Possibilities for switch layouts

Based on the requirements summarized above, the sim-
plest solution requires two switches as seen in Fig. 1. Here
switches X and Y must both be actuated by some kind of
highly reliable voting logic or must be implemented in a re-
dundant way. The voter device has access to the 3 individual
channel output signals (denoted by R, G, and B for unam-
biguous reference).

In this layout, the failure of any of the switches is de-
tectable by the voltage and current sensors on the load side.
However, it must be noted that if either of the switches fail by
remaining open, the load can not be switched on anymore.
Therefore, this by itself does not satisfy all the requirements.
Some kind of redundant switching circuit is needed both in
place of switch X and Y in Fig. 1.

2oo3 Voter

A

V

R

G

B

X

Y

A

Figure 1: The general layout of the solution

In the early relay logic systems, many simple but proven
circuits were used for redundant output switches. The sim-
plest 2oo3 switch connection being shown in Fig. 2.

Such a solution employs 6 switches where 2 of each are

driven by the same channel output signal (R, G, or B).
The series connected switches are always driven by differ-
ent channel outputs, and there are three parallel lines of
switches, one each for any possible combination. This con-
figuration protects against any one of the switches failing
both open or short. Moreover, if any one of the channel out-
puts is faulty, the other two channels will still have complete
control over the load. This solution could be employed in
place of both switches in Fig. 1.Having this many switches
also completely eliminates the need of the separate voter de-
vice, since now the switches themselves perform voting.

Figure 2: Simple 2oo3 switching scheme

Figure 3: Modified 2oo3 switching arangement for two pole
switching

The main problem with this solution would be that if
the load requires reasonably high power, the switches them-
selves are both expensive and have a large footprint, there-
fore having 12 switches for every safety output may be im-
practical from a size or cost viewpoint. Also it must be noted
that in this arrangement, the failure of any one complete
channel (and not just one swich) can not be easily diagnosed
since all of them would result in the same measurable symp-
toms on the output (i.e. no voltage and current). This is due
to the completely symmetrical arrangement.
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Our proposed solution attempts to reduce the number of
switches by half as seen in Fig. 3. This modified scheme
employs only 6 switches in total, 3 for the high side, 3 for the
low side in an asymmetrical arrangement. The asymmetrical
arrangement still enables the load to be turned on and off
even if one switch completely fails either open or closed.

An added benefit of applying this scheme is that due to the
asymmetrical layout, the output voltages will differ in some
failure cases. E.g. if channel controller B completely fails
and always wants to turn on the load, then the high side of
the load will always output the power supply voltage. Obvi-
ously, the load will not get any power, because the low side
is switched on. This is reversed with respect to channel R,
where the low side will be switched to ground constantly.
This behaviour enables such a fault to be detected even au-
tomatically (by having voltage sensors on both output poles)
or manually by technicians.

4. Switch implementation

The field effect transistor (MOSFET) is an ideal device to
implement the solid state swiches required. However, since
both sides of the load have to be switched, some MOSFETs
have to be connected to the ground and switch ground, and
some will switch the supply voltage.

It would be ideal to use only N channel MOSFETS for
both sides, since they can be switched by the same single
input with an easy level shift (if an independent power sup-
ply is available). However, this makes two switches coupled.
This means, that a single failure (e.g. the short circuit of the
gate on one side) can cause the other side MOSFET to be
turned on all the time. Such a fault must be avoided, because
it will turn on not only one but two switches at the same
time, which will make it possible for only a single channel
to control the load.

This problem may be avoided by galvanically isolating
each switching device, however this may also not be prac-
tical. Furthermore, any DC fault (e.g. signal sticks always
high or low) in the signal path between the logic part of each
channel and this power electronics part may cause the same
issue of coupling switches together.

In order to avoid these issues altogether, another simple
idea is applied. The input signals are first galvanically iso-
lated and then AC coupled to the MOSFET gates. Also,
two separate kind of MOSFETS are used, N channel ones
for the low side, P channel ones for the high side. The
example schematic for the driving of 2 matching MOS-
FETS can be seen in Fig. 4. In Fig. 4, the input signal
(B.SIGNAL_Control) comes from channel controller di-
rectly, it is fed through a push-pull type optocoupler U1.

Output signal B.GATE_high is the driving signal for
the high side P type MOSFET, therefore it must be low
(close to POWER_GND) for turning on the switch. Like-
wise B.GATE_low is driving the low side N type MOSFET,
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C3

100nF

C1
56k
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56k

R3

D3

D1

220

R1B.SIGNAL_Control
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3
5

4

U1

TLP5701

_ _

POWER_GND

D2
BAV99

B.GATE_high

B.GATE_low

+12V

Figure 4: Capacitive dividers for handling DC faults

and it must be high (close to +12V) in order to turn on the
switch.

The two Zener diodes between the outputs (D1 and D3)
prevent R2 and R3 from forming a voltage divider. In order
for this to work, the Zener voltages combined, along with
the forward voltages of the diodes in diode array D2, have to
be higher than the voltage of the power supply. In this case,
the power supply is 12V, therefore, 5.6V Zener voltage was
chosen for D1 and D3.

Pin 5 of U1 simply follows the level B.SIGNAL_Control.
If this pin is on a constant voltage level e.g. the input signal
has not changed state for a sufficient amount of time, then
regardless of its state, B.GATE_high will be pulled high by
R2, and C1 will be discharged. Likewise B.GATE_low will
be pulled low by R3 and C3 will also be discharged. This
means that both switches will be turned off in the steady
state. This also means that C2 will contain some charge,
and the direction of its voltage depends on the value of
B.SIGNAL_Control.

In case B.SIGNAL_Control input changes its state, pin5
of U1 will follow it, switching one end of the already
charged capacitor C2 to either 12V, or Power_GND. Switch-
ing pin 5 up to 12V will cause some of C2’s charge to be
transferred to C3 through diodes D2 and Zener diode D3,
by forming a capacitive divider between C2 and C3. This
means that for a short time, B.GATE_low will rise. Like-
wise, switching in the opposite direction on pin 5 down to
GND, C1 and C2 will form the same kind of voltage di-
vider through D1 and D2 and will lower the voltage on
B.GATE_high.

By driving this circuit with a symmetrical square wave of
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Figure 5: All elements of the solution combined
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sufficient frequency, it is possible for both C1 and C3 to stay
charged up well above the threshold voltage of the MOS-
FETs.

If the square wave on the output stops for any reason, the
capacitors will discharge again and this turns off both MOS-
FETS. This way each individual channel has to supply the
square wave signal in order to drive the load and stop the sig-
nal at any constant level if in order to stop driving the load.
The square wave has a definite minimum frequency, below
which the output is not energized, this can be set mainly by
ratios of C1 and R2 and also C3 and R3 respectively. The
size of these components not only influences the lower fre-
quency limit, but also the turn-on and off time of the load,
reducing the frequency limit considerably will increase the
load turn-on time, however it may be useful for loads that
benefit from soft-starting and do not require fast turn-on and
turn-off times.

With the values presented in Fig. 4, the circuit is sized for
approximately 1kHz square wave with the measured lower
limit of turn-on being about 100Hz. With these values, a
SIG1820 type 20W light bulb turns on in about 0.25s, thus
the circuit also acts as a soft-starter for the bulb.

The complete circuit for controlling one load consist of
the six MOSFETs mentioned above, and the three identi-
cal capacitive divider and optocoupler circuits, as shown in
Fig. 5. An added benefit of applying both P and N chan-
nel devices is that two matched complementary MOSFETs
are commonly available as a single 8 pin package, thus only
three separate parts are needed (Q1, Q2 and Q3 in Fig. 5).

For complete robustness, separate current and voltage
measuring sensors must be placed on both output terminals
(i.e. Load_H and Load_L in Fig. 5). These measurements
must then be processed by all three channels individually.

5. Conclusions

The circuit presented in this paper provides an economical
and simply maintainable way of switching relatively high
powered, slowly changing loads by safety-critical systems.
Any single component fault in the circuit should be detected
by measuring the current and voltage on both endpoints of
the load. Even in case of a single component failure, the cir-
cuit remains functional, i.e. capable of both turning on and
off the load.

In case of multiple failures, this circuit is still capable to
provide diagnostic information and it can be complemented
by an additional layer of protection in the form of a power
output enable feature. This way, even a relay based switch
can be used to cut power in case of multiple failures are de-
tected. The advantage of this approach is that only one such
relay based output enable switch is necessary for many or
even all the outputs in a system, since the individual outputs
themselves are single fault-tolerant.

The presented solution is well suited for driving traffic
or railway signal lights [5], as they are changing relatively
slowly while also benefiting from the soft-starting effect also
provided. Also these kind of signals are usually grouped by
at least 3 or 8, meaning many channels of output drivers
are usually needed in close proximity. The relatively small
size of this solution compared to relay based or other meth-
ods containing similar redundancy is also practical in these
cases.
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Abstract
In this paper, the impacts of Electric Vehicles (EVs) on the network parameters, such as voltage deviation, are
examined. Furthermore, the functional modes of EVs and the possibility of integrating renewable energy resources
in the smart grid framework are introduced to move toward decarbonization. In addition to the benefits of using
EVs, if they enter the network and charge randomly, they can cause problems such as voltage fluctuations, reduced
power quality, reduced efficiency, etc. In this paper, the standard IEEE 31 bus 23 kV network is simulated in
Python software to demonstrate the charging effect of EVs on the load profile in the residential low-voltage (415
V) network, which includes 449 nodes. The network status is examined without the presence of these vehicles and
with uncontrolled charging. Due to the demolishing effects of uncontrolled charging on the network, the integration
of renewable energy resources is also presented, and the simulation results show that using PV during a day can
solve the voltage deviation issue. Although the generated power by PV has uncertainty, it can be a good solution
in the absence of coordinated EV charging.
Keywords: Electric Vehicle, PV, Smart Grid, Charging, Distribution Network

Categories and Subject Descriptors (according to ACM CCS): I.3.3 [Computer Graphics]: Line and Curve Genera-
tion

1. Introduction

Today, with increasing pollution and greenhouse gas emis-
sions, limited sources of fossil fuels, and the implemen-
tation of new government regulations, much attention has
been drawn to new and clean energy sources. This atten-
tion has various dimensions, including renewable genera-
tion such as photovoltaics, wind, and other clean energies,
as well as increasing the electrification of the transportation
system. Electrification of the transportation system involves
the conversion of public and private vehicles from conven-
tional combustion fuels to electrical systems, which is part
of the global decarbonization challenge. Statistics show that
many countries have begun their journey to electrify cars,
and different standards and horizons have been defined in
each country for this purpose. As a result, the increase of
EVs penetration in the last decade has been significant; in

this regard, the three largest markets for the sale of EVs in
the world are China, Europe, and the United States, respec-
tively [1]. In addition to the benefits of using EVs, it should
be noted that the necessary planning must be done for the in-
creasing penetration of these vehicles. When there is a large
number of EVs in the network, a large load is imposed on the
grid components. Moreover, the network constraints may be
violated during peak hours and generation units may not be
able to bring the required power to the end-user, in which
case the whole system is encountered with some problems
such as voltage fluctuations, overload, efficiency degradation
and high losses in the network. Therefore, compensating the
negative effects of EVs requires some methods such utiliz-
ing distributed generation (DG) units like PVs. In this paper
the role of PV panels in compensating the influence of EVs
charging on the voltage deviation will be investigated. In the
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next section a literature review on EVs and PV panels effects
on the distribution grid will be carried out, and in the section
3 working modes of EVs will be presented. Section 4 deals
with the simulation of PVs and EVs on a distribution grid
and a conclusion will be made in section 5.

2. Literature review

As stated, EVs introduce and extra load into the grid, there-
fore it is essential to come up with a method that compensate
this additional demand. In [2], the effect of charging and dis-
charging EVs on load profiles is investigated. The authors
use two deterministic and probabilistic methods for charg-
ing and discharging EVs, where in charging, negative effects
are appearant. In the literature different methods have been
introduced to compensate the voltage deviation and unbal-
anced load profile created by EVs, such as using DGs and
energy storage devices to charge a part of vehicles [3], [4],
or software based methods known as smart charging meth-
ods [5], which are out of scope of this paper. As a possible
solution to Low Voltage (LV) distribution network voltage
drops, authors in [6] explored the use of installed photo-
voltaic (PV) inverters, and also reactive power controllers
have been developed for PV inverters using Simulink. In or-
der to determine the feasibility of the implementation, a UK
LV network for the winter season was examined. To sup-
port both charging EVs and commercial load demands on
commercial buildings, authors in [7] proposed a novel and
economical solution for installing rooftop solar PV. Because
solar availability and demand have a very similar pattern,
the proposed system proved to be more economical and effi-
cient than residential charging. Article [8] examine whether
parking lots can be used to produce solar electricity using
photovoltaic cells. To develop the paper, a simulation of 48
parking lots in a typical medium-sized city in Switzerland
was conducted. Authors in [9] examines the environmental,
technological, and economic factors of residential PV sys-
tems using batteries and electric vehicles that can be charged
and discharged, and it estimates cost projections for these
technologies until 2030 in Japan and China, and the con-
clude that using EVs combined with PVs is the most cost
effective method. Moreover using fixed energy storage de-
vices along with charging stations is also a favourable solu-
tion to save energy in off-peak hours and transfer that energy
to EVs when the price of electricity is high, or in peak hours.
To achieve this purpose article [10] proposes a bidirectional
EV charging station that is equipped with photovoltaics and
fixed batteries integrated with a commercial building. The
problem of EVs grid integration has been carried out in mi-
crogrid as well, since the microgrids are autonomous plat-
forms that only rely on the internal energy sources during
islanding working modes. Based on the needs of the system,
paper [11] examines whether EVs can be used as temporary
energy storage systems in a microgrid with penetration of
photovoltaic panels. Authors develop an algorithm for mini-
mizing the overall consumption of electrical energy drawn

from the grid by finding the number of EVs that can be
charged and discharged simultaneously. Besides using PV
and energy storage systems other methods have been pro-
posed that regulate the time or location of the EVs charg-
ing. For example, in [12], the scheduling for charging EVs
has been done considering the limitation in the number of
charging stations and the time of use (TOU) electricity post
method has been used. In this research, the main goal is to
reduce the cost of charging and guarantee the charging de-
mand of each EV, and the problem is formulated as a bi-
level model. The upper level is for the charger index and the
charging time available for each EV, and the lower level is
for the charging power of each EV in each time interval.

3. EV working modes

Technically, EVs can be considered flexible electric loads
with two operating modes: grid-to-vehicle (G2V) and
vehicle-to-grid (V2G). In G2V mode, the vehicle is being
charged where power is transferred from the grid to the ve-
hicle, and the EV is considered as a load. In V2G mode, the
vehicle can inject power into the grid and, in the role of stor-
age device, assist in supplying load to the grid and flatten-
ing the load profile during peak hours. A smart grid frame-
work including external grid, renewable power plants, EVs
in 2 mentioned working modes, market operator, transmis-
sion system operator and distribution system operator in an
optimized charging method is shown in Figure 1. As shown
in the figure, using PV plants is a reliable way to supply EVs,
but implementing V2G is also a viable solution. For this pur-
pose, while some EVs are charged by the grid, others may
be considered energy storage devices that inject electrical
energy into the grid.

4. Simulation results

This section investigates the impact of EV charging on the
network in different scenarios. The most important features
in this case that should be considered are load profile and
bus voltages. For this purpose, a detailed smart grid system
topology is used to demonstrate the impact of uncontrolled
and smart charging on the parameters mentioned above.

4.1. System topology

The selected system is a modification of the IEEE 31 bus
23 kV distribution system combined with several residen-
tial LV 415 V network [13]. Each LV feeder consists of
19 nodes representing customer households considering ad-
ditional loads as EVs. The smart grid system topology is
shown in Figure 2 that includes 449 nodes. The system has
been simulated in Python, Panda Power package [14].

Simulations for 4 different scenarios, including 1)
baseload, 2) load with uncontrolled charging of EVs, 3) load
by placing photovoltaic units in different nodes, and 4) load
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Figure 1: A smart grid framework including EVs

Figure 2: The modified IEEE 31 buses smart grid distribu-
tion system topology [13]

with PV and EV integration are performed to determine the
effect of different cases on the voltage magnitude of the
nodes.

4.2. Baseload

In this case, the load profile data of the UK grid is used,
including 48 data recorded in half an hour intervals for ev-
ery node, and there is no electric vehicle or PV unit in the
grid. The load profile for these residential consumers in the
baseload case is shown in Figure 3. As seen in this figure, the
maximum peak occurred at 19:00 in one node demonstrated
by green and it is about 2.6 kW.

The voltage magnitude of 19 nodes of bus 23 is shown in
p.u in figure 4. In this case, as it can be seen in the figure,
as expected, the highest voltage drop occurs in nodes k, m, j
and i, which are located at the endpoints of the network ac-
cording to Figure 2, and in order to charge EVs, these points

Figure 3: Load Profile in baseload case

should be taken into consideration. In General, for the volt-
age magnitude of the nodes, 10% of the deviation is consid-
ered the permissible value.

4.3. Uncontrolled Electric Vehicle Charging

In the first step, 50 EVs with different characteristics are
defined. These features include the state of charge (SOC),
charging power, charging time, night usage status, driving
status, and charge status. Based on the SOC value, there are
3 priorities for EVs charging including:

• High Priority with SoC less than 20
• Low Priority with SoC within range 20 and 40
• Normal with SoC more than 40%
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Figure 4: Node voltages of bus 23 in baseload case

At this stage, assuming most drivers charge their vehicles at
home or workplaces, the charging power of vehicles is equal
to 2.4, 4, and 7 kW, which are in the slow level charging cate-
gory. In most of the studies, for investigating the effect of this
charge on the profile of residential loads, these power values
are defined for slow charging. For charging time, three dif-
ferent times of 8, 10, and 12 hours are considered, which
belong to 7, 4, and 2.4 kW vehicles, respectively. It is as-
sumed that the used network has electricity plugs on every
node that are able to charge EVs at any time. The result for
the voltage buses is shown in Figure 5. As shown, the voltage
of most nodes has dropped below 0.9 p.u. It is not acceptable
to reduce the voltage magnitude by more than 10

The load profiles after running power flow calculations
considering charging EVs in an uncontrolled way are shown
in Figure 6. As seen in this figure, the load density is very
scattered, and the maximum load is 30 kW, which shows the
unwanted effect that uncontrolled charging has on the net-
work. The grid peak power may increase to such an extent
that cannot be supplied by the network and consequently
may cause instability, voltage fluctuations, and other prob-
lems related to network equipment such as transformer over-
heating, line capacity occupation and etc.. This graph also
highlights the need using distribution generation units like
wind turbines or PV units to compensate these extra loads.

4.4. Placing PV units in nodes b, e and k

In order to investigate the effect of PV units on the net-
work parameters because of increasing generated power, 3
PV units in nodes "b", "e", and "k" have been used. The
nodes’ voltage magnitudes, in this case, are shown in Fig-
ure 7. Since the production capacity of PV units is available
to the network only during the day, it can be seen in the fig-
ure that similar to the first case, again the highest voltage
drop occurs in nodes k, m, j and i but in some hours which
there is PV power injection to the grid, this voltage drop is
compensated more than 2

Figure 5: Node voltages of bus 23 in case of uncontrolled
charging of EVs

Figure 6: Load Profile in case of uncontrolled charging of
EVs

4.5 EV+ PV integration is a smart grid framework In this
case, EV and PV are used simultaneously in the network
within the smart grid, and the effect of using PV in reducing
voltage deviation in nodes "i", "b", "e", and "j" is shown in
Figure 8. As it can be seen in this figure, during the hours
of the day when there is sunlight and the output power of
the PV units is injected into the grid, the voltage deviation
at different nodes is greatly reduced, although in case 2, the
Nodes "i" and "j" had the highest deviation.

5. Conclusion

This paper investigated the effect of uncontrolled charging of
electric vehicles on grid parameters, including voltage devi-
ation. The IEEE 31 bus network with 449 nodes is used for
simulation, which has 19 nodes on each bus. Simulations
have been performed for 4 different scenarios, including
baseload, uncontrolled charging of electric vehicles, placing
3 PV units in the network, and simultaneous combination
of EV and PV. According to the simulation results in case
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Figure 7: Node voltages of bus 23 in case of Using PV units

2, uncontrolled charging of electric vehicles has a devastat-
ing effect on the voltage of the nodes, a sudden increase in
load and thus degrading the efficiency and stability of the
network. Therefore, in order to maintain balance in the net-
work and reduce these destructive effects, the smart charging
method can be used, or by using renewable sources, this im-
balance between production and consumption can be com-
pensated. In this paper, 3 PV units are used to compensate
for the load imposed on the grid due to charging of electric
vehicles, and according to the results, despite the uncertainty
in the production capacity of renewable units, they can help
improve the network parameters in the presence of electric
vehicles.
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Abstract
Multiprocessing is one of the most important properties in safety critical systems. These are usually implemented
by using some kind of multi-channel structure to satisfy both safety and availability requirements. Therefore, the
system level design is a key step to fulfill all the functional and non-functional requirements. The main aim of this
paper is to present the importance of handling the different problems on their appropriate level of abstractions
already during the design phase. This will be outlined through a novel hardware based method. The proposed
method will be utilized for accelerating the comparison of safety-critical data between the multiple redundant
processing channels. This method will be illustrated by a special microarchitecture called SILMA.

Categories and Subject Descriptors (according to ACM CCS): B.8.1 [Performance and reliability]: Reliability, Test-
ing, and Fault-Tolerance

1. Introduction

Safety critical systems demand highly reliable, but also high
computational performance capable processing units. These
goals can be achieved by redundancy, especially in fail op-
erational systems, that use three or more redundant ways to
fulfill the safety requirements.

The type of the redundancy could result in many different
safety architectures. Some of these architectures have sev-
eral purposes, not only just to eliminate random failures,
like most hardware failures, but it can handle also some
kind of systematic failures. The safety architecture can lead
to a diverse software or hardware development, or both at
the same time. This technique can eliminate systematic fail-
ures based on the compiler software or the interpretation
of the specification. Based on the trend of recent years, di-
verse multi channel development can cause major delays in
the design and implementation phase. Instead of systematic
diverse software development, the industry leaders take a
different approach. [1] Multi channel modular redundancy-
based safety architectures are used only for random fail-
ure elimination, while the systematic failures can be han-
dled by many different techniques, for example model based

verification and use of highly reliable compilers, like IAR’s
C/C++ toolchain. This can cause reduction in development
cost and the same hardware could be used for all redundant
channels.

In these safety critical systems, the data comparison is
performed by a hardware or a software based voting subsys-
tem, comparing the output of the redundant channels. There-
fore, the actuators can be driven by a voted highly reliable
signal. In these usual cases the voting subsystem has only
one, high reliable unit, because the actuators usually may be
driven only by one physical channel. This method is called
independent comparison, and it can be used for digital sig-
nals in order to control outputs.

These hidden states have to be voted in the three process-
ing units, separately. This method can be considered as a re-
ciprocal comparison and not as an independent comparison,
because there is no separate independent voter. Therefore,
the hidden information remains in the processing units, but
updated in every redundant channel, whenever it is neces-
sary.

In this paper we are introducing a hardware based solu-
tion, developed for a 2oo3 safety architecture called SILMA.
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The proposed solution is a fully synthesizable hardware
component called Voter Arbiter Bridge (VAB), that imple-
ments a Processing In Memory (PIM) based solution for ac-
celerating the voting.

2. System design considerations

Safety critical architectures demand a lot of additional non-
functional requirements, such as to perform the mandatory
safety check function calls in order to test the processor core
or managing the voting subsystem. These nonfunctional re-
quirements could take a not negligible execution time that
can cause overhead on the system. Implementing a multi
channel safety critical system based on traditional Neumann
or Harvard architectures might not be the best solution to
fulfill all the performance and timing requirements.

2.1. Traditional solutions for managing the voting
subsystem

Safety critical systems based on available microcontrollers
on the market offer an embedded microprocessor with a
built-in SRAM and many predefined peripherals. That is
usually more or less same in terms of composition offered by
the different manufacturers. With this design restriction the
reciprocal comparison can be implemented only with one of
these peripherals. The voting process can be considered by
two steps: first, the data exchange needs to be managed with
a communication peripheral on the source but also on the tar-
get channel, and second, the received data have to be voted
in the processor. (Fig.1)

Figure 1: Traditional 2oo3 architecture

In this case, when the green channel requires data from
the red one, a complex data transmission sequence has to be
started. First, the red channel should read the corresponding
data from its own memory to the serial peripheral in order to
send to the green way. Considering this process, it may re-
quire non-negligible processor time, although the data move-
ment sequence could be boosted by using DMA instead of
the processor. Even in this case, the processor should con-
trol the DMA, also it has to generate the message header

and some kind of datagram check value to fulfill the safety
requirements of the communication protocol. To receive the
data, the CPU on the green channel needs to execute similar
tasks; checking the correctness of the datagram and perform
the data movement into the memory.

For performing the reciprocal comparison on the green
channel, exactly the same data also has to be required from
blue channel. Besides that, the required data needs to be
voted, which take a fairly long processing time, both because
of the data movements from the local memory and perform-
ing the logical operations in the processor. The processes
mentioned above also takes a lot of computation time from
the processor’s perspective and it also requires a well defined
scheduling across the different channels, taking into account
the data integrity.

If we obtain these tasks, the relatively long datapath and
the concurrent processes cause a quite long response time
compared to a traditional read sequence in a Neumann or
Harvard based architecture.

2.2. Eliminate the Neumann bottleneck

Hence, the length and the response time of the datapath is
significant, further analysis on the microarchitecture level of
the system level design shows, that the Neumann bottleneck
has a great influence on the properties explained above. As
Heterogeneous Multiprocessor Systems (HMS) evolved, the
demand of a solution for this problem has become more im-
portant. In the past few years we could see various solutions
for this problem, one of the most successful on the consumer
market is the so called Unified Memory Pool from Apple in
the M1 SoC-s.

In this architecture the CPU cores do not have to copy the
data from the CPU memory to the GPU memory or other
processing components such as the Neural Engine, etc., be-
cause these components can reach directly the DRAM, dras-
tically boosting the performance of the overall system. The
interconnection core so called Fabric does not have any func-
tional task from the perspective of the high level description,
just to ensure the connection and the bandwidth for each
component.

This technique can increase the computing power of a
consumer electronic device, but it uses the DRAM as some
sort of a buffer or a mailbox between the processing units,
hence, the memory bandwidth is still a bottleneck. The
Unified Memory Pool based microarchitecture successfully
solved the most important obstruction, namely the CPU
based data movements. At the same time many properties
have remained the same, for example the architecture would
still not be able to support pipeline operations utilizing si-
multaneously the different processing units. Most of the
computationally complex tasks can only be implemented ef-
ficiently with multiple types of processing units with the
proper connections between them.
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These kind of systems, where the data in the memory can
be directly processed with separate task specific hardware,
are called Processing In Memory (PIM) systems. [2][3][4]

2.3. PIM based majority voting

Using System Level Synthesis methods[5], we can obtain,
that the reciprocal comparison task described on high ab-
straction level is quite simple: the main goal is to directly
provide the processor core with its required data in an al-
ready voted form (Fig. 2).

Figure 2: The high level task description

If the targeted system requires many similar operations,
than this property cannot be hidden from the lower levels
of the digital system abstraction, because it greatly affects
the performance. In this particular case, many of the indus-
try leaders are pushing down the reciprocal comparison task
from application layer to operating system level. On one
hand it has a great impact on software development, espe-
cially on the application layer, but on the other hand this
action has a little effect on the performance.

Figure 3: Using the different abstraction levels for a tradi-
tional and a PIM based majority voting

Considering the frequently used datapath and the simply
logical operations for majority voting, it is worth to push
down most of this task to an even lower abstraction level
than the operating system. (Fig. 3) The very next level below
the Operation Systems is the Architecture. The architecture
usually consists of all the structural information about the

whole system, and the most important is the instruction set.
It may make sense to create some special custom instructions
for majority voting, but it won’t solve the data acquisition
problem, especially the slow communication.

To eliminate the problems above, the solution can be
found one abstraction level below, on the level of Microar-
chitecture. The Microarchitecture is the connection between
the elementary logic and the Architecture. It describes the
different combinational and sequential logic behaviour and
its physical connections that implement the architecture in a
certain way. To reduce the datapath and insert the voter logic,
the modification of the System bus is needed, based on the
high level description, presented in Fig. 2.

Figure 4: The PIM based SILMA

Based on the above, the structure of a PIM based 2oo3
safety architecture can be described as the following: Fig. 4
shows similarity of the high level description of the voting
subsystem task. In this case, if one of the channels require
a voted data, the corresponding CPU has to initiate a single
read sequence, to a special hardware module, called Voter
Arbiter Bridge (VAB). This VAB module based on the in-
coming single read sequence multiplies the request to the ad-
jacent channels memory to get the actual data on the match-
ing address. Then the adjacent channels have to send this
data to the source channel, where the VAB module perform
the actual majority voting, and returns it to the CPU.

This PIM based special microarchitecture described
above called SILMA, that stands for Safety Interlocking Mi-
croarchitecture. This name refers to the modified microar-
chitecture and also to the actual operation of the VAB; until
the requested data is returned to the corresponding channel,
the VAB suspends the processor by inserting wait cycles into
the System bus.

The base safety principle of SILMA is, that every single
channel is able to write exclusively its own channel data
only. At the same time, the read transfer cycles are able to
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read its own channel, or every other channel, or its combina-
tion, the majority voted data. This can ensure, that the actual
channel will not cause discrepancy on the adjacent channels,
ultimately in the system.

3. The SILMA|CCU generic product

The following sections introduce a detailed microarchitec-
ture based on SILMA[6][7], that considers other design fea-
tures such as external communication, the different types of
data to vote and also the architecture of the processor cores.

SILMA|CCU stands for SILMA Channel Control Unit,
predicting that a fully functional system contains multiple
identical units, according to the introduced 2oo3 safety ar-
chitecture. While the SILMA in itself is a basic template for
a safety critical 2oo3 multi channel microarchitecture, the
SILMA|CCU is a generic product, with many fixed prop-
erties that can be implemented either in FPGA-s or ASIC-
s depending on the requirement specifications. The generic
product based on the ARMv7-M instruction set and ARM
Cortex M3 microprocessors, that use AHB 3.0 Lite protocol
for the System, Data and Instruction buses. The basic struc-
ture of the SILMA|CCU shown on Fig. 5.

3.1. Demand for majority voting

In a traditional microcontroller unit many different types of
peripherals, co-processors and memories are present to try
to meet the needs of the user. The SILMA|CCU is not differ-
ent, however the use of the modified microarchitecture raises
some questions: what is the actual data set of a software
module, that needs to be voted?

There is a simple, but also unsatisfactory answer to the
question above, implied from the high level task descrip-
tions: safety critical variables need to be voted. In a safety
critical system there are usually two basic types of variables;
the static variables and the local variables.

Static variables are stored for long term, they have a fixed
place in memory and its utilization is unpredictable, because
it depends on the actual program sequence. Hence, these
variable may stay in the memory for a long time without any
read transactions, these variables count as possible hidden
variables, that need to be voted every time the CPU initiates
a read sequence to reach them.

In contrast, the local variables are created for a subrou-
tine execution and they have usually a short term usage. A
good example for this kind of data is the processor stack. In
this case, there is a relatively small chance to the stack data
corruption. Furthermore, continuing this analogy, the con-
nected modules should not be even memory type. The de-
sign considerations above can be applied on different types
of peripherals and co-processors.

For a co-processor the requested special operations typ-
ically lasts a few hundred or maximum a thousand clock

cycle. The data corruption in this limited time has a little
chance to be occurred. Based on the considerations above,
a co-processor can connect directly to the AHB busmatrix,
where the ARM Cortex M3 is the master.

Peripherals are much more complicated in terms of the
voting demand. Those peripherals, that do not store their
state for long term can be connected to the most right side
of the AHB busmatrix as the co-processors. A good example
for this is the CRC counter module, that can be seen in the
SILMA|CCU. However other peripherals, that store safety
related information for a long time, for example a timer or
other function related peripheral, they also need to be voted
during any AHB read transactions.

The SILMA|CCU consist one Application core and one
Communication core. The application core manages all the
functional requirements and all the safety related tasks. Fig.
5 shows, that the busmatrix below the Application core is di-
vided by the Voter Arbiter Bridge (VAB). On the right side,
where the processor core is located can be found those mem-
ories, peripherals and co-processors whose data do not need
to be voted. To the left to the VAB can be found those mem-
ories and peripherals, that need to be voted to fulfill the data
integrity and safety properties.

The next subsection introduces the Communication pro-
cessor core of the SILMA|CCU, describes its purpose and
place in the microarchitecture. Along this thought, the next
subsection also discusses all the external communication
methods, that a traditional microcontroller has have to man-
age.

3.2. Communication methods

Every microcontroller has some type of communication pe-
ripheral, as it is the only way for a microprocessor to get or
display information from or to the outside world. In a safety
critical system the communication is more complex, as the
information can arrive on all channel nearly at the same time,
or independently only on one or two channel as the signal
type and the data integrity requires. For example a GPIO in-
put has no any redundancy or safety integrity check on the
signal as it carries a simple one bit information. In this case
it is worth to use all the redundant channels to read the cor-
responding information. Consequently, this data have to be
voted to eliminate the discrepancy on the different channels
of the system. This could be also true for protocol based in-
formation, like ethernet or can datagrams.

It often occurs, that these messages are packed in many
layers of framing to maintain the data integrity, the connec-
tion and the network layer of the protocol stack. These kind
of messages or even a simple GPIO information may require
some preprocessing. For this purpose, SILMA|CCU contains
a so called Communication core for handling these low level
protocol or signal conditioning tasks.
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Figure 5: The microarchitecture of SILMA

To handle the data transmission between the Communi-
cation and the Application cores, the SILMA|CCU contains
a separated RX-TX buffer array. These disjoint communica-
tion buffers are not only connected to the AHB busmatrix of
the Communication core but also to the busmatrix on the left
to the VAB, as these messages should be voted to be used in
further operations.

3.3. Voter Arbiter Bridge

The VAB is the heart of the SILMA|CCU microarchitecture.
It ensures the majority voting, thereby also the data integrity
between adjacent redundant channels.

The VAB is embedded into the Application core busma-
trices between the bus masters and those bus slaves compo-
nents, that storing information in long terms as it described
in section 3.1. The main purpose of this, if an AHB master
initiate a transfer cycle, it should go through the VAB, be-
cause the master and the slave are on two different side of
the busmatrix.

Based on the above, the VAB contains one slave and one

master AHB port, that connects the two busmatrix on the
Application core part. Furthermore, additional special high
speed interfaces needed for communicating with the adja-
cent ways. A high speed interface can dramatically decrease
the delay during a read transfer cycle, in contrast to the tra-
ditional communication interfaces described in section 2.1.
Consequently, every read transfer cycle to the peripherals
will cause significantly more wait cycles for the Applica-
tion core than usual, but the number of these kind of transfer
cycles are relatively low compared to all the read cycles ini-
tiated by the bus master. The main reason for this, that an
usual program uses a non-negligible number of local vari-
ables, that does not have to be voted.

4. Demonstration of the VAB operation

This section presents the elementary bus cycles and the im-
plementation details of VAB. The application of the VAB is
also demonstrated by a simple example source code in case
of a 2oo3 system.
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4.1. Handling elementary bus cycles

The VAB handles requests coming from the AHB master
unit. These requests can be read and write cycles. In case of
write cycles, the data can only be written to the own mem-
ory of the channel. This is because, in order to avoid data
consistency issues, channels must never write other chan-
nels’ memory, only read them for comparison. In case writes
to other channels shared memory would be allowed, a mal-
functioning channel could also corrupt the data in the other
channels, which is a security risk. Thus, the only possible
write operation is referred to as single channel write.

Read operations however are more complicated. After the
system is first powered on, the memories of the channels
contain different data. In this case, a voted read would not
produce any meaningful results. Therefore, the VAB must
provide means for each channel to read any other channel’s
memory individually. If a channel has to restart for some rea-
son, then it can use this feature to "learn" the other channels
state and continue operation. Also this feature can be used to
synchronize the startup of all channels. This is called a single
channel read. For easy reference, reads to the own channels
memory are called X single channel reads, reads to other
channels are referred to as Y and Z single channel reads.

The final kind of possible operation is referred to as voted
read. This is directly responsible for the hardware accelera-
tion of the voting, which will be the most often used feature
of the VAB. This case consist of three separate steps in a sin-
gle atomic operation. First, the corresponding data locations
are read concurrently from all three channels shared mem-
ories. Second, a majority voting is performed on the three
separate received data. Finally, the result of the vote is given
back as the result of this read operation. An AHB bus error
exception is used to signal this event, that all three data was
different and a majority vote was not possible. In this case
the ARM Cortex M3 CPU will execute its BusFault handler.

4.2. Address mapping

Since the AHB bus has no additional address modifier sig-
nals to indicate the type of read operation to be performed,
another solution must be found. A possible solution is to
use some of the address bits for this purpose. This will re-
sult in the subdivision of the address space into four sepa-
rate regions. The four regions each are referred to as voted,
X (own), Y and Z (neighbor) regions. The operation to be
performed depends on the addressed region, in case of the
voted region, a voted read will be performed. In case of a
read to the X, Y or Z region, an X, Y or Z single channel
read for the respective channel will be performed. Practi-
cally, this means, that we simply use the upper two address
lines as address modifier signals. The implemented VAB is
capable of handling 1MB of shared address space in total,
this means that there is a 1MB shared memory placed on its
AHB master port. In this case, however, the VAB presents a
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Figure 6: Memory map for different channels

4MB continuous address space on its slave port (towards the
AHB master) as shown in Fig. 6. Reading the first 1MB per-
forms voting reads, while reading the following three 1MB
areas performs single channel reads on each channels re-
spectively. Since writes are always single channel, only the
writes addressed to the second 1MB (i.e. own channel) are
actually performed, attempting a write to the additional ad-
dresses will cause bus faults.

4.3. Implementing synchronization with the VAB

Usually, the application running on the CPU is cycli-
cal. This means that there is a technology cycle which re-
peats at definite intervals. The technology cycle usually
contains both synchronous and asynchronous tasks. Syn-
chronous tasks are those, that handle voted data, such as
evaluating a safety-related state machine. In contrast to this,
asynchronous tasks operate on non votable data, such as test-
ing the state of other channels. The purpose of the VAB is to
accelerate the execution of the synchronous tasks, however
it is only possible if the synchronous tasks run strictly con-
currently on all channels, i.e. each channel must be running
exactly the same reading and writing step into this shared
memory. This requires an additional synchronization step
before the execution of any synchronous task can take place.
To illustrate the necessity of this step, consider the follow-
ing simple example: As a synchronous task, each channel
first performs a voted read on the same variable, and then
based on some calculations, modifies that variable. If one
of the channels is too much ahead in its processing, it may
mean that it will have already modified said variable, be-
fore the others even start their first voted read. In this case
the vote will be performed on data that do not belong to the
same cycle, thus violating data integrity. This problem can
be avoided by hardware based synchronization of the reads
and a software based initial synchronization step. Code in
Listing 1. shows the program code for this synchronization
step.

Because of the different memory regions, the typical C
variable must be created in 4 instances, one each for each
(X, Y, Z) channel region and one for the voted region. We
must not forget that this same program will run on two other
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Listing 1: Application code for handling synchronization of channels through VAB

/ * D e f i n e f o u r s e p a r a t e memory r e g i o n s and c r e a t e a common semaphore v a r i a b l e * /
# d e f i n e VOTER_V_REGION (0 x20000000U ) / * Voted r e g i o n base * /
# d e f i n e VOTER_X_REGION (0 x20100000U ) / * X ( own ) r e g i o n * /
# d e f i n e VOTER_Y_REGION (0 x20200000U ) / * Y ( n e i g h b o r ) r e g i o n * /
# d e f i n e VOTER_Z_REGION (0 x20300000U ) / * Z ( n e i g h b o r ) r e g i o n * /
# d e f i n e SYNC_SEMAPHORE_OFFSET (0 x0000U )
# d e f i n e SYNC_SEMAPHORE_V ( * ( ( u i n t 3 2 _ t * ) ( VOTER_V_REGION + SYNC_SEMAPHORE_OFFSET ) ) )
# d e f i n e SYNC_SEMAPHORE_X ( * ( ( u i n t 3 2 _ t * ) ( VOTER_X_REGION + SYNC_SEMAPHORE_OFFSET ) ) )
# d e f i n e SYNC_SEMAPHORE_Y ( * ( ( u i n t 3 2 _ t * ) ( VOTER_Y_REGION + SYNC_SEMAPHORE_OFFSET ) ) )
# d e f i n e SYNC_SEMAPHORE_Z ( * ( ( u i n t 3 2 _ t * ) ( VOTER_Z_REGION + SYNC_SEMAPHORE_OFFSET ) ) )

void Main ( void ) {
S y s t e m I n i t ( ) ;
SYNC_SEMAPHORE_X = 0U; / * I n i t i a l i z e own v e r s i o n o f semaphore * /
whi le ( TRUE ) {

SYNC_SEMAPHORE_X = 1U; / * S i g n a l own s y n c h r o n i z a t i o n s e c t i o n e n t r y * /
whi le ( ( 0U == SYNC_SEMAPHORE_Y ) | | ( 0U == SYNC_SEMAPHORE_Z ) ) ; / * Wait f o r o t h e r c h a n n e l s * /
i f ( 1U != SYNC_SEMAPHORE_V ) E r r o r H a n d l e r ( ) ; / * Check f o r s u c c e s s w i t h a v o t e d read * /
SYNC_SEMAPHORE_X = 0U; / * Clear own semaphore * /
C y c l i c S y n c P r o c e s s ( ) ; / * Run a l l c y c l i c a l t a s k s * /
C y c l i c A s y n c P r o c e s s ( ) ; / * Run c y c l i c a l t a s k , where v o t i n g i s n o t r e q u i r e d * /

}
}

channels. This means that only the other channels can mod-
ify the variables in the Y and Z region, and they do this by
modifying the variable in their X regions.

Synchronization is done with the help of a semaphore
variable. This variable must exists in all channels. The pro-
gram will first set its own semaphore, and waits for the others
to set theirs. If all three semaphores are set, a voted read will
be performed. This voted read synchronizes the channels in
hardware with one clock cycle accuracy, since the VAB will
insert wait cycles until each channel starts their voted read.
The last step of the synchronization is to clear the semaphore
so that it will be usable in the next cycle. From this point on-
ward, if the programs perform the same operations on the
same data, they will stay synchronous and data consistency
is secured. Obviously, the asynchronous tasks will not neces-
sarily take the same amount of time on each channel, there-
fore, the synchronization step must be performed again in
the next cycle.

5. Conclusions

Using System Level Synthesis methods in the design phase
of safety critical multichannel systems may raise many ques-
tions about the traditional computing architectures. One of
this major issue is the Neumann bottleneck. This may be
considered as one of the most important topic in computer
architectures today. The SILMA microarchitecture over-
comes this problem as it starts with a high level task de-
scription for examining all aspects. Using the digital system
abstraction helps establish a hierarchical order to highlight
the most important properties on an observed level.

In case of a safety critical system, where the majority vot-
ers are frequently used, the level of microarchitecture carries

the most important properties, that has a great affect on the
overall system capabilities and other attributes.
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